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Documentation Conventions  

This section defines the conventions used in this document. The conventions 

include typographical conventions and icon conventions. 

Typographical Co nventions  

This manual uses the following typographical conventions: 

Convention Meaning 

KEYWORD Programming language keywords (i.e., SQL, C 

keywords) appear in a serif font. 

italics 

italics 

italics  

New terms, emphasized words, and variable values 

appear in italics.  

POSTGRESQL The word ñPOSTGRESQLò appearing to the left of a 

portion of the manual indicates that that portion is 

PostgreSQL-specific. 

$POSTGRESQLDIR The directory under which PostgreSQL has been 

installed ï e.g., /opt/postgres  

User input  Computer generated text (e.g., error 
messages) and user input appear in a 
non - proportional font.  

ô (apostrophe) An apostrophe is used in the plural form of data types 

(e.g., GRDValueôs, GRDBoxôs, etc.)  
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Icon Conventions  

This manual uses the following icon conventions to highlight passages in the 

manual1: 

Icon Label Description 

 

Warning: Identifies paragraphs that contain vital 

instructions, cautions, or critical information. 

 

 

Important: Identifies paragraphs that contain significant 

information about the feature or operation that 

is being described. 

 

Tip: Identifies paragraphs that offer additional 

details or shortcuts for the functionality that is 

being described. 

 

  

                         

1 This manual follows the icon conventions used in IBM Informix manuals. 
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Whatõs New in This Version?  

The following table lists the features that have been added to this version of the 

Draw and Load (DaL): 

Feature Manual Sections Where Feature is Described. 

Delimited Timestamp 

builder 

Chapter 7 
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Chapter 1: Introduction  

DaL (Draw and Load) is a database client application for loading the contents 

of Common Data Model (http://www.unidata.ucar.edu/software/netcdf/CDM/) 

into databases.. In particular it can be used to load netCDF and Grib files. 

However, for ease and clarity of presentation this manual uses netCDF files in 

its examples. 

DaL provides a very easy to use interface that allows a user to direct the flow of 

values from data file variables and attributes into the columns of database 

tables by drawing lines between graphic nodes representing them. DaL uses the 

NetCDF Java Library (http://www.unidata.ucar.edu/software/netcdf-java/), 

which is what makes it able to read from any file supported by the Common 

Data Model.  

The current version of DaL supports both IBM Informix, PostgreSQL, and 

Oracle.  

DaL can be used to load data into regular columns and tables. Optionally, the 

IBM Informix and PostgreSQL versions  can also make use of the two BCS 

DataBlade products: BCS Grid Extension (version 5.2 or newer), and BCS 

DBXten. The Oracle version can be used to load data into Oracle GeoRaster 

objects. 

NetCDF File Esse ntials  

Before we discuss how to map the contents of CDM files onto database objects 

we need to define some basic terminology. A very simple netCDF file will be 

used in the next section to introduce some concepts about CDM file 

organization.  

Chapter  

1 

http://www.unidata.ucar.edu/software/netcdf/CDM/
http://www.unidata.ucar.edu/software/netcdf-java/
http://www.barrodale.com/bcs/bcs-grid-datablade
http://www.barrodale.com/bcs/dbxten
http://www.barrodale.com/bcs/dbxten
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Example NetCDF  File  

The following is the ncdump output of a netCDF file called example .nc . 

This file is used extensively in the examples in this manual. For reference, line 

numbers have been added to the left of the ncdump output. 

1  netcdf example {  

2  dimensions:  

3          x = 10 ;  

4             y = 10 ;  

5              n4 = 10 ;  

6              n2 = 2 ;  

7              str16 = 16 ;  

8  variables:  

9              char charvar(n2, x) ;  

10                        charvar:_FillValue = " " ;  

11               char strvar(n2, str16) ;  

12               double val1(x, y) ;  

13                        val1:_FillValue = - 9999. ;  

14               double val2(x, y) ;  

15               int x(x) ;  

16                            x:_FillValue  = - 9999 ;  

17               int y(y) ;  

18    

19   // global attributes:  

20                   :myVector = 1, 2, 4, 9 ;  

21   data:  

22    

23    charvar =  

24     "a cdeabcde",  

25     "abcdeabcdz" ;  

26    

27    strvar =  

28     "abbd",  

29     "asdf" ;  

30    

31    val1 =  

32     0.1, _, 0.3, 0.5, 0.4, 0.6, 0.7,  0.8, 0.9, 
0.91,  

33     1.1, 1.2, 1.3, 1.5, 1.4, 1.6, 1.7, 1.8, 1.9, 
1.91,  

34     2.1, 0.2, 0.3, 0.5, 0.4, 0.6, 0.7, 0.8, 0.9, 

0.91,  

35     3.1, 1.2, 1.3, 1.5, 1.4, 1.6, 1.7, 1.8, 1.9, 
1.91,  

36     4.1, 0.2, 0.3, 0.5, 0.4, 0.6, 0.7, 0.8, 0.9, 
0.91,  

37     5.1, 1.2, 1.3, 1.5, 1.4, 1.6, 1.7, 1.8, 1.9, 
1.91,  

38     6.1, 0.2, 0.3, 0.5, 0.4, 0.6, 0.7, 0.8, 0.9, 
0.91,  

39     7.1, 1.2, 1.3, 1.5, 1.4, 1.6, 1.7, 1.8, 1.9, 

http://www.unidata.ucar.edu/software/netcdf/docs/ncdump-man-1.html
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1.91,  

40     8.1, 0.2, 0.3, 0.5, 0.4, 0.6, 0.7, 0.8, 0.9, 
0.91,  

41     9.1, 1.2, 1.3, 1.5, 1.4, 1.6, 1.7, 1.8, 1.9, 
1.91 ;  

42    

43    val2 =  

44     10.1, _, 0.3, 0.5, 0.4, 0.6, 0.7, 0.8, 0.9, 
0.91,  

45     11.1, 1.2, 1.3, 1.5, 1.4, 1.6, 1.7, 1.8, 1.9, 
1.91,  

46     12.1, 0.2, 0.3, 0.5, 0.4, 0.6, 0.7, 0.8, 0.9, 
0.91,  

47     13.1, 1.2, 1.3, 1.5, 1.4, 1.6, 1.7, 1.8, 1.9, 

1.91,  

48     14.1, 0.2, 0.3, 0.5, 0.4, 0.6, 0.7, 0.8, 0.9, 
0.91,  

49     15.1, 1.2, 1.3, 1.5, 1.4, 1.6, 1.7, 1.8, 1.9, 
1.91,  

50     16.1, 0.2, 0.3, 0.5, 0.4, 0.6, 0.7, 0.8, 0.9, 
0.91,  

51     17.1, 1.2, 1.3, 1.5, 1.4, 1.6, 1.7, 1.8, 1.9, 
1.91,  

52     18.1, 0.2, 0.3, 0.5, 0.4, 0.6, 0.7, 0.8, 0.9, 
0. 91,  

53     19.1, 1.2, 1.3, 1.5, 1.4, 1.6, 1.7, 1.8, 1.9, 
1.91 ;  

54    

55    x = 1, _, 3, 4, 5, 5, 4, 3, 2, 1 ;  

56    

57    y = 2, _, 6, 8, 10, 12, 14, 16, 18, 20 ;  

58   }  
 
 

The file shown above has three sections: 

1) a ñdimensionsò section, starting on line 2, and 

2) a ñvariablesò section, starting on line 8, and 

3) a ñdataò section, starting on line 21. 

 

The Dimensions Section  

The Dimensions section provides the values for a set of constants that may be 

referenced as variable dimensions from further down in (the variables section 

of) the file.   

In this example there are five dimensions: x , y , n4 , n2 , and str16 , having 

values 10, 10, 10, 2, and 16, respectively; four of these are referenced as 

variable dimensions later on in the file. 
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The Variables Section  

The Variables section, which starts on line 8 in this example, declares the types 

and dimensions of the data variables whose values are provided later in (the 

data section) of the file. The variables section can also supply values for 

attributes, which can be thought of as providing metadata about either 

particular variables or about the file as a whole. The latter type of attribute is 

referred to as a global attribute. 

In the example provided there are six variables: charvar , strvar , val1 , 

val2 , x , and y . In addition there are four attributes.  Three of these attributes 

are called _FillValue  and are attached to charvar , val1 , and x , 

respectively.  The fourth attribute is a global attribute named myVector . 

C O O R D I N A T E  V A R I A B L E S  

Two of the variables, x  and y , have special significance. These are examples of 

coordinate variables. Coordinate variables are characterized by: 

1) having the same name as a dimension defined in the Dimensions section 

and, 

2) being referred to by one or more data variables, and 

3) being of dimension 1 and having a length equal to the value of the 

dimension of the same name. 

For example, the coordinate  variable x  has 1 dimension and is of length x  (i.e., 

the value of dimension x). Variables charvar , val1 , and val2  all refer to 

x  as a dimension. 

Coordinate variables provide a means of associating physical significance to 

the indices of an array.  For example, suppose that we want to store a vertical 

slice of ocean salinity data relative to some point P on the ocean surface.  We 

might define a two dimensional data variable called 

ñsalinity(depth,range) ò and two coordinate variables depth()  and 

range() . The i th   value in depth and the j
th  value in range would contain 

the values of the vertical (depth) and horizontal (range) distances from P to the 

point in the ocean for which salinity(i,j)  pertains.   

To summarize, then, the symbol ñxò in this netCDF file has three different 

interpretations, depending on its context: 

1) a constant value equal to ó10ô, and 

2) an array of 10 values, and 
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3) index mappings for one of the dimensions in each of the arrays 

charval , val1 , and val2 . 

 

This observation is important as each of these interpretations can be 

independently mapped to database columns, as will be illustrated later. 

The Data Section  

Finally, the Data section, which starts on line 21 in this example, assigns values 

to each of the variables defined in the Variables section. Note that for 

multidimensional arrays the values are presented according to the order of the 

dimensions ï i.e., the data for the first value of the first index comes before the 

data for the second value of the first index. For two-dimensional arrays this is 

referred to as row-major order. 

Note that not all of the values inside an array have to be defined. In the example 

above, several values appear as underscores (ñ_ò). These are referred to as 

missing values. Missing values appear as ñ_ò in ncdump output, but internally 

in the netCDF file they have the value stored in the _FillValue  attribute for 

the variable, if there is one (thatôs how ncdump and other utilities recognize the 

value as being ñmissing.ò) When DaL reads a missing value in a variable it 

assigns it the value NULL when storing it in a database.  

Relationa l Database Essentials  

A relational database can be viewed as a collection of two-dimensional arrays 

of data. Each of these arrays is stored in a separate database table, organized as 

an unordered collection of rows, with each row being organized as an ordered, 

fixed-size set of typed, named, columns. 

In general, each table in a database represents either a class of real-world 

objects (e.g., ñemployeesò or ñdepartmentsò) or a relationship between classes 

of real-world objects (e.g., ñemployees work in departmentsò) or sometimes 

both. For tables that represent a class of objects, the columns represent 

characteristics of that class of object (e.g., employee name, employee number). 

For tables that represent relationships the columns either identify the 

participants in the relationship (ñemployeeò and ñdepartmentò) or some 

characteristic of the relationship (ñemployment start dateò) 

Each row in a table represents a single occurrence of an object (e.g., ñThere is 

an employee named óMikeôò) or a relationship (e.g., ñMike works in Database 

Administration and started in June 1996ò).  

A general property of tables is that any two rows can always be distinguished 

from one another by looking at their column values.  There is always a set of 

one or more designated columns that can be counted on to distinguish one row 

http://en.wikipedia.org/wiki/Row-major_order
http://www.unidata.ucar.edu/software/netcdf/docs/BestPractices.html#Missing%20Data%20Values
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from another. This column or set of columns is referred to as forming the 

primary key of the table. 

If an object of some class can take part in relationships with objects of another 

class, say ñan employeeò with ña departmentò, then one or more of the columns 

in the employee-representing table will identify the particular row of the 

department-representing table that it is associated with. That column, or set of 

columns, in the employee table is referred to as forming a foreign key, 

ñforeignò because its value will equal the value of a primary key in some other 

(i.e., foreign) table.    

Finally, a relationship between object class A and object class B has a 

cardinality.  There are three possible cardinalities: 

1) one-to-one: for each A there is one B, and vice-versa; 

2) one-to-many: for each A there can be several Bôs, but for each B there is 

just one A; and 

3) many-to-many: for each A there can be several Bôs, and for each B 

there can be several Aôs.  

The type of cardinality dictates the layout of tables, and the position of foreign 

keys, necessary to represent the relationship and its participating objects. For 

example, if an employee-department relationship is one-to-many (departments 

employ multiple employees but every employee works for just one 

department), then the following table structure would suffice: 
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Figure 1: 1-to-many relationship 

However if an employee can work for more than one department, then we 

would need a more complex organization of tables: 

Employees

employee_numberPK

employee_name

department_numberFK

Departments

department_numberPK

department_name

has /

works in
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Figure 2: A many-to-many relationship 

File -Database Mapping Issues  

NetCDF (and other types of CDM files) and relational databases are similar in 

that both can store information about multiple objects. Typically in a netCDF 

file each type of object is associated with a different netCDF variable.  In a 

relational database, on the other hand, each type of object is associated with a 

different table. In general, then, itôs reasonable to expect that each non-

coordinate-variable netCDF variable might map to a different database table.  

The non-coordinate-variable qualifier is made because coordinate variables 

usually do not describe objects on their own; instead they usually just provide 

information on how to interpret another variable that describes the object.  

Representing Scalar Objects  

NetCDF files often contain a number of scalar objects: dimensions, attributes 

(global and non-global), and sometimes scalar variables. While it would be 

possible to map each scalar object to a different table, it is more often the case 

that most or all of the scalar objects are mapped to a single table that represents 

the class of file as a whole. This concept will be further explained below in 

Example - Attributes and Example - Scalar Variables. 

Employees2

employee_numberPK

employee_name

Departments2

department_numberPK

department_name

Works_in

employee_numberPK,FK

department_numberPK,FK

has /

works in

has /

works in
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Representing Non -scalar Objects  

Most variables in a netCDF file are usually non-scalar, i.e., one-dimensional or 

multi-dimensional arrays. As described earlier, often these variables will map 

to separate database tables.  

Consider, for example, a 2 dimensional array A with m rows and n columns, 

indexed by row index ñiò and column index ñjò. Such an array could be 

represented by an m*n row table with columns ñiò, ñjò, and A_value. 

e.g., if the array looks like 

A column 1  column 2  column 3  

row 1   
a 

 
b 

 
c  

row 2   
d 

 
e 

 
f  

    

Then the table will look like: 

i  j  A_value  

1 1 a 

1 2 b 

1 3 c  

2 1 d 

2 2 e 

2 3 f  

 

In general, an N dimensional array with dimensions n1, n2, é, nN  and having M 

attributes in each array cell will translate into a table with N+M columns (one 

for each of the N array indices and one for each of the array attributes) and n1 * 

n2 * é * nN rows. 

Representing Coordinate Variables  

As described above, separate non-scalar variables often map to separate 

database tables. While this can be the case with coordinate variables it is more 

common for coordinate variables to map to the same tables as the variables that 

they describe.  

As an example, consider the netCDF example described at the bottom of 

http://ferret.wrc.noaa.gov/noaa_coop/coop_cdf_profile.html and listed (in 

ncdump form) at 

http://ferret.wrc.noaa.gov/noaa_coop/coop_cdf_example.html. 

http://ferret.wrc.noaa.gov/noaa_coop/coop_cdf_profile.html
http://ferret.wrc.noaa.gov/noaa_coop/coop_cdf_example.html
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In this example ñUò is a 4-dimensional velocity variable, indexed by time, 

depth, latitude, and longitude. The associated dimension values in this file are: 

 PSXU = 160 ;  
 PSYU = 100 ;  
 PSZ  = 27 ;  
 TIME_SERIES = UNLIMITED ; // (7 currently)  
 

The coordinate variables are defined as: 

 double PSXU(PSXU) ;  
    PSXU:units = "degrees_east" ;  
 double PSYU(PSYU) ;  

    PSYU:units = "degrees_north" ;  
 double PSZ(PSZ) ;  
    PSZ:unit s = "METERS" ;  
    PSZ:positive = "down" ;  
 double TIME_SERIES(TIME_SERIES) ;  
    TIME_SERIES:units = "hours since 1976 - 01- 14 
14:00:00" ;  
 

The velocity variable ñUò is defined as: 

 float U(TIME_SERIES, PSZ, PSYU, PSXU) ;  
  U:long_name = "ZONAL VELOCITY" ;  
  U:units = "cm/sec" ;  
 

The following single table represents the information separately provided in the 

four coordinate variables and the velocity variable: 

Table Velocity(  
 time_in_hours double precision,  
 depth_in_meters double precision,  
 latitude_in_ degrees_north double precision,  
 longitude_in_degrees_north double precision,  
 zonal_velocity_in_cm_per_second float)  
 

Dimension  Variables  

For each dimension N in a netCDF file, DaL creates a dimension pseudo-array 

variable with values 0, 1, é, N-1. They can be used in the same was as 

coordinate variables can ï i.e.,  to associate a value with the index of a multi-

dimensional variable. We will show how dimension variables can be used in a 

later example. 

Putting i t All Together  

In this section we will show how several other parts of the same netCDF file 

used in the previous section can be mapped to database tables. In particular we 
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will focus on the following variables, in addition to the U variable from the 

previous section. 

4) POINT_TEMP ï a vertical profile of atmospheric temperature at a 

single latitude/longitude, 

4) EQUATORIAL_TEMP ï a vertical profile of ocean temperature a the 

same latitude as POINT_TEMP, but averaged in longitude,  

5) SALT ï a 4-dimensional salinity field, defined at the same time and 

depth points as ñUò (in the previous section) but at different 

latitude/longitude points. 

 

In doing this we will illustrate several file-to-database mapping considerations: 

¶ handling of attributes, 

¶ handling of scalar variables, and 

¶ multiple references to coordinate variables. 

 

Example - Attributes  

The netCDF file has the following global attributes: 

// global attributes:  
    :history = "created by FERRET V3.20 13 - Dec- 94" ;  
    :Conventions = "COARDS";  
 

In addition, the following attributes are associated with the four variables U,  

POINT_TEMP, EQUATORIAL_TEMP, and SALT: 

    U:long_name = "ZONAL VELOCITY" ;  
    U:units = "cm/sec" ;  
    POINT_TEMP:long_name = "Climatological 
Temperature" ;  
    POINT_TEMP:units = "degC" ;  
    EQUATORIAL_TEMP:long_name = "Zonally Averaged 
Temperature" ;  
    EQUATORIAL_TEMP:units = "degC" ;  
    SALT:long_name = "(SALINITY(ppt) -  35) /1000" ;  
 

All of these attributes, along with the netCDF file name, will be stored in a 

single table called File_M etadata . 

Example - Scalar Variables  

POINT_TEMP and EQUATORIAL_TEMP are defined in the netCDF file as 

follows: 

dimensions:  
   XAX1D = 1 ;  
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   YAX1D = 1 ;  
   ZAXMBARS = 7 ;  
   ZAXMETER = 20 ;  
 
variables:  
   double XAX1D(XAX1D) ;  
     XAX1D:units = "degrees_ea st" ;  
   double YAX1D(YAX1D) ;  
     YAX1D:units = "degrees_north" ;  
    
   double ZAXMBARS(ZAXMBARS) ;  
     ZAXMBARS:units = "millibars" ;  
 
   float POINT_TEMP(ZAXMBARS, YAX1D, XAX1D) ;  

     POINT_TEMP:long_name = "Climatological 
Temperature" ;  
     POINT_TEMP:units = "degC" ;  
    
   double ZAXMETER(ZAXMETER) ;  
     ZAXMETER:units = "meters" ;  
     ZAXMETER:positive = "down" ;  
 
   float EQUATORIAL_TEMP(ZAXMETER, YAX1D) ;  
     EQUATORIAL_TEMP:long_name = "Zonally Averaged 
Temperature";  
     EQUATORIAL_TEMP:units = "degC" ;  
 

It appears from these definitions that XAXID and YAX1D are 1-dimensional, 

that POINT_TEMP is 3-dimensional, and that EQUATORIAL_TEMP is 

2-dimensional. However, the 1-dimensional arrays XAXID and YAX1D each 

have a fixed length of 1. There are two ways to interpret this situation. It may 

be the case that the latitude and longitude values specified for XAD1D and 

YAX1D never change from file to file. Alternatively it may be the case that 

while a particular file has just a single value for each of these variables, the 

single values appearing in other files will be different. 

In the first interpretation (which we will call ñApproach 1ò), we can consider 

XAD1D and YAX1D to be scalar variables. (Similarly, EQUATORIAL_TEMP 

and POINT_TEMP both can be considered to be 1-dimensional). As scalar 

variables, XAXID and YAX1D could either be stored together with the attributes 

in File_Metadata , or they could be stored in their own table along with a 

file name column to distinguish them from similar values read from other 

netCDF files.  

In the second interpretation we should consider XAD1D and YAX1D to be non-

scalar.  Even though they are scalar in a single file, different files will give rise 

to different values and we may want to use a single table to store the values 

from all the files. We will call this ñApproach 2ò. 
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Example ð Multiple References to Coordinate Variables  

U and SALT are defined in the netCDF file as follows: 

dimensions:  
   PSXU = 160 ;  
   PSYU = 100 ;  
   PSXT = 160 ;  
   PSYT = 100 ;  
   PSZ  = 27 ;  
   TIME_SERIES = UNLIMITED ; // (7 currently)  
 
variables:  

   double PSXU(PSXU) ;  
     PSXU:units = "degrees_east" ;  
   double PSYU(PSYU) ;  
     PSYU:units = "degrees_north" ;  
 
   double PSZ(PSZ) ;  
     PSZ:units = "METERS" ;  
     PSZ:positive = "down" ;  
   double TIME_SERIES(TIME_SERIES) ;  
     TIME_SERIES:units = "hours since 1976 - 01- 14 
14:00:00" ;  
 
   float U(TIME_SERIES, PSZ, PSYU, PSXU) ;  
     U:long_name = "ZONAL VELOCITY" ;  
     U:units = "cm/sec" ;  

 
   double PSXT(PSXT) ;  
     PSXT:units  = "degrees_east" ;  
   double PSYT(PSYT) ;  
     PSYT:units = "degrees_north" ;  
 
   float SALT(TIME_SERIES, PSZ, PSYT, PSXT) ;  
     SALT:long_name = "(SALINITY(ppt) -  35) /1000" ;  
 

The coordinate variables TIME_SERIES and PSZ are referenced by both the 

U and SALT variables and hence will be repeated as columns in both the 

U-derived and SALT-derived tables2.  

                         

2 Note that this repetition does not violate the ñone-object-one-placeò rule of database design.  As 

discussed earlier, coordinate variables do not really represent objects.  Instead they represent domains 

from which attributes that describe other objects are drawn.  It is not uncommon in database design for the 

same domain to appear in multiple columns as long as the context is different, as it is in this case. 

Example  
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The Final Database  

In summary, the global and non-global attributes, coordinate variables, and the 

non-coordinate variables described in the previous sections can be mapped to 

the following database. 

Table File_Metadata(  
 file_id integer primary key,  
 file_name varchar(50),  
 U_long_name varchar(50),  
 U_units varchar(50),  
 POINT_TEMP_long_name varchar(50),  
 POINT_TEMP_units varchar(50),  

 EQUATORIAL_TEMP_long_name varchar(50),  
 EQUATORIAL_TEMP_units varchar(50),  
 SALT_long_name varchar(50))     
 
Table Positions_for_Vertical_Profiles(  
 file_id integer primary key,  
 latitude_in_degrees_north double precision,
 longitude_in_degrees_east double precision)  
 
Table  Point_Temperature_Approach_1(  
 file_id integer,  
      depth_in_millibars double precision,  
      temperature_in_degrees_celsius float)  
 

Table Point_Temperature_Approach_2(  
 file_id integer,  
 latitude_in_degrees_north double precision,
 longitude_in_degrees _east double precision,  
      depth_in_millibars double precision,  
      temperature_in_degrees_celsius float)  
 
Table Equatorial_Temperature(  
      file_id integer,  
      depth_in_meters double precision,  
 temperature_in_degrees_celsius float)   
  
Table Ve locity(  
      file_id integer,  
 time_in_hours double precision,  

 depth_in_meters double precision,  
 latitude_in_degrees_north double precision,  
 longitude_in_degrees_north double precision,  
 zonal_velocity_in_cm_per_second float)  
 
Table Salinity(  
      f ile_id integer,  
 time_in_hours double precision,  
 depth_in_meters double precision,  
 latitude_in_degrees_north double precision,  
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 longitude_in_degrees_north double precision,  
 salinity float)  
 

The remainder of this manual will describe the mechanics of using DaL to 

perform mappings such as this. In particular we will return to this specific 

example in Chapter 3 where we will show how to load the netCDF file into a 

database using DaL. 
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Chapter 2: Installation  and 

Get ting Started  

System Requirements  

DaL requires the presence of Java Runtime Engine (JRE) version 1.6 or above. 

JRE can be downloaded from Sun Microsystems 

(http://www.java.com/en/download/manual.jsp).  

As a pure Java application, DaL should run on any platform that supports Java 

(e.g., Solaris, Linux, Windows, and Mac OS). 

DaL also requires a database to connect to. Currently that database must be 

either IBM Informix Dynamic Server (IDS), PostgreSQL or Oracle. DaL has 

been tested with IDS versions 10 and 11.5, PostgreSQL versions 8.2 and 8.3, 

and Oracle 11.2. 

The IBM Informix and PostgreSQL versions of DaL have support for the data 

types used in BCS DBXten and the BCS Grid Extension (version 5.2 or newer). 

The Oracle version of DaL can be used with the GeoRaster datatype. 

Unpacking and Installing DaL  

DaL is packaged as a zip file. On a Windows machine (XP or Vista), you can 

extract the contents of the zip file by right-clicking the zip file, selecting the 

ñOpen withò/ñCompressed (zipped) foldersò menu item, and dragging the DaL 

folder that appears in DaL.zip window to your desktop. If you use another 

application to extract the contents of the zip file, you must select options that 

preserve the internal directory structure. 

Testing the Installation  

This section will lead you through starting DaL, establishing a database 

connection, reading a file, building a very simple mapping, and using the 

mapping to save part of the file to a database. 

Chapter  

2 

http://www.java.com/en/download/manual.jsp
http://www.barrodale.com/bcs/dbxten
http://www.barrodale.com/bcs/bcs-grid-datablade
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The purpose of these instructions is simply to allow you to test the installation 

of DaL and get a general idea of the steps involved in using DaL.  The next 

chapter provides a more detailed tutorial on using DaL. 

Running DaL  

Inside the DaL folder, there is a file called DaL.jar. Execute it by double 

clicking on the file (on a Windows operating system) or typing 

ñjava  - jar  DaL.jar ò (from a command line). You should see the 

window shown below appear. This is nearly instantaneous on fast machines, 

but can take longer on smaller or slower machines. 

 

Figure 3: Initial DaL Window 

Selecting an Input File  

Press the ñBrowse ...ò button to select an input file. Currently, only a single file 

can be loaded per session. To follow the examples in this manual, you should 

select the example.nc  file that can be found in the DaL folder. 

Defining a Database Connection  

Press the ñEdit Connections ...ò button. This will bring up the dialog box shown 

below for you to enter the specifications of your desired database connection. 



B C S  ò D R A W  A N D  L O A D ó ( D A L )  F O R  P O S T G R E S Q L  

U S E R õ S  G U I D E 

21  

 

Figure 4: Database Connection Editor 

If itôs not already set, switch the Database type to PostgreSQL by pressing the 

PostgreSQL radio button. Fill in the Host, Server name, Port, Database name, 

User and Password.  

By default, the names of any tables, table columns, and sequences created by 

DaL will be in the databaseôs default case ï this will be lower case for 

PostgreSQL. The check box labeled ñPreserve case of tables and sequencesò 

causes DaL to create mixed case database objects.   

Once the parameters have been entered, press the ñTestò button to verify they 

can actually be used to connect to a database. Then supply a descriptive name 

for the connection (in the field between the ñTestò button and the ñSave Asò 

button), and finally close the dialog window. 

The connection parameters are stored on your computer's file system so that 

you'll be able to connect in the future without re-entering them. If you supply a 

password in the connection parameter, it is stored with very weak encryption. 

The following image shows the dialog box with PostgreSQL-specific values 

filled in and a connection name specified: 
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Figure 5: Database Connection Editor - PostgreSQL values filled in 

You will also need to make sure that the pg_hba.conf  and 

postgresql.conf  files stored in $POSTGRESQLDIR/data permit access 

to the database from your client machine. The following is a possible suitable 

entry for the pg_hba.conf  file. For more information on defining the 

pg_hba.conf  file, see http://www.postgresql.org/docs/8.4/static/auth-pg-

hba-conf.html.  

# TYPE  DATABASE    USER     CIDR - ADDRESS       METHOD 

host    dal_demodb  mdwilkie 192.1 68. 1. 12/32    trust  

 

For DaL (and other client applications) to be able to communicate with the 

database server the postgresql.conf  file requires suitable entries for the 

listen_addresses  and port  entries. For more information, see 

http://www.postgresql.org/docs/8.4/static/runtime-config-connection.html.  

Note that changes to these two files will not be recognized until the 

PostgreSQL server (postmaster ) has been restarted. 

Press the ñTestò button to check the connection, then, in the box next to the 

ñTestò button, type in a connection name to which you wish to save this 

information and press the ñSave Asò button. 

POSTGRESQL  

http://www.postgresql.org/docs/8.4/static/auth-pg-hba-conf.html
http://www.postgresql.org/docs/8.4/static/auth-pg-hba-conf.html
http://www.postgresql.org/docs/8.4/static/runtime-config-connection.html
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Defining Your First Mapping  

The following figure shows the DaL main window with a netCDF file and the 

database connection created in the previous section specified. 

 

Figure 6: Preparing to Define a Mapping 

Press the ñNew ...ò button that appears to the right of ñMapping:ò. This will 

define a new mapping that initially contains just the items from the data file and 

open a window in which to edit the mapping, as shown below. Note that you 

must have both a data file and a database connection selected before you can 

create, load, or edit a mapping. 
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Figure 7: Empty Mapping dialog window 

Items with a right facing triangle have subtrees; click with the left mouse button 

to display the subtrees.  The following figure illustrates the appearance with the 

first two subtrees expanded: 

 

 

Figure 8: Mapping Dialog window with subtrees exposed 

Some more notes about the Mapping Dialog: 

¶ netCDF variables are labeled with a bold font, while netCDF attributes 

and dimensions are labeled with a normal font. 
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¶ A datatype glyph, the colored rounded box to the right of each variable 

and each attribute label, denotes datatype (color) and data element size 

(width). The ñglobalsò and the ñ_File_metadataò items donôt have 

datatype glyphs because they are actually pseudo-variables used to 

group attributes. 

¶ The stacked datatype glyph of the ñmyVectorò attribute denotes that 
ñmyVectorò is a vector attribute. 

¶ Move the mouse pointer on top of an item and leave it there (with no 

mouse button pressed) for a few seconds to see a textual description of 

the item. Note that the Mapping Dialog must be the active window for 

this to happen. 

¶ The top column of the body of the dialog window delimits four different 

columns: 

o NetCDF : The data fileôs contents. 

o Functions : User defined functions that can be used to transform 

data before storing it in the database. 

o Blocks : A special case of functions that collect data into 

DBXten DSChipôs or BCS Grid Extension GRDValueôs. 

o Tables: Database tables where data can be stored.  

 

Press the ñCreateò button in the Tables column. The window shown below 

should appear: 

 

Figure 9: Table Create Dialog window 
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Enter the name ñtest_tableò (or something else if there is already a ñtest_tableò 

in your database) and press the Enter key.  The Mapping Dialog window should 

now have an entry in the ñTablesò column, as shown below. 

 

Figure 10: After creating an òemptyó table 

DaL has created a new table called test_table  in your database. Since 

every table must have at least one column, DaL creates a bigint  column 

called _row . You can make use of this column in your mapping if youôd like, 

or you can just ignore it, as we will do in this example. 
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Drag a line from ñval1 ò to ñtest_table ò.  By ñdragging a lineò, we mean 

the following: Move your mouse button on top of the datatype glyph to the 

right of the ñval1 ò item, hold the mouse button down, and drag the mouse 

until its pointer is on top of the grey glyph to the left of the ñtest_table ò 

item. At this point there should be a red line stretched between ñval1 ò and 

ñtest_table ò, as shown in the following figure.  

 

Figure 11: After drag, but before mouse button release 

When you release the mouse button, you will be asked to confirm the name of 

the column to be added to test_table, as shown in the following figure: 

 

Figure 12: Specifying a column name 








































































































































































































