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Documentation Conventions  

This section defines the conventions used in this document. The conventions 

include typographical conventions and icon conventions. 

Typographical Conventions  

This manual uses the following typographical conventions: 

Convention Meaning 

KEYWORD Programming language keywords (i.e., SQL, C 

keywords) appear in a serif font. 

italics 

italics 

italics  

New terms, emphasized words, and variable values 

appear in italics.  

User input  Computer generated text (e.g., error 

messages) and user input appear in a non -

proportional fo nt.  

<POSTGRESQLDIR> The directory where the PostgreSQL server is 

installed. The name varies according to the operating 

system (flavor of Linux) and the version of 

PostgreSQL.  For example, under Ubuntu and 

PostgreSQL 8.4 the directory is 
/usr/lib/postgre sql/8.4   

(ehportsopa) ṧ An apostrophe is used in the plural form of data types 

(e.g., GRDValueôs, GRDBoxôs, etc.)  
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Icon Conventions  

This manual uses the following icon conventions to highlight passages in the 

manual: 

Icon Label Description 

 

Warning: Identifies paragraphs that contain vital 

instructions, cautions, or critical information. 

 

 

Important: Identifies paragraphs that contain significant 

information about the feature or operation that 

is being described. 

 

Tip: Identifies paragraphs that offer additional 

details or shortcuts for the functionality that is 

being described. 
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Whatõs New in This Version? 

The following table lists the features that have been added to this version of the 

BCS Grid Extension: 

Feature Manual Sections Where Feature is Described. 

Units support Units Support (page 45) 
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Chapter 1: Gridded Data 

and the BCS Grid 

Extension ð An  

Introduction  

This chapter defines what is meant by ñgridded dataò and discusses a number 

of areas of science that are concerned with gridded data. It then introduces 

some terminology that is useful when talking about gridded data, discusses the 

role of databases in storing gridded data, and introduces the BCS Grid 

Extension as a tool for managing gridded data. 

What Is Gridded Data?  

Gridded Data is data that is organized as a multi-dimensional rectangular array 

of grid points containing values. Gridded data occurs in many specialized 

application areas such as meteorology, oceanography, remote sensing, 

hydrology, surveying, civil engineering, astronomy, non-destructive testing, 

medical imaging, social sciences, and exploration systems for oil, natural gas, 

coal, and diamonds. These datasets range from simple, uniformly-spaced grid 

points along a single dimension to multi-dimensional grids containing several 

different types of grid values.  

As an example, consider a dataset created by recording ocean measurements 

(temperature, salinity, and pressure) every hour at spacings every one meter in 

depth and every ten meters in two horizontal dimensions (northing and easting, 

or latitude and longitude). This dataset is a 4-dimensional (4D) grid having 

three spatial dimensions (northing, easting, and depth) and one temporal 

dimension. Three variables (temperature, salinity, and pressure) are attached to 

each grid point, as illustrated in the following diagram, which shows a portion 

of just three of the dimensions (depth, easting, and northing). Three of the 

Chapter  

1 
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points on the grid, picked arbitrarily, have been labeled with temperature, 

salinity and pressure values (ti,si,pi). 
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Figure 1: A 3D depth-easting-northing grid with temperature/salinity/pressure data. 

Application Areas for Gridded Data  

Grids in Modeling Applications  

Broadly speaking, gridded data arises in two main areas of application: 

modeling applications (often involving the numerical solution of differential 

equations as difference equations) and data analysis applications (which are 

discussed in the next section). Examples of modeling applications in which 

grids play an essential role are as follows: 

Meteorology: Grids of meteorological data are central to the prediction of 

weather on both local and global scales. While satellite and other forms of 

imagery provide information on the current weather, these images are snapshots 

of the present and past, whereas grids provide the predictive power needed for 

weather-related decisions about the days ahead. Typically, 3D grids are 

populated with estimated values of physical parameters such as temperature, 

pressure, wind speed, and relative humidity, and the evolution of these values 

over time is predicted by solving sets of difference equations. The result is a 4D 

space-time grid of predicted values of the physical parameters. Such grids, 

generated over various scales, are often sub-sampled and interpolated and the 

results are then projected for display and interpretation. Many weather-related 

data products may also be generated from the information in these grids. Major 

producers of meteorological grids are civilian and military weather forecasting 

agencies, including NOAA (http://www.noaa.gov/) and FNMOC 

http://www.noaa.gov/
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(https://www.fnoc.navy.mil/) in the USA, and the MET Office in the UK 

(http://www.met-office.gov.uk/). 

Oceanography: Grids are used in modeling ocean circulation and ocean-

atmosphere interaction. These applications are similar to meteorological 

applications but also take the shorelines and subsurface ocean physical 

parameters into account in the modeling, and typically have longer time 

horizons than for weather prediction.  

Climatic modeling: Global climate modeling is often based on solving 

difference equations for grids encompassing the Earthôs surface. In this case, 

the time horizons are often decades or centuries. (See 

http://www.arsc.edu/challenges/pdf/fall2000.pdf.) 

Fluid dynamics: Certain other types of mathematical modeling are carried out 

on grids, and fluid dynamics is just one example. The motion of a fluid in 

response to a forcing function can be modeled using finite element analysis 

applied to a 3D grid.  

Other specific examples of modeling applications involving grids are hurricane 

analysis, optimal extraction of mine resources and petroleum reservoirs, air 

quality control strategies, and forest fire burn area predictions. 

Grids in Data Analysis  

Nondestructive Testing: Grids of 3D data are increasingly used in the 

nondestructive testing of materials using ultrasonic inspection techniques. 

These are particularly vital to the aviation industry for inspection of aircraft 

components to detect defects and delaminations. In these applications, a 

transducer is moved over the surface in a raster pattern and an ultrasonic 

pressure trace is recorded at each position. Hence, the three dimensions are x, y, 

and t (which is related to depth). These datasets may be processed in various 

ways to enhance their resolution, and features of interest may be analyzed using 

special-purpose visualization tools (http://www.barrodale.com/nde/index.htm). 

Also, gridded data collected during one inspection may be compared with data 

obtained for the same component during an earlier inspection, to detect any 

significant changes. 

Geophysics: Prospecting for natural resources such as oil and gas involves the 

acquisition, analysis and interpretation of gravimetric, electromagnetic and 

seismic data stored as large 2D, 3D and, sometimes, 4D grids. Here, the data 

collected is extensively processed both before and after grid formation. These 

grids are collected over large areas, both on land and over the ocean floor. A 

common application is to generate 2D slices along an arbitrary vertical plane 

(cross-sections) through this data. It is also possible to combine several time-

separated datasets and to model the changes within the volume (e.g., resulting 

https://www.fnoc.navy.mil/
http://www.met-office.gov.uk/
http://www.arsc.edu/challenges/pdf/fall2000.pdf
http://www.barrodale.com/nde/index.htm
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from petroleum removal). In addition to oil and gas prospecting, other areas of 

geophysics that involve grids include mineral prospecting (e.g., diamonds), 

geothermal analysis, and plate tectonics modeling.  

Medical Imaging: Various medical imaging techniques have recently come 

into existence that can produce 3D (and occasionally 4D) gridded data. These 

include ultrasonic pulse echography, computed axial tomography (CAT), 

magnetic resonance imaging (MRI), and positron emission tomography (PET). 

See http://www.barrodale.com/grid_Demo/index.html (the first demo provided) 

for a demonstration of retrieving oblique 2D slices from 3D datasets. This 

demo utilizes a 1.6GB 3D grid from a Visible Human Project file system 

containing 1871 parallel raster images spaced at 1mm intervals of a 

cryosectioned male subject.  

Satellite Imaging (Remote Sensing): It is often desirable to store satellite 

image data in its raw unprojected swath form so that it may later be extracted in 

a variety of user-specified projections. The alternative ï storing the image as a 

raster in an arbitrarily chosen projection ï introduces two problems: 

1) The reprojected data must be stored at a higher resolution to reduce 

information loss due to resampling artifacts like aliasing.  

2) Some calculations done on observed datasets are very sensitive to the 

effects of resampling (for example, edge detection), regardless of the 

resolution of sampling. 

For these reasons, the BCS Grid Extension has a special feature that allows the 

input and storage of unprojected satellite swath data as a grid, and provides 

mechanisms for the data to then be extracted in a user-specified projection.  

Other specific examples of data analysis applications based heavily on grids are 

aerial site mapping, linear corridor identification, watershed delineation, 

hydrographic surveying, highway engineering, and demographic predictions. 

Grid Concepts  

In this section we will present some of the concepts used to describe grids and 

the operations performed on grids. 

The Dimensions of a Grid   

Gridded data can come in a variety of shapes and sizes. By shape, we mean the 

number of dimensions the grid has and by size, we mean the number of points 

http://www.barrodale.com/grid_Demo/index.html
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in each dimension. The BCS Grid Extension supports grids of 1, 2, 3, and 4 

dimensions1. Examples include: 

1D grid: a set of temperature measurements taken at various depths 

along a vertical line extending from the sea surface to the 

ocean bottom (a grid with a depth dimension). 

2D grid: the combination of several of these 1D grids taken along a 

straight east-west line (a grid with a depth dimension and an 

easting dimension). 

3D grid: the combination of several of these 2D grids taken along a 

straight north-south line (a grid with a depth dimension, an 

easting dimension, and a northing dimension). 

4D grid: the combination of several of these 3D grids, each captured at a 

specific time (a grid with a depth dimension, an easting 

dimension, a northing dimension, and a time dimension). 

 

Figure 1 illustrates a 3D grid (the dimensions being easting, northing, and 

depth), while Figure 2 illustrates a 2D easting-depth grid. In each figure, three 

of the points on the grid, picked arbitrarily, have been labeled with temperature, 

salinity and pressure values (ti,si,pi). 

  

                                                                        

1 Technically, it supports just grids with four dimensions, but lower dimension grids can be represented by 

setting the number of points for one or more dimensions to one. 
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Figure 2: A 2D grid with two spatial domains. 

Each grid dimension can have a different number of sample positions. In Figure 

2, for instance, the Easting dimension has four sample positions while the 

Depth dimension has three sample positions. 

The individual dimensions of an array may or may not have the same domains. 

The grids illustrated in Figure 1 and Figure 2 are both based on spatial domains 

(measured in meters). Figure 3 below illustrates a grid with one spatial domain 

(depth) and one temporal domain (time, measured in seconds). 
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Figure 3: A 2D grid with different domains (space and time). 

Parts of a Grid ð Some Terminology  

The terms grid point, dimension, sample position, and variable have already 

been introduced: a grid is a set of grid points, organized along dimensions, 

storing data called variables. The dimensional axes can be considered 

variables, specifically referred to as coordinate variables. Each of the 

coordinates of a grid point corresponds to a sample position ï a position along 

one of the dimensional axes. The ordered list of sample positions of a grid point 

are called its grid coordinates. Metadata about the grid is stored in attributes. 

Attributes may be global (referring to the entire grid) or they may refer to 

specific variables. The following figure illustrates these concepts. 
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Figure 4: Parts of a grid. 

Note that the ñMesh Linesò shown above do not actually form part of a grid; 

they are shown just to illustrate the alignment of grid points. 

Grid Spacing  

There are two ways to describe the position of a grid. One way is to cite the 

grid coordinates (sample positions). In the following figure, (t
3
,s

3
,p

3
) is located 

at sample position 2 on the time dimension and sample position 1 on the depth 

dimension (the sample positions for each dimension start at position 0). 
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Figure 5: A 2D grid showing grid coordinates (sample positions). 

The other way to describe a position on a grid is by the ñreal-worldò 

coordinates of the point. For example, in Figure 3, the triplet of data values 

(t
3
,s

3
,p

3
) is located at a grid point that in turn corresponds to the real-world 

spatial-temporal position ñdepth=99 meters, time=15 sec.ò  

The relationship between these two modes of reference ï by grid coordinates 

and by real-world coordinates ï will be covered in more detail in the section 

Conversion Between Grid Coordinates and Real-World Coordinates on page 10 

below. For now, it suffices to say that between any two adjacent points on a 

grid there is an associated ñdistanceò in the real-world coordinate system. 

The spacing of sample positions along the different dimensions of the grid may, 

of course, be different ï after all, the dimensions may not even come from the 

same domain. In Figure 3, the spacings are 5 seconds in the Time dimension 

and 1 meter in the Depth dimension; in Figure 2, the spacings are 10 meters in 

the Easting dimension and 1 meter in the Depth dimension. 

Within a single dimension, the spacing need not be constant. In Figure 1, 

Figure 2, and Figure 3, the spacings are constant, but Figure 6 below shows an 

example where this is not the case. 
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Figure 6: A 3D grid showing real-world coordinates and nonuniformly-spaced points. 

In this case the grid spacing in the Northing dimension is constant (10 meters) 

but in the Easting and Depth dimensions the spacing varies. In Depth, the 

spacing is 20m and 10m; in Easting, the spacing is 10m, 15m, and 5m. 

Conversion Between Grid Coordinates and Real -World 

Coordinates  

The translation from grid coordinates to real-world coordinates can be viewed 

as a sequence of distinct operations: 

1. Nonuniform grid spacing is applied (if appropriate). If the space 

between grid points in one or more dimensions isnôt constant, the 

nonuniform spacing is applied.  

2. An affine transformation is applied. This process rotates and stretches 

the grid so that the grid axes coincide with real-world axes and the 

distance between grid points takes on the correct real-world values. 

3. Finally, the origin of the grid (one of the corners) is shifted (translated) 

so that it aligns with the appropriate real-world point. 
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Figure 7 shows a simple 3x4 2D grid. The letters ñaò through ñlò are used to 

label the12 grid points. 
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Figure 7: The 3x4 grid, shown in grid coordinates.  
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In Figure 8, nonuniform spacing on one of the axes has been applied. This 

changes the grid spacing from ñ1,1,1ò to ñ.5, 1.5, 2.5.ò Spacing on the other 

axis remains unchanged. 
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Figure 8: The grid after the application of nonuniform spacing on the vertical axis. 
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In Figure 9, 90̄  rotation is applied, and the other axis (the equally-spaced one) 

is stretched so that the grid spacing is 2. 
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Figure 9: The grid after rotation and scaling. 
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Finally, in Figure 10, the translation is applied, moving the original origin (the 

point labeled óaô) from point (0,0) to (5,9). 
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Figure 10: Two views of the same grid ð in grid coordinates and in real-world 
coordinates. 

Data Values Are Attached to Grid Points  

Just as data elements in an array are attached to array positions, or indices, data 

in grids are attached to the positions on the grids, called grid points. In Figure 

6, for example, the (temperature, salinity, pressure) data triplets (t1, s1, p1) and 

(t2, s2, p2) are stored at the grid points corresponding to spatial positions 

(20m, 10m, -90m) and (35m, 30m, -70m), respectively. 
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One other feature that this example illustrates is that there can be more than one 

data element at each grid point ï in this case there are three: temperature, 

salinity, and pressure. In this example, all the values are floating point, but in 

general some could be floating point, some could be integers, some could be 

text strings, etc. The BCS Grid Extension refers to these elements as variables. 

The Extension supports up to 102 variables at each grid point, and the types of 

the variables can be 8, 16, and 32 bit integers and 32 and 64 bit floating point 

numbers. 

Some Grid Points Can Have Missing Values  

Itôs often the case that some of the variables at some of the grid points in a grid 

do not have recorded values. For example, if a grid represents the output of a 

vertical ocean sensor array over time, there may be some times when one of the 

sensors fails to record values. As some value must be stored for each variable 

in each grid position, there needs to be some means for indicating that a value 

appearing at some point in the grid ñis not really there.ò  The strategies 

typically used include: 

1. The FillValue  approach: a specific value (e.g., ñ0ò or ñ-1ò) is used to 

indicate a missing value. The drawback of course is that real data 

having this value cannot be represented. 

2. The NaN approach: IEEE floating point systems have special not-a-

number values that are not used for any legitimate floating point 

numbers ï unfortunately there is no equivalent for integer systems. 

3. The BitMap approach: a boolean flag is associated with each grid point. 

If the flag value is ñtrueò, then the corresponding grid point value is 

considered to be valid; if the flag value is ñfalseò, then the 

corresponding grid point value is considered to be missing. This is the 

approach used in the BCS Grid Extension. 

Extracting From Grids: Orthogonally, Radially, and Obliquely  

A common operation on gridded data is to extract a portion of the data into a 

new grid. Note that: 

¶ the new grid may have the same number of dimensions as the original 

grid, or it may have fewer, 

                                                                        

2 ñ10ò is the value used in a compile-time constant used in the BCS Grid Extension code. There is no 

technical reason why the Extension could not be released with a larger value; this may be done in the 

future. 
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¶ an axis in the new grid may be parallel to an axis in the original grid, or 

it may not be, 

¶ the grid points in the new grid may or may not coincide with grid points 

in the original grid, and 

¶ the number of grid points in the new grid may be fewer than, the same 

as, or more than the number of grid points in the original grid.  

One form of extraction is a slice. Suppose air temperatures are stored in a 4D 

latitude/longitude/altitude/time grid and we are interested in how the air 

temperature at an altitude of 3000 meters varies with time and location. We 

might want to form a 3D latitude/longitude/time grid, keeping just the altitude 

values for the 3000-meter level. Other examples of slices are: 

¶ a 2D latitude/longitude grid produced from, for example, all the data at 

an altitude of 1000 meters and a time of 3 hours, 

¶ a 2D depth/time grid produced from, for example, temperature readings 

at various ocean depths at a sequence of times3, and  

¶ a 1D time grid storing air temperature at a particular point in space as a 

function of time4. These are all examples of slices. 

Another form of extraction is a subset. Unlike a slice, a subset of a grid has the 

same number of dimensions as the original grid. Furthermore, the axes in the 

extracted grid coincide with the axes in the original grid, and the grid points in 

the extracted grid coincide with some of the grid points in the original grid. 

However, in a subset:  

¶ the extent of one or more of the axes may be shorter than in the original 

grid, or  

¶ the number of grid points along a dimension in the new grid may be 

fewer than in the original grid. 

Extractions can be classified as orthogonal, radial, or oblique. 

                                                                        

3 This type of slice is also referred to as a profile. 

4 This type of slice is also referred to as a stick. 
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Or thogonal Extractions  

An orthogonal extraction is one where each of the axes in the extracted grid is 

parallel to some axis in the original grid. The latitude/longitude/altitude/time 

grid example discussed above illustrates orthogonal extractions. Figure 11 

illustrates an orthogonal 3D grid (subset) taken from a larger 3D grid. 

 

Figure 11: An orthogonal extraction. 
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Radial Extractions  

A radial extraction is an orthogonal extraction that has been rotated around one 

of the axes. Suppose we have a 3D latitude/longitude/depth grid. A typical 

operation is to extract several distance/depth grids centered around a particular 

latitude/longitude point, each grid (a radial slice or simply radial) radiating out 

from the point at a different angle (like spokes in a wheel). Figure 12 illustrates 

a radial extraction of three radial slices.  
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Figure 12: A radial extraction. 
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Oblique Extraction  

An oblique extraction is a non-radial extraction that has at least one axis that is 

not parallel with any of the axes in the original grid. Figure 13 illustrates such a 

slice. It also illustrates an extracted grid where most of the grid points do not lie 

on top of grid points in the original grid. The values at most of the grid points 

in the extracted grid are interpolated ï see Interpolating Values at Grid Points 

on page 20 for a discussion of how this is done. 
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Figure 13: An oblique extraction. 
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Interpolating Values at Grid Points  

As discussed in the previous sections, the grid points in an extracted grid need 

not coincide with those of the parent (source) grid. When there is not an exact 

match between grid coordinates, as shown in the figure below, one of two 

sampling methods is used, as described in the following sections. 
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Figure 14: Interpolation between grid points. 

Figure 14 illustrates a 2D grid with values defined at grid coordinates (1,1), 

(4,1), (4,12), and (1,12). ñXò marks a spot with grid coordinates (2,10), for 

which there is no stored value. 

The BCS Grid Extension supports the following interpolation schemes, and 

provides a mechanism to allow users to define their own schemes: 

¶ n-linear interpolation, 

¶ nearest-neighbor interpolation. 

Nearest -Neighbor Interpolation  

The simplest interpolation method is nearest-neighbor interpolation. This 

method is conceptually equivalent to snapping to the nearest grid point on the 

source grid. In the example shown above, the extracted grid value at X would 

be assigned the value 47, since X is closest to the grid cell containing 47.  

N-linear Interpolation  

The other method supported by the BCS Grid Extension is N-linear 

interpolation. This method is a simple generalization of bi-linear interpolation. 

In the two-dimensional case shown, one would first linearly interpolate along 

one axis, as shown here: 
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Figure 15: N-linear interpolation. 

and then linearly interpolate the interpolated values (5,60) to give a value of 505 

at X. 

Types of Dimensions  

Measurement scales, and hence the dimensions of a grid, can be classified into 

four types6: 

nominal scales: values in the scale are unordered, and there is no notion of 

distance between values. Sex {male, female} is such a scale. 

ordinal scales: values in the scale are ordered, but again there is no notion of 

distance between values. Educational attainment {high school (HS), 

undergraduate degree (BSc), masters degree (MSc), doctorate (PhD)} is an 

ordinal scale. It is correct to say that on this scale PhD is higher than BSc, but it 

is not correct to say that the difference between BSc and MSc is the same as the 

difference between MSc and PhD. Nor is it correct to say that PhD equals 2 

times BSc. 

interval scales: values in the scale are ordered, and the difference between 

successive elements in the scale is constant. The Fahrenheit temperature scale 

is an interval scale. The difference in temperature between 40 ̄and 50̄ is the 

same as the difference between 50 ̄and 60̄, and it is true to say that 50̄ is 

hotter than 40̄. Note, however, that it is not correct to say that 50 ̄is twice as 

hot as 25̄. 

ratio scales: these are interval scales having an absolute zero. Not only is the 

difference between successive values significant, the ratio between values is 

significant as well. Salary is a ratio scale, as is the Kelvin temperature scale. 

                                                                        

5 5 = 3 + (9-3)*(2-1)/(4-1); 60 = 47 + (86-47)*(2-1)/(4-1); 50 = 5 + (60-5)*(10-1)/(12-1). 

6 See http://www.socialresearchmethods.net/kb/measlevl.htm.  

http://www.socialresearchmethods.net/kb/measlevl.htm


B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

22  

The dimension scales used in a BCS Grid Extension grid can be of any of these 

four types7, although the type of scale will govern which types of interpolation 

are reasonable. No type of interpolation is reasonable for a nominal scale, and 

nearest-neighbor is the only type of interpolation reasonable for an ordinal 

scale. Typically, some or all of the dimensions in a BCS Grid Extension grid 

are taken from the list {X, Y, altitude/depth, time}, all of which are ratio 

dimensions.  

Projections  and Other Mappings  

Every point on the Earth has a unique {latitude, longitude, elevation} triplet of 

coordinates8, called its geographic coordinates. Computations of distance, area, 

and direction using geographic coordinates are complicated, so it is often useful 

to introduce a mapping between geographic coordinates and a local Cartesian 

coordinate {northing, easting, elevation} system. This Cartesian coordinate 

system is known as a map projection. There are thousands of defined map 

projections, each one having certain beneficial properties and/or particular 

applicability in different parts of the world (e.g., equatorial areas, polar areas, 

etc.) 

Another type of mapping is a grid rotation. As described in the NOAA 

publication 

http://www.gfdl.noaa.gov/~smg/MOM/web/guide_parent/s4node18.html,  

ñthis transform is particularly useful for studies of high 

latitude oceans where the convergence of lines of longitude 

may limit time steps or where the ocean contains a pole (as 

in the Arctic). The idea is to define a new grid in which the 

area of interest is far from the grid poles. In limited domain 

models, the pole can be rotated outside of the domain. For 

global models, one possibility is rotate the North Pole to 

(  W,  N) which puts the North pole in Greenland 

and keeps the South pole in Antarctica. Other uses include 

rotating the grid to match the angle of a coastline or to 

provide more flexibility in specifying lateral boundary 

conditions.ò 

Related to map projection is the concept of a spatial reference system. While a 

projection defines how to map cartesian coordinates to geographic coordinates, 

a spatial reference system defines how to map either cartesian coordinates or 

geographic coordinates to points on the Earth. A projection component of the 

                                                                        

7 Including nominal, with the restriction that the data values must be numeric. 

8 That is, unique for a specified spheroid and datum. 

http://www.gfdl.noaa.gov/~smg/MOM/web/guide_parent/s4node18.html
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spatial reference system defines the mapping from cartesian coordinates to 

geographic coordinates, and datum and ellipsoid components define the 

mapping from geographic coordinates to points on the Earth. (For further 

information on spatial reference systems and the role of datum and ellipsoids, 

see Appendix G on page 237.) 

For grids having spatial dimensions, the BCS Grid Extension allows the grid 

dimensions to be cast in terms of particular spatial reference systems 

(geographic or projected). In addition, the Extension allows for grids stored 

with one spatial reference system to be converted to another spatial reference 

system on extraction.  

Updating Grids  

As with any other type of data residing in a database, it is often necessary to 

update grids. Types of updates can include: 

¶ changing one or more of the values at individual grid points (Figure 

16),  
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Figure 16: Updating temperature t
211

 to t´
211

. All other values remain unchanged. 

¶ adding onto the end of one of the dimensions, for example the time 

dimension as data continues to be collected (Figure 17), and 
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0 321 44 0 321

 

Figure 17: Extending a grid by 1 time period. 
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¶ replacing an entire portion of a grid for a range of values in one or more 

of the dimensions (Figure 18). 
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Figure 18: Replacing a portion of a grid. 

The BCS Grid Extension supports the third type of update, but both of the other 

two types of update can be framed as the update of a portion of a grid9.  

Aggregating Grids  

By aggregating a grid, we mean constructing a new grid out of existing grids. 

Three types of grid aggregation10 are: 

¶ JoinNew 

¶ JoinExisting 

¶ Union 

                                                                        

9 For adding data onto the end of a dimension, this requires that the full grid first be pre-allocated with 

null data, which become updated with non-null data as they become available.  

10 As defined by the OPeNDAP Aggregation Server 

 (http://www.opendap.org/server/agg-html/agg_2.html). 

http://www.opendap.org/server/agg-html/agg_2.html
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JoinNew  

The JoinNew form of aggregation is used to join grids along a new dimension, 

hence creating a grid of higher dimensionality. For example, Figure 19 

illustrates the combining of a set of 2-dimensional (spatial) {X, Y} grids for 

successive time values into a single 3-dimensional {X, Y, time} grid.  
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Figure 19: Combining {X,Y} grids for 5 different times into a single {X,Y,time} grid. 

The JoinNew form of aggregation is supported by the BCS Grid Extension 

GRDExtend / Update functionality. (See Chapter 6 on page 149.) 
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JoinExisting  

The JoinExisting form of aggregation is used to consolidate grids that share the 

same axes and abut each other on one or more of these axes. For example, 

Figure 20 illustrates a JoinExisting aggregation between two {X,Y,time} grids.  
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Figure 20: Merging XY grids for different time periods to form a single, longer grid. 

The JoinExisting form of aggregation is supported by the BCS Grid Extension 

Grid Fusion functionality. (See Aggregating Grids: Grid Fusion on page 137.) 
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Union  

The Union form of aggregation can be used to aggregate grids that have the 

same axes and cover the same spatio-temporal area, but have different 

variables. Figure 21 shows the union aggregation of a salinity depth-time grid 

and a temperature depth-time grid. 
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Figure 21: Unioning a salinity depth-time grid and a temperature depth-time grid to 
form a grid with both salinity and temperature. 

The Union form of aggregation is supported by the BCS Grid Extension 

GRDValue/GRDUpdate functionality. (See Chapter 6 on page 149.) 
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Storing Grids in Files  

Grids are used in many diverse applications; hence a number of different 

standards and formats have been defined for storing grids in files. Some of 

these are: 

CDF (Common Data Format) is a library and toolkit for storing, manipulating, 

and accessing multi-dimensional datasets. The basic component of CDF is a 

software interface that is a device-independent view of the CDF data model. 

GRIB  (GRIdded Binary) is the World Meteorological Organization (WMO) 

standard for gridded meteorological data. 

HDF (Hierarchical Data Format) is a self-defining file format for transfer of 

various types of data between different machines. The HDF library contains:  

¶ interfaces for storing and retrieving compressed or uncompressed raster 

images with palettes, and  

¶ an interface for storing and retrieving n-dimensional scientific datasets 

together with information about the data, such as labels, units, formats, 

and scales for all dimensions. 

netCDF (Network Common Data Form) is an interface for scientific data 

access that implements a machine-independent, self-describing, extensible file 

format. 

SDTS (Spatial Data Transfer Standard) is a USA Federal standard (Federal 

Information Processing Standard (FIPS) 173) for transfer of geologic and other 

spatial data. 

DICOM  (Digital Imaging and Communications in Medicine) has published a 

set of standards allowing for the storage and interchange of medical images and 

related information.  

The BCS Grid Extension is packaged with an application that can import HDF, 

netCDF, GRIB, and DICOM files and save them in a BCS GRID Extension-

enabled database. It can also import files served by OPeNDAP11 servers. This 

application is discussed in Appendix J on page 265. 

                                                                        

11 OPeNDAP is a network data access protocol. See http://opendap.org/.  

http://opendap.org/
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The Role of Databases for Gridded Data  

Until recently, gridded data was usually stored in files and users ran 

applications on these files to generate the required data products. However, 

there is now increasing recognition that it is often advantageous to store 

gridded data in a modern database and allow users to extract data products by 

running queries against the database. Three advantages are as follows: 

Uniform treatment of data items: By storing gridded data together with its 

metadata and other data, applications can use the simple SQL interface to 

perform complex queries based on any of these data items, including 

dynamically-derived properties of the gridded data. An example of this would 

be the following pseudo-SQL query, which returns all pressures at a depth of 

100 m, collected by a particular device:  

 
SELECT GRDExtract( gridColumn , extractionSpecification )  

FROM tablename  

WHERE inside(100, depth_range(gridColumn))  

AND collection_device = ñpressure_transducerò; 

 

This basic query could be extended by modifying the text of the extraction 

specification to support more refined requests, such as selecting pressures 

collected during the last five hours, converting to a Lambert conformal 

projection, etc. In contrast, gathering this information when the gridded data is 

on a file system would involve a complex application of not only queries but 

also code to locate, transform, and subset the relevant data. 

Client-server issues: In a traditional database or file-based environment, 

custom functionality is implemented purely on the client side, resulting in 

ñheavy clientsò. Modern DBMSs, in addition to allowing user-defined types, 

also allow user-defined routines to be defined in languages such as C or Java, 

which provide much greater control over where functionality resides. Data can 

be assembled, processed and/or disassembled on either the client or the server, 

or both, with attendant tradeoffs. 

Synchronized concurrent access to data: Multiple users of the database can 

safely query the same data simultaneously. With a file-based approach, there is 

a danger that the update activity of one application might result in another 

application seeing inconsistent data. 

However, in order to realize the true potential of gridded databases, it is also 

necessary to provide for certain critical functionality to be available as an 

integrated component of the overall system. Some examples of disciplines 

requiring sophisticated operations were provided in the Application Areas for 

Gridded Data section (page 2). 
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Expanding on one of these examples, it is our experience that data products 

required by users of large grids often involve only very small portions of the 

grid. For instance, on a global weather grid, the region of interest may only be a 

few tens of kilometers on a side; on an oceanographic data grid, the required 

data might be a 2D slice 100 km long. Under these conditions, only a tiny 

fraction of the grid needs to be used to generate the products. Certain DBMSs 

can be made to perform such manipulations very efficiently through the use of 

tiling combined with blobs (binary large objects). By taking this approach, only 

those tiles that contain the data of interest are moved into memory during data 

product generation, and the vast majority of the gridded data is not involved in 

the data transfer or the computations. Understandably, this can be a very 

important performance consideration in the case of Web-based applications. 

As already noted, only certain types of DBMSs are suitable candidates for 

achieving all the potential advantages of using a database to store gridded data. 

In particular, object-relational DBMSs provide the support for UDTs (user-

defined types) and UDRs (user-defined routines) required to realize these 

advantages. 

An Object -Relational Extension for Gridded 

Data  

Object -Relational Dat abases  

Conventional relational database management systems support only a fixed set 

of data types, and these data types are usually fairly simple. For example, the 

1992 SQL standard (SQL2) for relational database management systems 

supports the following data types: bit, bit varying, character, character varying, 

integer, floating point, arbitrary precision numeric, date, time, time interval, 

and binary large object. 

In addition to the limitation in the variety of data types, SQL2 also restricts the 

operations on the data types to a limited, pre-defined set. For example, the 

integer data type supports operations like plus, minus, times, etc., but SQL2 

provides no mechanism for defining new operations (say, for example, a 

ñmax2numò operation that takes two integers and returns the larger of them). 

For potentially large data elements such as pictures, sound recordings, and grids 

of data, SQL2 offers the ñbinary large objectò (blob) data type. Unfortunately, 

there is very little that one can do with blobs; they can be inserted into a 

database and extracted from a database, but 

¶ they cannot be used in the WHERE clause of queries:  

e.g., ñSELECT é WHERE blobcolumn = óéô;ò 
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¶ they cannot be used in the ORDER BY clause of queries:  

e.g., ñSELECT é ORDER BY blobcolumn;ò 

¶ they cannot be operated on in the SELECT clause of queries:  

e.g., ñSELECT func(blobcolumn) FROM éò 

To address all of these concerns, object-relational database management 

systems allow a database designer to create user-defined types (UDTs) and 

user-defined routines (UDRs) which operate on these types. With the 

PostgreSQL object-relational database management system, a package of UDTs 

and UDRs designed to meet a class of business objectives is called an 

Extension. The remainder of this chapter introduces the BCS Grid Extension, 

a package designed to assist in storing and manipulating gridded data in a 

PostgreSQL database. 

The BCS Grid Extension ð User -Defined Data Types  

The BCS Grid Extension includes the following UDTs: 

GRDValue: A GRDValue has two parts ï a data component, containing 

gridded data, and a metadata component, containing the information needed to 

interpret that data (e.g., projection, dimensions, grid axis spacing, etc.). See The 

GRDValue Data Type on page 43 for a detailed discussion of the GRDValue 

data type. 

GRDSpec: A GRDSpec contains the information necessary to extract a new 

grid from an existing GRDValue grid. Like a GRDValue, a GRDSpec also 

includes metadata. This metadata is used to override the metadata from the 

original GRDValue. This means that a GRDSpec can direct that the extracted 

GRDValue have different properties (e.g., size of axes, axis spacing, projection, 

position of grid points) than the original GRDValue. See The GRDSpec Data 

Type on page 61 for a detailed discussion of the GRDSpec data type. 

S-expression: Various classes of S-expressions (http://en.wikipedia.org/wiki/S-

expression) are used throughout the BCS Grid Extension; they provide a way of 

bundling complex specifications into a single expression. These classes of S-

expression are not actually implemented as UDTs but at a conceptual level they 

should be considered as data types, since many BCS Grid Extension SQL 

functions have string operands that take the form of S-expressions. See the 

table on page 202 for a detailed description of the various classes of 

S-expressions used in the BCS Grid Extension.  

GRDBox: A GRDBox stores a gridôs bounding box in geocentric coordinates. 

GRDBoxôs can be built from any GRDValue or GRDSpec that represents a 

real-world coordinate system (X, Y, depth/altitude, time) or (latitude, longitude, 

depth/altitude, time). The section Geolocating Grids: Finding Grids that Are in 

http://en.wikipedia.org/wiki/S-expression
http://en.wikipedia.org/wiki/S-expression
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a Particular Spatio-Temporal Location on page 143 describes how to use a 

GRDBox in a spatial index in order to find grids satisfying some 

spatio-temporal criteria. (For example, find all grids that overlap some 

specified area, have altitude values between 8000 and 9000 meters, and have 

time values in the past 24 hours.) 

GRDPriorityGrid  and GRDFuseState: These types are used to resolve 

ambiguity when creating a composite grid from multiple, overlapping grids 

using grid fusion techniques. Grid fusion techniques are described in 

Aggregating Grids: Grid Fusion on page 137. 

The BCS Grid Extension ð User -Defined Routines  

The BCS Grid Extension includes over forty functions for creating, 

manipulating, and extracting grids of data. A complete description of these 

functions is provided in Appendix A on page 199. 

The set of BCS Grid Extension functions includes: 

¶ functions for creating GRDBoxôs, GRDSpecôs, GRDValueôs, and 
GRDPriorityGridôs, 

¶ functions for querying the metadata portion of a GRDValue, 

¶ functions for extracting GRDValueôs, 

¶ functions for manipulating and updating GRDValueôs, and 

¶ miscellaneous utility functions. 
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Chapter 2: Installing the 

BCS Grid Extension  

This chapter describes how to install the BCS Grid Extension software onto a 

Linux server machine and perform some simple operations to test the 

installation. 

Installing the Software  

The BCS Grid Extension requires that an appropriate version of the 

PostgreSQL server already be installed on the target machine. Currently the 

BCS Grid Extension is tested to run under PostgreSQL version 8.4.  If you are 

running a different version of PostgreSQL, please contact BCS for a custom 

version of the BCS Grid Extension. 

The first step in the installation process is to log in as root. This can be done by 

either logging on as root at a login prompt or running the ñsu -ò command to 

start a shell as the root user12. 

The second step is to execute the install package. The install package's name is 

of the form 

bcsgrid - * - postgresql - * - linux.bin  

(regular version) 
 

or 

bcsgrid - * - postgresql - * - linux.E xpires_on . yyyy - mm- dd .bin  

(evaluation version) 
 

                                                                        

12 Note that the '-' argument to su is necessary. Without the '-' argument, the su command will not execute 

the root's profile, and hence the install package would be unable to find commands it needs. 

Chapter  

2 

mailto:bcsinfo@barrodale.com
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where the first * is replaced by the version of the BCS Grid Extension, and the 

second * is replaced by the version of the bundled PostgreSQL distribution. For 

evaluation versions, yyyy-mm-dd refers to the evaluation expiry year, month, 

and day.  

To install BCS Grid Extension version 5.3.2.0 with PostgreSQL version 8.4.8 

you would execute the following statements: 

chmod u+x bcsgrid - 5. 3. 2.0 - postgresql - 8. 4. 8- linux.bin  

. /bcsgrid - 5.3.2 .0 - postgresql - 8. 4.8 - linux.bin  

 

The install package provides a series of explanatory messages and prompts to 

assist a user in configuring a new installation. The explanatory messages are 

rather long, and so are not reproduced here, but sample prompts are shown 

below. 

Beginning installation...  

 

PostgreSQL appears to be installed and running in 

/usr/lib/postgresql/8.4/bin  

 

Enter the port used by PostgreSQL [5 432] >  

Enter a directory for the initial blobspace  

 [/opt/postgres/BLOBSPACE] >  

Enter a database name [bcsgrid] >  

Is this correct? y/[n] >  

 

Note that the BCS Grid Extension will write error messages into the 

ñserverlog ò file in the PostgreSQL data directory specified in the installation. 

Two PostgreSQL-related environment variables can optionally be set to make 

starting psql, the PostgreSQL SQL client program, more convenient. The 

variables are PGDATABASE and PGUSER. PGDATABASE selects the database that 

will be connected to if no database is otherwise specified. PGUSER selects the 

user id that the connection will be associated with if no user id is otherwise 

specified13. Setting these variables removes the need to pass the database name 

and username to psql as command line arguments.  

                                                                        

13 If PGUSER is not set and no userid is specified in the command line arguments to psql, then the 

PostgreSQL userid will default to the Linux userid. 
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Setting Up the License Key  

A license key is needed for each computer on which the PostgreSQL server 

runs. The license key is provided to the BCS Grid Extension by adding the 

following lines to the .bashrc  file in the postgres  account14: 

export GRID_LICENSE_KEY  

GRID_LICENSE_KEY=license_key_value  

 

If there is a line in the file that reads 

# User specific aliases and functions  

 

place the license key statements right below that line. 

Next, restart the PostgreSQL server. A simple way to do this is to log into the 

root  account, cd to the /etc/init.d  directory and execute the following 

commands: 

./postgresql 15 stop  

./postgresql start  

 

The license key is dependent on your machine's hostname and ip address. If 

either of these change, you will need to contact Barrodale Computing Services 

Ltd. for a new license key. 

                                                                        

14 If the postgres  account runs with some shell other than bash, then the means for setting the 

GRID_LICENSE_KEY environment variable will be different. For example, if csh or tcsh is used, then 

ñsetenv GRID_LICENSE_KEY license_key_value ò will need to be placed in the .cshrc  file 

in the postgres  account.  

15 The exact name of the command may differ. For example, under Ubuntu with PostgreSQL 8.4 the 

command is called ñpostgresql-8.4ò 

mailto:info@barrodale.com
mailto:info@barrodale.com
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Testing the Installation  

This section leads the reader through creating a table, populating it, and doing 

an extraction. In the following example, ó$ô represents the Unix command line 

prompt and óbcsgrid=# ô represents the psql prompt16. Note that the following 

example is not a realistic example of the use of the BCS Grid Extension. 

However, it does illustrate some core functionality of the Extension. 

In this example, a simple 2D grid is created. The axes are each 1 unit (2 grid 

points) long and the four grid points have values as shown below: 

1.0

.5

.5 1.0

Value = 5

Value = 5Value = 0

Value = 10

 

Figure 22: Original 2D 2x2 grid. 

The grid is created by first initializing an empty grid (using the 

GRDValueFromSExpr function), then editing the external representation of the 

grid, and reloading the grid into the database17. A 1D diagonal slice is then 

produced as shown in the following diagram: 

                                                                        

16 The string preceding the =# (in this case bcsgrid) is the database name. 

17 That is one of the ñunrealisticò parts foretold earlier. The Extension user would instead use one of the 

Extension UDRs to populate the grid table from an external file. 
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Figure 23: Final 1D grid with 11 grid points. 

The following sections proceed through this example, one step at a time. 

C R E A T E  A N D  L O A D  A  T A B L E  

Execute the following Unix and psql commands18:   

$ psql bcsgrid  

 

 

In the following ñcreate tableò command, the S-expression 

'((srid -1)(dim_sizes 2 2 1 1)(dim_names x y dum1 

dum2)(tile_sizes 2 2 1 1))' represents a grid with: 

¶ spatial reference system id -1,  

¶ dimensions of 2x2x1x1 (effectively a 2x2 grid with 2 

grid points in each dimension), and 

¶ axis names ñxò and ñy.ò  (The two empty grid 
dimensions have names ñdum1ò and ñdum2.ò) 

 

bcsgrid=# CREATE TABLE testtab(namelist text[],  

                                                                        

18 In the following ñbcsgridò is the database name specified in the installation. 
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grid GRDValue);  

 

CREATE TABLE 

 

bcsgrid=# INSERT I NTO testtab(grid) SELECT  

GRDValueFromSExpr('((srid - 1)(dim_sizes 2 2 1 1)(dim_names x y  

dum1 dum2) (tile_sizes 2 2 1 1) )');  

 

INSERT 167016 1  

 

In the message returned by the server, the 167016 is the oid 

(object id) of the inserted row. The actual value will be different 

each time an insert is performed, since oids are unique. 

 

bcsgrid=#  UPDATE testtab SET namelist =  

GRDGetFieldNames(grid);  

 

UPDATE 1 

 

bcsgrid=#  SELECT * FROM testtab;  

 

(Note to reader: precise formatting is dependent on the width of your terminal 

window.) 

namelist   |                                                                                                                                                                                         

grid                                                                                                                                                                                          

-------------- +-------------------------------------------------  

{dummyField} |  

header=328;prolog=1;versio n=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;st orage=0;support_missing=1;srid= - 1;tile=2,2,1,1  

;samples=2,2,1,1;finalDims=2,2,1,1;gridWrap=0,0,0,0;blendValue=0  

;startPt=0,0,0,0;basis0=1,0,0,0;basis1=0,1,0,0;basis2=0,0,1,0;ba  

sis3=0,0,0,1;fieldIds= 0;fieldTypes=8;dimNames="x","y","dum1","du  

m2";fieldNames="dummyField";nonuniflags=0,0,0,0;epilog=111,222;b  

lob=0;file=6 ;filelen=345;  

(1 row)  

 

The ñSELECTò statement displays the table row, including the 

GRDValue metadata. Note that the default behavior is to not 

display the GRDValue data component. The file and filelen tags 

do not refer to actual files, but file-based blobs. 

 

bcsgrid=#  SELECT GRDValue SetLongForm();  

grdvalue setlongform  

----------------------  

                    0 

(1 row)  

 

The GRDValueSetLongForm() function changes the behavior of 

the function that converts GRDValue's to text. Rather than 
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outputting information about the "file" that held the gridôs data, 

it outputs the actual GRDValue data component. There is a 

complementary function called GRDValueSetShortForm() 

which restores the default behavior. 

 

 

bcsgrid=#  SELECT * FROM testtab;  

namelist   |                                                                                                                                                                                         

grid                                                                                                                                                                                          

-------------- +----------- --------------------------------------  

{dummyField} |  

header=328;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid= - 1;tile=2,2,1,1  

;samples=2,2,1,1;finalDims=2,2,1,1;gridWrap=0,0,0,0;blendValue=0  

;start Pt=0,0,0,0;basis0=1,0,0,0;basis1=0,1,0,0;basis2=0,0,1,0;ba  

sis3=0,0,0,1;fieldIds=0;fieldTypes=8;dimNames="x","y","dum1","du  

m2";fieldNames="dummyField";nonuniflags=0,0,0,0;epilog=111,222;;  

data=1,2,3,4;valid=15; (1 row)  

 

Note that the data is now displayed rather than the file and 

filelen tags.  

 

bcsgrid=#  \ COPY t esttab TO '/tmp/unloadfile.txt'  

 

bcsgrid=#  \ q 

 

$ cat /tmp/unloadfile.txt    

 

(Note to reader: precise formatting is dependent on the width of your terminal 

window.) 

{dummyField}   

header=328;prol og=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid= - 1;tile=2,2,1,1  

;samples=2,2,1,1;finalDims=2,2,1,1;gridWrap=0,0,0,0;blendValue=0  

;startPt=0,0,0,0;basis0=1,0,0,0;basis1=0,1,0,0;basis2=0,0,1,0;ba  

sis3=0,0,0, 1;fieldIds=0;fieldTypes=8;dimNames="x","y","dum1","du  

m2";fieldNames="dummyField";nonuniflags=0,0,0,0;epilog=111,222;;  

data=1,2,3,4;valid=15;  
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C H A N G E  T H E  G R I D  D A T A  A N D  R E L O AD  I T  

Note that in the ñcatò statement output above, near the end of the GRDValue 

output is the string ñdata=1,2,3,4;ò. This string means that the four grid points 

have values 1, 2, 3, and 4, respectively. The ñsedò expression in the following 

command will change this string to ñdata=0,5,5,10;ò. The data in the file 

unloadfile2.txt now represents the grid shown in Figure 22. 

$ cat /tmp/unloadfile.txt | \  

? sed - e's/data=1,2,3,4;/data=0,5,5,10;/' \  

? > /tmp/unloadfile2.txt  

$ cat /tmp/unloadfile2.txt  

 

 

(Note to reader: precise formatting is dependent on the width of your terminal 

window.) 

{dummyField}     

header=328;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid= - 1;tile=2,2,1,1  

;samples=2,2,1,1;finalDims=2,2,1,1;gridWrap=0,0,0,0;blendValue=0  

;startPt=0,0,0,0;bas is0=1,0,0,0;basis1=0,1,0,0;basis2=0,0,1,0;ba  

sis3=0,0,0,1;fieldIds=0;fieldTypes=8;dimNames="x","y","dum1","du  

m2";fieldNames="dummyField";nonuniflags=0,0,0,0;epilog=111,222;;  

data=0,5,5,10;valid=15;  

 

$ psql bcsgrid  

 

bcsgrid=#  DELETE FROM testtab;  

DELETE 1 

 

bcsgrid=#  \ COPY testt ab FROM '/tmp/unloadfile2.txt'  

 

bcsgrid=#  \ q 

 

$ 

 



B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

41  

 

P E R F O R M  A  S L I C E  

At this point, the testtab table now contains a single row, holding a GRDValue 

represented by the diagram shown in Figure 22. In the following copy  

command, the SELECT clause contains this S-expression:  

'((dim_sizes 11 1 1 1) (affine_transformation .1 0 0 0 .1 0 0 0 0 0 1 0 0 0 0 1) 

(interpolation (dim0 linear)))'. 

This expression represents an effectively 1D grid with 11 grid points. The 

ñaffine_transformationò expression represents a 45-degree counterclockwise 

rotation of the axes of the original GRDValue. The ñinterpolationò expression 

specifies that the (11) grid points in the new grid are to be determined from the 

(2) grid points in the original grid by linear interpolation on the 2 axes named 

ñxò and ñy.ò 
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$ psql bcsgrid  

 

(Note to reader: in the following, do not break the quoted string onto multiple 

lines.) 

 

bcsgrid=# SELECT GRDExtract(grid,'((dim_sizes 11 1 1 1)  

(af fine_transformation .1 0 0 0 .1 0 0 0 0 0 1 0 0 0 0 1)  

(interpolation (x linear) (y linear)))') INTO TEMP temptab FROM  

testtab;  

 

SELECT 

 

bcsgrid=# SELECT GRDValueSetLongForm();  

 

grdvalue setlongform  

----------------------  

                    0 

(1 row)  

 

bcsgrid=# \ COPY te mptab TO '/tmp/unloadfile3.txt'  

 

bcsgrid=#  \ q 

 

$ cat /tmp/unloadfile3.txt  

 

(Note to reader: precise formatting is dependent on the width of your terminal 

window.) 

header=328;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendT ype=0;storage=0;support_missing=1;srid= - 1;tile=1,1,1,1  

;samples=11,1,1,1;finalDims=11,1,1,1;gridWrap=0,0,0,0;blendValue  

=0;startPt=0,0,0,0;basis0=0.1,0,0,0;basis1=0.1,0,0,0;basis2=0,0,  

1,0;basis3=0,0,0,1;fieldIds=0;fieldTypes=8;dimNames="x","y","dum  

1","du m2";fieldNames="dummyField";nonuniflags=0,0,0,0;epilog=111  

,222;;data=0;valid=1;data=1;valid=1;data=2;valid=1;data=3;valid=  

1;data=4;valid=1;data=5;valid=1;data=6;valid=1;data=7;valid=1;da  

ta=8;valid=1;data=9;valid=1;data=10;valid=1;  

 

As expected, the ñdata=ò expressions above indicate an 11-element array, 

starting with a value of ó0ô at position 0 and ending with a value of ó10ô at 

position 10. 

 



B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

43  

Chapter 3: The BCS Grid 

Database Extension  ð the 

GRDxxx  Data Types  

This chapter discusses the representation of grids inside the BCS Grid 

Extension. In particular, it defines the GRDValue and GRDSpec data types and 

discusses the role of S-expressions in the BCS Grid Extension. 

The GRDValue Data Type  

There are three textual representations of GRDValues; which of the 

representations is used depends on whether the GRDValue is using a satellite 

coordinate system, and which of two alternative satellite coordinate schemes is 

used19. 

The following textual representation of a non-satellite-image GRDValue was 

shown on page 42. 

header=328;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid= - 1;tile=1,1,1,1  

;samples=11,1,1,1;finalDims=11,1,1,1;gridWrap=0,0,0,0;blendValue  

=0;startPt=0 ,0,0,0;basis0=0.1,0,0,0;basis1=0.1,0,0,0;basis2=0,0,  

1,0;basis3=0,0,0,1;fieldIds=0;fieldTypes=8;dimNames="x","y","dum  

1","dum2";fieldNames="dummyField";nonuniflags=0,0,0,0;epilog=111  

,222;;data=0;valid=1;data=1;valid=1;data=2;valid=1;data=3;valid=  

1;data=4 ;valid=1;data=5;valid=1;data=6;valid=1;data=7;valid=1;da  

                                                                        

19 Normally a  non-satellite grid is sampled in such a way that there is a simple mapping between each 

grid element and a geographic location on the earth. This mapping is so simple that a single equation and a 

small number of projection/grid parameters are all that are needed to map any point in the grid to a point 

on the earth. Satellite images, on the other hand, are more complicated because the sampling of the points 

is a function of the satellites orbit and the satellites orientation at each point in its orbit, and direction its 

sensor is pointing at a particular point in its orbit (aka the scanline meta data).  Because we need per 

scanline metadata to be associated with the grid, we cannot describe it with just spatial reference text and 

our regular grid parameters. 

Chapter  

3 
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ta=8;valid=1;data=9;valid=1;data=10;valid=1;  

 

A GRDValue that used a satellite coordinate system might have a textual 

representation similar to the following: 

header=589;prolog=1;version=50331648;id= 0;numFields=1;hasSatParm  

s=1;blendType=0;storage=0;support_missing=1;srid= - 10;tile=1,1,1,  

512;samples=1,1,3,2048;finalDims=1,1,3,2048;gridWrap=0,0,0,0;ble  

ndValue=0;startPt=0,0,0,0;basis0=0,0,0,1;basis1=0,0,1,0;basis2=0  

,1,0,0;basis3=1,0,0,0;fieldIds=0;fie ldTypes=8;dimNames="time","l  

evel","line","sample";fieldNames="dummyField";nonuniflags=0,0,0,  

0; metaDataType=1; numLines=3;samplesPerLine=2048;perSampleStepAng  

le=0.0541;rEquator=6378135;rPolar=6356750.52;  position= - 0.749601   

6637:0.4865016679:0.6952380664, 0.7494770058:0.4864786472:0.69538  

79555, 0.7458534276:0.4858056579:0.6997378995;orientation=0.65922  

03123: - 0.4315293789: - 0.6158010839,0.6591067038: - 0.4315080613: - 0.   

6159376 154,0.6558996386: - 0.4309052431: 0.6197711961;spinAxis=0. 61  

27609145: 0.1663766637:0.7 72556061,0.6128743445: - 0.1664625439:0.7   

724475771,0.6160925024: - 0.1688075585:0.7693724954;epilog=111,222   

;blob=0;file=239 ;filelen=25933;  

 

In the example above the satellite coordinate system is defined by an orbital 

model (specified in terms of orientation, axis, etc.). An alternative specification 

of a satellite coordinate system uses a pair of latitude-longitude values at each 

of three specified positions along each scan line, as shown below: 

header=529;prolog=1;version=50331648;id=0;numFields=1;hasSat Parm 

s=1;blendType=0;storage=0;support_missing=1;srid= - 10;tile=1,1,1,  

512;samples=1,1,3,2048;finalDims=1,1,3,2048;gridWrap=0,0,0,0;ble  

ndValue=0;startPt=0,0,0,0;basis0=0,0,0,1;basis1=0,0,1,0;basis2=0  

,1,0,0;basis3=1,0,0,0;fieldIds=0;fieldTypes=8;dimNames=" time","l  

evel","line","sample";fieldNames="dummyField";nonuniflags=0,0,0,  

0;metaDataType=2 ;numLines=3;samplesPerLine=2048;perSampleStepAng

le=0.0541;rEquator=6378135;rPolar=6356750.52;fovIndices=25,1025,  

2025;lonLatSamples= - 57.719: - 35.9721, - 73.7026999999999 9: - 39.7286,  

- 90.74120000000001: - 41.092, - 57.724: - 35.9633, - 73.7059: - 39.7191, - 9 

0.7419: - 41.0825, - 57.7291: - 35.9545, - 73.70910000000001: - 39.7095, - 9 

0.7426: - 41.073;epilog=111,222;blob=0;file=240 ;filelen=25873;  
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Units Support  

The BSC Grid Extension allows a string to be stored with each dimension and 

for each field of the grid, the string denoting the units for values in that 

dimension or field. The intent is that the strings will obey the form of the 

UDUNITS-2 package from Unidata. These strings are not interpreted by The 

BCS Grid Extension; it is the userôs responsibility to ensure that the data in 

them is meaningful. Here is how the GRDValue shown above would appear if 

unit names had been specified for the x and y dimensions20: 

header=328;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid= - 1; tile=1,1,1,1  

;samples=11,1,1,1;finalDims=11,1,1,1;gridWrap=0,0,0,0;blendValue  

=0;startPt=0,0,0,0;basis0=0.1,0,0,0;basis1=0.1,0,0,0;basis2=0,0,  

1,0;basis3=0,0,0,1;fieldIds=0;fieldTypes=8;dimNames=" x:meter "," y

:meter ","dum1","dum2";fieldNames="dummyField";non uniflags=0,0,0,

0;epilog=111,222;;data=0;valid=1;data=1;valid=1;data=2;valid=1;d

ata=3;valid=1;data=4;valid=1;data=5;valid=1;data=6;valid=1;data=

7;valid=1;data=8;valid=1;data=9;valid=1;data=10;valid=1;  

 

Components of a GRDValue  

The text in the preceding examples describes the metadata of a single instance 

of a GRDValue. Normally the Extension user need not be aware of this 

representation ï instead, the metadata and data for a GRDValue should be 

accessed through Extension functions, as illustrated by the call to 

GRDGetFieldNames in the example on page 38. Nonetheless, understanding 

the representation of a GRDValue will help one understand how a GRDValue 

behaves. The following list describes the components of a GRDValue: 

header=: the number of bytes of metadata. 

prolog= and epilog=: used for error-checking. 

version=: used for error-checking. 

id=: user-defined 8-byte integer value; can be used for linking GRDValues to 

their metadata. See GRDGetID on page 98. 

numFields=: the number of variables at each grid point. 

hasSatParms=: equals 0 if the GRDValue contains no satellite information; 

equals 1 if it does. 

blendType=: used by the Oracle version (present but not used in this version). 
                                                                        

20 See Inserting Grids Using S-expressions and SQL (page 63) for a description of how to specify units in 

GRDValueFromSExpr. 

http://www.unidata.ucar.edu/software/udunits/udunits-2/udunits2.html
http://www.unidata.ucar.edu/
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storage=: this field is used internally to track whether data is represented in 

memory, inline, or stored in a large object. 

support_missing=: indicates whether individual grid points can be marked as 

NULL (missing). 

srid=: identifier of the spatial reference system used to interpret spatial 

dimensions; an srid value of ï1 indicates that the GRDValue has no spatial 

dimensions.  If the GRDValue has a satellite coordinate system, the srid is set 

to -10. 

tile=: the dimensions of the tiles used to store the GRDValue data component  

(grids are stored as a collection of tiles, with all the grid points from a tile being 

stored contiguously). 

samples=: an array of four integers defining the current data dimensions for the 

grid. 

finalDims=: a set of four integers defining the allocated dimensions for the 

grid. The finalDims and samples values are identical for any GRDValue stored 

in a database row. The two fields may differ when: 

¶ GRDExtend (page 149) has been used to define a new larger 

GRDValue based on an existing GRDValue, or 

¶ A GRDValue has been created by a client program but has not 

yet been stored in a database row.  

gridWrap= : for each dimension, indicates whether values in that dimension 

wrap-around. Wrap-around occurs, for example, on an axis representing a 

longitude dimension (longitude values wrap-around at -180̄  and 180̄). 

blendValue=: used by the Oracle version (not used in the PostgreSQL version). 

startPt=: the coordinates of a corner of the grid; used as a translation vector. 

basis0=: the first row of a scaling, rotation matrix. 

basis1=: the second row. 

basis2=: the third row. 

basis3=: the fourth row. 

fieldIds=: obsolete. 

fieldTypes=: indicates whether each variable is integer, floating point, etc. 



B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

47  

dimNames=: the textual names of the axes with optional units. (e.g., 

ñdepth:millibarsò, ñtimeò. In this example, depth has a unit specification; time 

does not.) 

fieldNames=: the names of the variables with optional units. (e.g., 

ñtemperature:degrees_Cò, ñsalinityò. In this example, temperature has a unit 

specification; salinity does not.) 

nonuniflags=: indicates whether or not each of the axes is nonuniformly-

spaced. 

nonunisample1=: (present only if the first nonuniflag value is 1): grid point 

coordinates for the first axis (if uniform sampling is used on this axis, then the 

spacing is determined by the basis vectors). 

nonunisample2=: (present only if the second nonuniflag value is 1): grid point 

coordinates for the second axis. 

nonunisample3=: (present only if the third nonuniflag value is 1): grid point 

coordinates for the third axis. 

nonunisample4=: (present only if the fourth nonuniflag value is 1): grid point 

coordinates for the fourth axis. 

data=: a gridpoint data value. 

valid=: is the gridpoint data value actual, or should it be treated as NULL? 

(This is relevant only if support_missing is 1.) 

numLines=: used with satellite image data; is set equal to the third element of 

the samples array.  

samplesPerLine=: used with satellite image data; is set equal to the fourth 

element of the samples array 

perSampleStepAngle=: used with satellite image data; the angular spacing 

between samples along a single scan line, in decimal degrees. 

rEquator =: used with satellite image data; the major axis of the spheroid, in 

meters. 

rPolar=: used with satellite image data; the minor axis of the spheroid, in 

meters. 

position=: used with satellite image data; the satellite position in normalized 

ECF coordinates, represented as xyz tuples. 



B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

48  

orientation=: used with satellite image data; the sensor pointing axis unit 

vector, represented as xyz tuples. 

spinAxis=: used with satellite image data; the sensor spin axis unit vector at 

each line, represented as xyz tuples. 

fovIndices=: used with satellite image data; these are the index positions of the 

three designated points on each scan line where longitude-latitude pairs have 

been specified. 

lonLats=: longitude-latitude pairs corresponding to the fovIndices (three pairs 

for each scan line). 
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Grid Coordinates and Real -World Coordinates  

It is important to understand that there are two distinct coordinate systems 

associated with a grid, the grid coordinate system and the real-world coordinate 

system.  

The grid coordinate system is aligned with the grid. The order of its dimensions 

depends on the order of the data in the grid. For example, if the grid data is 

stored so that time is the most major dimension, then level, then row, and 

finally column as the least major dimension, then we say that the order of the 

grid dimensions is time, level, row, column. The dim-names attribute should 

reflect the grid coordinate system. 

 

Real-world coordinates refer to locations on the earth and their order is fixed: 

x (or longitude), y (or latitude), z (altitude or depth), t (time). As explained in 

the next section, this mapping is established by a function involving the grid's 

start point (its translation), nonuniform dimensions, and its affine 

transformation. The order of the world coordinates must be preserved for 

reprojection and other projection-aware functionality to work properly. 

 

Typically, there is a one-to-one mapping between a dimension in the grid 

coordinate system and a dimension in a world coordinate system, but this is not 

true in general. For example, a grid coordinate system may have one dimension 

aligned along the line ulatitude= , ulongitude= and another dimension aligned 

along the line vlatitude= , vlongitude= . 

GRDValue Metadata and the Conversion Between Grid 

Coordinates and Real -World Coordinates  

The GRDValue startPt, basis[0-3], nonunisample[1-4], nonuniflags, and 

samples components all play a role in determining how grid coordinates are 

converted to real-world coordinates (called the forward process) and how real-

world coordinates are converted to grid coordinates (called the reverse 

process). 
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S T A R T  P O I N T  ( S T AR T P T )   

As described above, startPt is the location (in real-world coordinates) of the 

first element in the grid. This can be represented mathematically as a 4-element 

column vector s, i.e., 
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B A S I S  ( T H E  F O U R  B A S I SI   V E C T O R S ) 

The four basisi row vectors, each representing a basis vector for one of the four 

grid dimensions, can be represented mathematically as a 4x4 matrix V: 
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Note here that the basis suffix range is from 0 to 3, while the V subscript 

ranges are from 1 to 4. 

While the startPt value determines how far the grid coordinates of a grid are 

shifted (translated) from the real-world coordinates, the basis arrays determine 

by how much grid coordinates must be scaled and rotated in order to produce 

the real-world coordinates. 

N O N U N I F L A G S  

Each of the four nonuniform flags indicates whether the corresponding 

dimension has uniformly- (equally-) spaced sample positions (flag value 0) or 

nonuniformly-spaced sample positions (flag value 1). 

T H E  F O U R  N O N U N I S A M P L E I  V E C T O R S 

The four nonunisamplei row vectors, each representing a basis vector for one 

of the four grid dimensions, are represented in the following as vectors u1, u2, 

u3, and u4. 

The i
th
 vector ui lists the axis coordinate values for the i

th
 dimension of the grid. 
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Note: It is not necessary that the various dimensions have the same lengths; 

therefore, it is not expected that the four ui vectors should have the same 

number of elements. Specifically, the number of elements in ui is either 

sample[i] or 0 (if axis i has uniform sampling). 

N U M B E R  O F  G R I D  P O I N T S  I N  E A C H  D I M E N S I O N  ( S A M P L E )  

Each of the four grid axes can have a different number of sample positions. The 

i
th
 element of the sample vector gives the number of sample positions on the 

axis for the i
th
 dimension. 

A  N O T E  A B O U T  G R I D  S P A C I N G  O N  U N I F O R M  A N D  
N O N U N I F O R M  A X E S  

As noted above, the grid spacing for a nonuniform axis is determined by the 

values in the ui vector that corresponds to the axisô dimension (i.e., the values 

appearing in the associated nonunisamplei vector). For a uniformly-spaced axis 

(dimension i), the grid spacing is 0,1,2,3,é,sample[i] ï 1. 

The Forward Process  

The Forward Process transforms a specified set of grid coordinates (i.e., 

locations with respect to the grid) to their corresponding real-world coordinates. 

A set of 4D grid coordinates, denoted by the 4-element column vector g, can be 

transformed into the real-world coordinates, denoted by the 4-element column 

vector p, using the following steps. (In the expressions below, a and b are 

temporary 4-element column vectors of coordinates, introduced so that the 

process can be broken into discrete steps.)  Hence, 
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Step 1: Apply the nonuniform or uniform grid spacing. 

For each dimension i (from 1 to 4) for which the nonuniflag value is true (1), 

.1 igi uia +=  

where ui  represents an element in vector ui. 

For each dimension i (from 1 to 4) for which the nonuniflag value is false (0), 
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ii ga =
 

Step 2: Apply the basis vectors. 

 b = Va. 

Step 3: Offset by the startPt. 

 p = b + s. 

The above three steps can be described more tersely as a function that maps 

(i
1
,i

2
,i

3
,i

4
) to a new tuple (p

1
,p

2
,p

3
,p

4
) defined by the expression: 

p = Va + s. 

Figure 7 though Figure 10, on pages 11 though 14, illustrate the conversion of a 

simple 3x4 2D grid from grid coordinates to real-world coordinates. The basis 

matrix V and the nonunisample vectors ui in that example are: 
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and 

[ ]210u1=

[ ]4.52.50u2=

[]0u3=

[].0u4=
 

The basis array V is determined by multiplying a vector representing the 

uniform scaling factors (the first dimension is the only dimension with a 

uniform scaling factor) by a rotation matrix representing a q = 90 degree 

clockwise rotation. 

Example : 
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The startPt vector is: 
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The Forward Process steps shown above can be used to convert the grid 

coordinates of the corner of the grid labeled ólô to real-world coordinates. 

The grid coordinates to be converted are: 
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Step 1: Apply the uniform (dimension 1) and nonuniform (dimension 2) grid 

spacing: 
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Step 2: Apply the basis vectors: 
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Step 3: Offset by the startPt: 
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The coordinates p are indeed the real-world coordinates of the corner of the 

grid labeled ólô in Figure 10 on page 14. 

See Appendix B on page 203 for more examples illustrating how the startPt, 

basis, and nonuniform grid axis sample positions affect the forward process. 

The Rev erse Process  

The Reverse Process transforms a specified set of real-world coordinates to 

their corresponding grid coordinates.  

Step 1: Relocate the first element to the origin of the grid. 

 b = p - s. 

Step 2: Remove the effect of the basis vector. 

 Find a, such that Va = b. 

Step 3: Remove the effect of the nonuniform grid spacing. 

For each dimension i that has a nonuniformly-spaced axis: 

Determine the maximum value j such  

that 1 Ò j Ò sample[i]  and ui j Ò ai 

gi = j  + (ai - ui j)/(ui ,j+1 - ui j). 

Note:  As previously mentioned, ui represents an element of vector ui. There is 

also an implicit constraint that vector ui must contain strictly increasing values 

if the reverse process is to succeed. 

 

For each dimension i that has a uniformly-spaced axis: 

 gi = ai . 

Let p be real-world coordinates deduced in the last example (page 52). Example : 
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Step 1: Relocate the first element to the origin for the grid: 
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Step 2: Remove the effect of the basis vectors: 
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Step 3: Remove the effect of the nonuniform grid spacing: 

)(211 spacinguniform==ag , 

)(32 spacingnonuniform=g , 

or 
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The coordinates g are indeed the grid coordinates of the corner of the grid 

labeled ólô in Figure 7 on page 11. 

GRDValue Metadata and the Mapping Between Real -World 

Coordinates and a Point on the Earth ð the SRID Field  

In situations where some of the dimensions of a grid represent spatial 

coordinates, then the GRDValue srid field controls the mapping between these 

coordinates and a point on the Earth. The srid field contains an integer spatial 
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reference system id. This id is used to identify a row in the table 

bcsgrid.spatial_references, where the remainder of the spatial reference 

system parameters are defined. A thorough description of the srid field, the 

spatial_references table, and spatial reference systems can be found in 

Appendix G on page 237.  

Storage of Grid Data in a GRDValue ð Metadata, Data, and 

Tiling  

As discussed earlier (see The BCS Grid Extension ï User-Defined Data Types 

on page 31), a GRDValue has two parts: a metadata component, stored at the 

beginning of the GRDValue, and a data component ï the array data ï stored at 

the end. 

With traditional arrays, in the context of programming languages, the mapping 

between array element coordinates and the location of the array element in 

memory is straightforward (e.g., the ordering is by rows in C; the ordering is by 

columns in Fortran). For performance reasons, the organization of the data part 

of a GRDValue is more complex. Two factors determine this organization: the 

tile size, and the dimension ordering. 

A GRDValue is organized as a patchwork quilt of tiles. The tile size is used to 

help ensure that elements that are close to one another in the grid array (i.e., in 

the same tile) remain reasonably close to one another in the GRDValue. Within 

each tile, the data elements are stored according to the dimension ordering. The 

following diagram illustrates a grid with dimensions (in order) time, depth, 

latitude, and longitude, and dimension sizes 6, 4, 1, and 1, respectively21. The 

tile size is 1x4x1x1. 

D0,0, D0,1, D0,2, D0,3 || D1,0, D1,1, D1,2, D1,3 || D2,0, D2,1, D2,2, D2,3 || D3,0, D3,1, D3,2, D3,3 ||  

 

D4,0, D4,1, D4,2, D4,3 || D5,0, D5,1, D5,2, D5,3 

 

The organization shown above is particularly well-suited to the extraction of 

vertical profiles over short time periods (since the data is stored as a time series 

of profiles). The organization shown below, on the other hand, is particularly 

well-suited to the extraction of time series over small depth ranges (since the 

data is stored as a stacked set of time series). This tile size is 6x1x1x1. 

D0,0, D1,0, D2,0, D3,0, D4,0, D5,0 || D0,1, D1,1, D2,1, D3,1, D4,1, D5,1 || D0,2, D1,2,  D2,2, D3,2, D4,2, D5,2 ||  

 

D0,3,  D1,3, D2,3, D3,3, D4,3, D5,3 
 

                                                                        

21 The dimension sizes of 6, 4, 1, and 1 have been made unrealistically small in order to illustrate tiling in 

a simple fashion. 
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If a tile size is specified, care must be taken to ensure that tile fragmentation is 

minimized. The following diagram illustrates a situation where the choice of 

tile size has led to considerable fragmentation, leading to non-optimal storage, 

excess memory consumption, and longer extraction times. The tile size is 

5x1x1x1. 

D0,0, D1,0, D2,0, D3,0, D4,0 || D5,0 , _, _, _, _ || D0,1, D1,1, D2,1, D3,1, D4,1 || D5,1, _, _, _, _ ||  

 

D0,2, D1,2,  D2,2, D3,2, D4,2 || D5,2 , _, _, _, _ || D0,3,  D1,3, D2,3, D3,3, D4,3 || D5,3, _, _, _, _ 

 

Note that in certain circumstances, specifying a tile size is optional. The 

following rules are used to determine a tile size when one isnôt specified: 

1. For GRDValueôs created through GRDExtract, the following algorithm 

is applied to each dimension to determine the tile size in that dimension: 

  
If the number of points in the extracted dimension is 

less than the tile size in the  source grid, then  

  

Set the tile size for that dimension to the number of 

points in that dimension  

 

else  

 

Find the largest positive integer that is less or equal 

to the tile size in the source grid and evenly divides 

into the number of points in the  ext racted dimension.   
 

For example, suppose a source grid has tile sizes  (4, 5, 6, 10) and the 

size of the extracted grid is to be (9, 5, 3, 8). The four components of the 

tile size are deduced as follows: 

 Dimension 0: 9 > 4 so a search is made for a number less than 

or equal to 4 that divides into 9 evenly; 3 is the largest such 

number, so 3 is used for the tile size. 

 Dimension 1: 5 ² 5 so we search for a number less than or equal 

to 5 that divides into 5 evenly; 5 is the largest such number, so 5 

is used for the tile size. 

 Dimension 2: 3 < 6 so 3 is used for the tile size. 

 Dimension 3: 8 < 10 so 8 is used for the tile size. 

2. For GRDValueôs created using GRDFromGIEF, GRDFromNC or 

GRDValueFromSexpr, the source is considered to have a tile size value 

of (1,1,1,N), where N is determined dynamically. (GRDFromNC and 
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GRDValueFromSexpr allow this tile size to be overwritten by 

specifying an S-expression argument.). 

3. For GRDValueôs created using GRDImportRaw, the tile size is 

specified explicity.   

4. GRDValueôs created through the C API (libpq) or JDBC must have 

non-zero tile size values or an error is thrown. 

5. If tile size is not specified in a call to GRDValueFromSexpr, the tile size 

for the resulting GRDValue is set equal to the entire grid size.  

Note that the GRDExtractRaw... functions described in Fast and Simple 

Extractions (page 124) can only be used with GRDValues having ñskinnyò 

tiles, i.e., tiles with dimensions 1,1,1,N for some N. 

Storage of Satellite Swath Data in a GRDVa lue    

As of version 3.0.0.0 of the BCS Grid Extension, satellite swath image data can 

be stored in a GRDValue. This is done by adding a GRDSatelliteParms block 

to a GRDValue when building it. This GRDSatelliteParms block contains the 

following information: 

numLines The number of scan lines in the satellite swath. 

samplesPerLine The number of samples per scan line. 

rEquator The major axis of the spheroid, in meters. 

rPolar The minor axis of the spheroid, in meters. 

 

and either 

perSampleStepAngle The angular spacing between samples along a single 

scan line, in decimal degrees. 

position The satellite position in normalized Earth Centered 

Fixed (ECF), as xyz tuples. There is one tuple per scan 

line. 

orientation The sensor pointing axis unit vector, as xyz tuples. 

There is one tuple per scan line. 

spinAxis The sensor spin axis unit vector at each line, as xyz 
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tuples. There is one tuple per scan line. 

 

or 

perSampleStepAngle The angular spacing between samples along a single 

scan line, in decimal degrees. 

lonLats A set of three lon-lat pairs per scan line. The same three 

column positions should be used for each scan line. 

Naturally, the best accuracy is obtained when the 

column positions are as far apart as possible. 

fovIndices The indices of the three columns at which the lonLats 

were sampled 

 

or 

centerLon The longitude of the center of the grid.  

centerLat The latitude of the center of the grid. 

lonFromRowCol Rational function for converting from row-column 

space to longitude. 

latFromRowCol Rational function for converting from row-column 

space to latitude. 

rowFromLonLat Rational function for converting from longitude-latitude 

space to a row in the swath. 

colFromLonLat Rational function for converting from longitude-latitude 

space to a column in the swath. 

 

Each rational function consists of a scale value, an offset value, a set of 

numerator coefficients, and a set of denominator coefficients. The use of 

rational functions is covered further in Appendix L on page 287. Currently, 

rational function coordinate systems are supported by the GRDImportRAW 

function, but are not supported by the Grid Import Client or GIEF. 
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Adding the GRDSatelliteParms block implicitly sets certain fields in the 

GRDValue, which would normally be set explicitly. These should not be 

overridden. The fields are: 

samples The size of the grid. The size of the grid is set to [1, 1, 

numLines, samplesPerLine]. The first two dimensions 

must be 1.  

affine transformation The basis vectors are set to 

[(0,0,0,1),(0,0,1,0),(0,1,0,0),(1,0,0,0)]. 

srid The srid corresponding to satellites is always -10. 

There is no entry in the spatial references table for srid 

= -10. 

 

The final dimensions field, used to define a grid that contains space for later 

updates, can be used to create grids with a very large number of scan lines. 

Simply set the final dimensions field to  

(1, 1, num_final_scanlines, samplesPerLine)  

in order to cause the grid to enlarge when it enters the database. The initially 

unused portions of the position, orientation, and spinAxis arrays above will 

have a value of 0. 

The creation of GRDValues containing satellite swath data using SQL, C, and 

Java is described in the next chapter. 
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The GRDSpec Data Type  

The GRDSpec data type is used in conjunction with the GRDExtract function 

(described on page 100) to direct the BCS Grid Extension on how to generate 

and extract a new GRDValue from an existing one. The external representation 

of a GRDSpec is a particular type of S-expression, as described in the next 

section. See Appendix D on page 223 for a thorough description of how to use 

S-expressions to direct grid extraction. 

S-expressions  

Many of the BCS Grid Extension functions use parameters in the form of 

S-expressions in order to direct the actions of the function. There are several 

classes of S-expressions used: 

1. S-expressions are used to represent GRDSpecôs in directing the 

GRDExtract function (see page 100) and the GRDRowToGIEF 

function (see page 108). 

2. S-expressions are used in radial extraction functions (see Radial 

Extraction on page 130). 

3. S-expressions are used in grid fusion (see Aggregating Grids: Grid 

Fusion on page 137). 

4. S-expressions can be used to build GRDBox values (see Geolocating 

Grids: Finding Grids that Are in a Particular Spatio-Temporal Location 

on page 143). 

5. S-expressions can be used to build GRDValueôs (see 

GRDValueFromSexpr on page 146), to direct the loading of 

GRDValueôs from netCDF files (see GRDFromNC on page 68), and 

to direct the extension of GRDValueôs (see GRDExtend on page 149). 

The second table in Appendix A (on page 202) summarizes the association 

between S-expression terms and the various BCS Grid Extension functions in 

which S-expressions are used. 
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Chapter 4: Getting Grid 

Data into the Database  

There are several ways to insert GRDValue grid values into a BCS Grid 

Extension-enabled database: 

¶ a data-less GRDValue can be inserted using just S-expressions and 

SQL, 

¶ a copy of an existing GRDValue can be inserted into a table using SQL, 

¶ files that are in netCDF / GIEF format can be loaded directly into 

database rows, using SQL, and 

¶ GRDValue-like structures can be assembled in memory and then loaded 

into a database, using C or Java. 

This chapter discusses each of these methods. 

Inserting Grids Using S -expressions and 

SQL  

A simple way to create and store a GRDValue is to use SQL: 

INSERT INTO gridtable(gridcolumn)  

VALUES (GRDValueFromSExpr(grid - as - S- expression));  

 

The function GRDValueFromSExpr(explicitSpec char)  is used to build a 

skeleton (data-less) GRDValue from a given S-expression. The S-expression 

takes the form:  ó(S-expression)ô. The S-expression term is an S-expression with 

any of the terms that are valid for GRDSpec (see The GRDSpec Data Type on 

page 61). However, specifying one of the two terms srid or srtext is 

Chapter  

4 
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mandatory. If neither of them is specified, an error message is given22. Default 

values are defined for the following terms:  

¶ dim_names: column row level time  

¶ dim_sizes: 1 1 1 1  

¶ affine_transformation: 1 0 0 0 0 1 0 0 0 0 1 0 0 0 0 1 

¶ translation: 0 0 0 0 

¶ id: 0 

The resulting grid has the following default grid metadata: 

¶ number of data fields: 1 (ñdummyFieldò) 

¶ field id: 0 

¶ field type: 8 (32 bit float)  

¶ id: 0 

For example, 

bcsgrid=#  CREATE TABL E grids(gridval GRDVALUE);  

CREATE TABLE 

 

bcsgrid=#  INSERT INTO grids(gridval) VALUES(  

GRDValueFromSExpr('((srid - 1)  (id 123) (dim_sizes 2 2 1  1)   

(d im_names x y dum1 dum2) (dim_unit x  óómeter ôô) (dim_unit y 

óómeter ôô) (variables a b c)(variable_unit a óódegr ees_Côô) )ô));  

 

INSERT 0 1  

 

bcsgrid=#  \ COPY grids TO '/tmp/gridval.txt'  

bcsgrid=#  \ q 

 

$ cat /tmp/gridval.txt  

 

header=367;prolog=1;version=50331648;id=123;numFields=3;hasSatPa  

rms=0;blendType=0;storage=0;support_missing=1;srid=1;tile=1,1,1,  

1;samples=2,2, 1,1;finalDims=2,2,1,1;gridWrap=0,0,0,0;blendValue=  

0;startPt=0,0,0,0;basis0=1,0,0,0;basis1=0,1,0,0;basis2=0,0,1,0;b  

asis3=0,0,0,1;fieldIds=0,1,2;fieldTypes=8,8,8;dimNames="x:meter"  

,"y:meter","dum1","dum2";fieldNames="a:degrees_C","b","c";nonuni  

flags=0,0, 0,0;epilog=111,222;blob=0;file=56 ;filelen=427;  

                                                                        

22 An srid of ï1 or srtext value of ñnoneò can be used to indicate that the GRDValue has no spatial 

dimensions. 
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This command has created a skeleton GRDValue ï one with just a trivial data 

component. (Note that some metadata values were specified by the 

S-expression; others took on default values.) 

This method of creating a (skeleton) GRDValue is useful when creating queries 

to geolocate grids. (See Building a GRDValue on page 145.) 

Inserting a Copy of a Grid Using SQL  

A copy of an existing GRDValue can be inserted into a table using the 

following SQL: 

INSERT INTO gridtable2 ( gridcolumn )  

SELECT GRDClone( gridcolumn ) FROM gridtable1 ;  

 

 

function GRDClone(grid GRDValue)  returns GRDValue . This function 

makes a copy of grid  and returns it. 

Note that the following SQL would have a different result: 

INSERT INTO gridtable2 ( gridcolumn )  

SELECT gridcolumn FROM gridtable1;  

 

In this case it would be just a reference to the existing grid (from gridtable1) 

that was inserted into gridtable2. Hence, any update to the grid in either 

gridtable1 or gridtable2 would be reflected in the other table. In contrast, in the 

SQL example where GRDClone is used, the two copies of the grid are 

completely independent ï any update to one of them will not be reflected in the 

other. 

In serting Grids Using netCDF/GIEF and SQL  

Inserting GIEF netCDF Files Using GRDFrom GIEF or 

GRDFromGIEFMem  

NetCDF (Network Common Data Form) is an interface for array-oriented data 

access and a library that provides an implementation of the interface. The 

netCDF library also defines a machine-independent format for representing 

scientific data, such as gridded data. (See 

http://my.unidata.ucar.edu/content/software/netcdf/index.html) 

In order to be able to translate between netCDF data and GRDValue data, 

Barrodale Computing Services Ltd. has developed a set of conventions to be 

http://my.unidata.ucar.edu/content/software/netcdf/index.html
http://www.barrodale.com/
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used in netCDF files. This standard is called GIEF (Grid Import-Export 

Format) and is described in more detail in Appendix C on page 213. Any 

netCDF file that conforms to the GIEF standard can be read, using SQL, into 

table rows in databases in which the PostgreSQL BCS Grid Extension has been 

installed. This SQL may be executed by a user-written client program (using 

JDBC, ODBC, or the C API (libpq)) or simply by SQL statements entered into 

any command line-based database tool, such as the PostgreSQL-supplied psql 

program. 

A GIEF file is imported by executing the GRDFromGIEF routine. This routine 

has the following definition: 

FUNCTION GRDFromGIEF(fileName char,  

                     tableName char  

) RETURNS VOID;  

 

The file name is a text string giving the absolute path of the file name to be 

read. Alternatively, a relative path can be given if the working directory has 

been previously set, using the GRDSetWorkingDir function (described on page 

104). The file must be readable by the server. The table name must be the name 

of an already existing table with the appropriate set of columns to handle the 

variables and attributes in the GIEF file, as explained below. 

As an example, consider the GIEF file (called complete.nc), listed below in 

network Common Data form Language (CDL23) format: 

netcdf complete {  

dimensions:  

        column = 3 ;  

        row = 4 ;  

        level  = 4 ;  

        time  = 1 ;  

variables:  

        double time(time) ;  

        double level(leve l) ;  

        float air_temp(column, row, level , time ) ;  

                air_temp:_FillValue = 9.96921e+36f ;  

                air_temp:unit_type = "kelvin" ;  

// global attributes:  

:Conventions = "GIEF";  

:s_string = "2002031312" ;  

:an_int = 1 ;  

:a_float = 1. 2 ;  

:srtext = "GEOGCS[ \ "GCS_North_American_1927 \ ",  

DATUM[\ "D_North_American_1927 \ ",  

SPHEROID[\ "Clarke_1866 \ ",6378206.4,294.9786982]],  

PRIMEM[\ "Greenwich \ ",0],  

UNIT[ \ "Degree \ ",0.0174532925199433]]" ;  

                                                                        

23 see http://www.unidata.ucar.edu/content/software/netcdf/guide_4.html#SEC18.  

http://www.unidata.ucar.edu/content/software/netcdf/guide_4.html#SEC18
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:affine_transformation = 1., 0., 0., 0., 0., 1., 0., 0.,  

 0.,0.,1., 0., 0., 0., 0., 1. ;  

:translation = 30., 32., 5., 0. ;  

data:  

 time = 1000300 ;  

 level = 0, 5, 6, 10 ;  

 air_temp =  

  0, 1, 2, 3,  

  4, 5, 6, 7,  

  8, 9, 10, 11,  

  20, 21, 22, 23,  

  24, 25, 26, 27,  

  28, 29, 30, 31,  

  50, 51, 52, 53,  

  54, 55, 56, 5 7,  

  58, 59, 60, 61,  

  11, 10, 9, 8,  

  7, 6, 5, 4,  

  3, 2, 1, 0 ;  

}  

 

Assume that: 

¶ this file is stored in 

ñ<POSTGRESQLDIR>/examples/datafiles/complete.nc ò on the 

server (i.e., the machine on which the Extension is installed), and  

¶ it is desired to store the contents of this file in a row in the not-yet-

created table ñgieftabò. 

Then the following SQL code snippet will create an appropriate table, load the 

netCDF file, and list the contents of the table: 

bcsgrid=#  CREATE TABLE gieftab(field_names varchar(100) ,  

                     dim_names varchar(100),  

                     g_s_string varchar(30),  

                     g_an_int integer,  

                     g_a_float float,  

                     fillvalues double precision [],  

                     l_air_temp__u nit_type varchar(20),  

                     grid GRDValue);  

CREATE TABLE 

 

bcsgrid=#  SELECT  

GRDFromGIEF(' <POSTGRESQLDIR>/examples/datafiles/complete.nc',  

'gieftab');  

 

grdfromgief  

-------------  

  

(1 row)  

 

bcsgrid=# \ x    --  makes the output formatting nic er.  



B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

68  

Expanded display is on.  

 

Bcsgrid=# SELECT *  FROM gieftab;  

- [ RECORD 1 ] --------- +--------------  

field_names           | air_temp  

dim_names             | column,row,time,level  

g_s_string            | 2002031312  

g_an_int              | 1  

g_a_float             | 1.2  

fillvalues            | {9.96920996838687e+36}  

l_air_temp__unit_type | kelvin  

grid                  |  

header=374;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid=1;tile=1,1,1,4;  

samples=3,4 ,1,4;finalDims=3,4,1,4;gridWrap=0,0,0,0;blendValue=0;  

startPt=30,32,5,0;basis0=1,0,0,0;basis1=0,1,0,0;basis2=0,0,1,0;b  

asis3=0,0,0,1;fieldIds=0;fieldTypes=8;dimNames="column","row","t  

ime","level";fieldNames="air_temp";nonuniflags=0,0,1,1;nonunisam  

ple3=10 00300;nonunisample4=0,5,6,10;epilog=111,222;blob=0;file=4  

2 ;filelen=0;  

 

See Mapping Names from GIEF to the Database on page 219 (in Appendix C) 

for an explanation of the mapping between netCDF variables/attributes and 

table columns.  

By using the GRDFromGIEFMem function, GIEF-format data can be imported 

without the data being stored in an actual file (i.e., instead it can be copied from 

memory or another column). This routine has the following definition: 

FUNCTION GRDFromGIEFMem(binaryGIEFContents bytea,  

                     Tablename char)   

) RETURNS VOID;  

 

This function is most commonly called using the C or Java APIôs. An example 

of calling it from a Java program is given in the section Inserting Data Using 

GRDFromGIEFMem on page 84. 

Inserting GIEF netCDF Files Using GRDFromNC  

By allowing the user to specify an S-expression, GRDFromNC provides the 

caller with additional control (relative to GRDFromGIEF). GRDFromNC has 

the following definition: 

FUNCTION GRDFromNC(fileName char,  

                   tableName char,  

                   args char --  S- expression.  

) RETURNS VOID;  

 

The args  argument may contain one or more of the following types of terms: 
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discard: this term allows the caller to specify that one or more attributes in a 

netCDF file should be ignored (not forced into a table column). The following 

statement loads a GIEF file, but discards the global attribute authority  and the 

units  attribute of the air_temp  variable. 

SELECT  

GRDFromNC('<POSTGRESQLDIR>/examples/datafiles/complete.nc',  

'mytable',  

'((discard  :authority air_temp:units))'  

     );  

 

values: this term allows the caller to supply additional values that should be 

loaded into the same row of the table as the contents of the netCDF file. Each 

value is an S-expression sub-term consisting of the destination column name, 

the type of the data, and the text representation value. Currently, the type of the 

data must be one of char (for strings), integer, double, or smallfloat. The 

following statement loads a GIEF file, adding three values of different types: 

SELECT  

GRDFromNC('<POSTGRESQLDIR>/examples/datafiles/complete.nc',  

'mytable',  

'((va lues (my_int_column integer 33)  

(my_text_column char ñhelloò) 

(my_float_column smallfloat 3.44)))' );  

 

map: this term allows a caller to control the column into which an attribute is 

stored. Each sub-term of map specifies an attribute name and a column name. 

The following statement loads a GIEF file, specifying the destination columns 

of two different attributes: 

SELECT  

GRDFromNC('<POSTGRESQLDIR>/examples/datafiles/complete.nc',  

'mytable',  

'((map x(:authority xmyFirstColumn)(air_temp:units xmySecondC 

olumn )))' );  
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tile_sizes: this term sets the tile  parameter for the GRDValue that is created. 

SELECT  

GRDFromNC('<POSTGRESQLDIR>/examples/datafiles/complete.nc',  

'test_table',          

'((tile_sizes 2 3 2 1))');  

 

geo: this term allows a caller to supply georeferencing information not found in 

the source GIEF file. The geo term may include sub-terms for the affine 

transformation, srid or srtext, and translation. The following two statements 

illustrate the geo term, the first one using an srid and the second one using 

srtext. 

SELECT  

GRDFromNC('<POSTGRESQLDIR>/examples/datafiles/nogeoref.nc',  

'test_geo_table',          

'((geo x(srid x3)(affine_transformation x1 0 0 0 0 1 1 0 0 0  

0 1.2  0 0 0 1.3)(translation x30 32 5 0 )))');  

 

SELECT  

GRDFromNC('<POSTGRESQLDIR>/exam ples/datafiles/nogeoref.nc',  

'test_geo_table',  

'((geo X(srtext x"GEOGCS[@GCS_WGS_1984@,DATUM[@D_WGS_1984@,S 

PHEROID[@WGS_1984@,6378137.0,298.257223563]],PRIMEM[@Green  

wich@,0.0],UNIT[@Degree@,0.0174532925199433]]")(affine_tra  

nsformation  1 0 0 0 0 1 1 0 0 0 0 1.2  0 0 0 1.3)(transla  

tion x30 32 5 0 )))');  

 

Inserting Satellite Swath Data Using SQL  

The GRDValueFromSexpr() function can be used to create a satellite swath 

data GRDValue by adding a (satelliteParameters) term. The 

(satelliteParameters) term has the following subterms: 

¶ (numLines integer_value) 

¶ (samplesPerLine integer_value) 

¶  (rEquator  radius_in_meters) 

¶ (rPolar  radius_in_meters) 

and either 

¶ (perSampleSetAngle value_in_decimal_degrees) 

¶ (orbitalInfo  
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¶ (position (x y z) (x y z) ... (x y z)) 

¶ (orientation (x y z) (x y z) ... (x y z)) 

¶ (spinAxis (x y z) (x y z) ... (x y z))) 

or 

¶ (perSampleSetAngle value_in_decimal_degrees) 

¶ (lonLatInfo  

¶ (fovIndices firstIndex secondIndex thirdIndex) 

¶ (lonLats  

¶ ((longitude latitude)(longitude latitude)(longitude latitude)) 

¶ ... one of these for each scan line 

¶ ((longitude latitude)(longitude latitude)(longitude latitude)))) 

or 

¶ (rationalFuncInfo  

¶ (centerLon center_longitude) 

¶ (centerLat center_latitude) 

¶ (lonFromRowCol rational_function_terms) 

¶ (latFromRowCol rational_function_terms) 

¶ (rowFromLonLat  rational_function_terms) 

¶ (colFromLonLat  rational_function_terms)) 

where rational_function_terms include: 

¶ (offset offset_value) 

¶ (scale scale_value) 

¶ (numerator  p0 [... [ p9]])     ī numerator coefficients 

¶ (denominator q0 [... [q9]])   ī denominator coefficients. 
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The meaning of the subterms in a rationalFuncInfo term are explained in detail 

in Appendix L on page 287. 

 
bcsgrid=# CREATE TABLE grids(gridval GRDVALUE);  

CREATE TABLE 

bcsgrid= # INSERT INTO grids(gridval) VALUES(grdvaluefromsexpr(  

 '((satelliteParameters (numLines 3)  

 (samplesPerLine 2048)  

 (perSampleStepAngle 0.0541)  

 (rEquator 6378135)  

 (rPolar 6356750.52)  

 (orbitalInfo  

 (position  

 ( - 0.7496016637 0.4865016679 0.695238066 4)  

 ( - 0.7494770058 0.4864786472 0.6953879555)  

 ( - 0.7458534276 0.4858056579 0.6997378995))  

 (orientation  

 (0.6592203123 - 0.4315293789 - 0.6158010839)  

 (0.6591067038 - 0.4315080613 - 0.6159376154)  

 (0.6558996386 - 0.4309052431 - 0.6197711961))  

 (spinAxis  

 (0.6127609145 - 0.1663766637 0.772556061)  

 (0.6128743445 - 0.1664625439 0.7724475771)  

 (0.6160925024 - 0.1688075585 0.7693724954)))))'));  

INSERT 0 1  

bcsgrid=# INSERT INTO grids(gridval) VALUES(grdvaluefromsexpr(  

  '((satelliteParameters (numLines 3)  

 (samp lesPerLine 2048)  

 (perSampleStepAngle 0.0541)  

 (rEquator 6378135)  

 (rPolar 6356750.52)  

 (lonLatInfo  

 (fovIndices  25 1025 2025)  

 (lonLats   

 (( - 57.71900 - 35.97210)( - 73.70270, - 39.72860)  

  ( - 90.74120, - 41.09200))  

 (( - 57.72400, - 35.96330)( - 73.70590, - 39.71 910)  

  ( - 90.74190, - 41.08250))  

 (( - 57.72910, - 35.95450)( - 73.70910, - 39.70950)  

  ( - 90.74260, - 41.07300))))))'));  

INSERT 0 1  

bcsgrid=# SELECT * FROM grids;  

 

gridval  

-------  

header=589;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=1;blendType=0;storage =0;support_missing=1;srid= - 10;tile=1,1,1,  

512;samples=1,1,3,2048;finalDims=1,1,3,2048;gridWrap=0,0,0,0;ble  

ndValue=0;startPt=0,0,0,0;basis0=0,0,0,1;basis1=0,0,1,0;basis2=0  

,1,0,0;basis3=1,0,0,0;fieldIds=0;fieldTypes=8;dimNames="time","l  

evel","line","sampl e";fieldNames="dummyField";nonuniflags=0,0,0,  

0; metaDataType=1; numLines=3;samplesPerLine=2048;perSampleStepAng  

le=0.0541;rEquator=6378135;rPolar=6356750.52;  position= - 0.749601   

6637:0.4865016679:0.6952380664,0.7494770058:0.4864786472:0.69538  

Example:  
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79555, - 0.74585 34276:0.4858056579:0.6997378995;orientation=0.6592   

203123: - 0.4315293789: - 0.6158010839,0.6591067038: - 0.4315080613:0.   

6159376 154,0.6558996386: - 0.4309052431: - 0.6197711961;spinAxis=0.6   

127609145: - 0.1663766637:0.772556061,0.6128743445: - 0.1664625439:0   

.77244 75771,0.6160925024: - 0.1688075585:0.7693724954;epilog=111,2   

22;blob=0;file=30 ;filelen=25933;  

  

header=529;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=1;blendType=0;storage=0;support_missing=1;srid= - 10;tile=1,1,1,  

512;samples=1,1,3,2048;finalDi ms=1,1,3,2048;gridWrap=0,0,0,0;ble  

ndValue=0;startPt=0,0,0,0;basis0=0,0,0,1;basis1=0,0,1,0;basis2=0  

,1,0,0;basis3=1,0,0,0;fieldIds=0;fieldTypes=8;dimNames="time","l  

evel","line","sample";fieldNames="dummyField";nonuniflags=0,0,0,  

0; metaDataType=2; numLines= 3;samplesPerLine=2048;perSampleStepAng   

le=0.0541;rEquator=6378135;rPolar=6356750.52;  fovIndices=25,1025   

,2025;lonLatSamples= - 57.719: - 35.9721, - 73.70269999999999:39.7286,   

- 90.74120000000001: - 41.092, - 57.724: - 35.9633, - 73.7059: - 39.7191, - 9  

0.7419: - 41.0825, - 57.7291: - 35.9545, - 73.70910000000001: - 39.7095, - 9  

0.7426: - 41.073;epilog=111,222;blob=0;file=31 ;filelen=25873;  

 



B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

74  

 

Inserting Grids Using the C API  

The previous section described how to load data from a GIEF file into a 

database table. It is also possible to build the contents of a GRDValue in a C 

program and then use the libpq library to insert the resulting GRDValue into a 

table. 

The following diagram illustrates this process:  

float a[]

dimensions

GRDValueI
GRDValue as

char array

(client order)
float b[]

GRDValue GRDValue

(server order) as

GRD_Lvarchar

GRDValue

as char array

client

server

Data Storage Model

 

1. A client C program creates a data structure called a GRDValueI and 

populates it with values from its local arrays. The GRDValueI is a 

straightforward C data structure containing pointers to several variable 

length arrays. 

2. The client then converts the GRDValueI to a GRDValue stored as an 

array of bytes. The GRDValue is an alternate representation of the 

GRDValueI, one in which all the data exists in a contiguous area of 

memory and does not contain any pointers. 

3. The libpq API is used to ship the array of bytes from the client to the 

server, which repacks the array of bytes as a GRD_LVarChar structure. 

4. The server produces a new version of the GRDValue that has the 

serverôs byte order.  

Notes:  
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5. The entire GRDValue is written to a file-based blob. Typically, a 

reference to the blob is then stored in a table or used by another 

function. 

Example Using the C API Library  

Descriptions of the specific methods and constants used in the C API can be 

found in the include (.h ) files found in <POSTGRESQLDIR>/clientincludes/ . 

1. The C API occasionally uses GRD_INTEGER and other GRD_types, 

which are used to guarantee the same number of bits on different 

architectures. These types are defined in the file grdDataTypes.h .  

2. This section describes functions for:  

¶ creating and viewing the contents of a GRDValueI,  

¶ creating a GRDSpecI,  

¶ converting between a GRDValueI and a GRDValue, and  

¶ converting a GRDSpecI to a GRDSpec.  

Functions for viewing the contents of a GRDSpecI and converting a 

GRDSpec to a GRDSpecI are available in the C API library but are not 

described here, since they have no role in writing client applications. 

The following libpq program inserts a small grid into the gridtesttable in a 

database called bcsgrid. This program (called loadExampleFloat.c ) can be 

found in the <POSTGRESQLDIR>/examples/ c/api  directory. Before running 

this program, set the PGDATABASE and PGUSER environment variables and run 

ñmake all ò, following by the script defineTables.csh , both from within the 

<POSTGRESQLDIR>/examples/ c  directory. These commands will build the 

executables and create the files and tables needed by the examples. 

 

#include <string.h>  

#include <stdio.h>  

#include <stdlib.h>  

 

#include <libpq - fe.h>  

#include <grdError.h>  

#include <grdValueI.h>  

#include <grdStorage.h>  

#include <grdTransfer.h>  

#include "openPGConnection.h"  

 

 

PGconn *conn;  

Notes:  
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GRDValueI *BuildGRDValue()  

{  

 static double startPt[] = { 0, 0, 0, 0 };  

 static GRD_INTEGER numSamples[] = { 4, 4, 8, 8 };  

 int i, j, k, m;  

 static GRD_INTEGER tileSizes[grdMaxDIMENSIONS] = {  

 1, 2, 4, 4 };  

 float *dataP;  

 GRDValueI *theValue;  

 

 th eValue = GRDValueINew();  

 

 GRDValueISetDims(theValue, numSamples);  

 GRDValueISetStartPt(theValue, startPt);  

 GRDValueISetFinalDimensions(theValue, numSamples);  

 GRDValueISetSrid(theValue, 0);  

 GRDValueISetTileSize(theValue, tileSizes);  

 GRDValueIDisableMis sing(theValue);   

 

 GRDValueISetDimName(theValue, 0, "dim0");  

 GRDValueISetDimName(theValue, 1, "dim1");  

 GRDValueISetDimName(theValue, 2, "dim2");  

 GRDValueISetDimName(theValue, 3, "dim3");  

 

 GRDValueIAppendField(theValue, 5, grdFieldREAL4);  

 GRDValueISet DimUnitName(theValue,2,òdegrees_northò); 

 GRDValueISetDimUnitName(theValue,2,òdegrees_northò); 

 dataP = (float *)GRDValueIGetFieldData(theValue, 0);  

 for( i = 0; i < numSamples[0]; i++ ) {  

 for( j = 0; j < numSamples[1]; j++ ) {  

 for( k = 0; k < numSamples [2]; k++ ) {  

 for( m = 0; m < numSamples[3]; m++ ) {  

 *dataP = i*1000 + j*100 + k*10 +m;  

 dataP++;  

 }  

 }  

 }  

 }  

 GRDValueISetFieldName(theValue, 0, " pressure ");  

 GRDValueISetFieldUnitName(theValue,0,òmillibarsò); 

 return theValue;                       

}  

 

void LoadGridToTable(GRDValueI *p)  

{  

 PGresult *res;  

 ExecStatusType status;  

 Oid paramTypes[1];  

 const char *paramValues[1];  

 int paramLengths[1];  

 int paramFormats[1];  

 char *bin;  

  

 PQexec( conn, "DELETE FROM gridtesttable" );  
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 res = PQexec( conn,  

"SELECT oid FROM pg_type WHERE typname =  

'grdvalue'");  

 paramTypes[0] = atoi( PQgetvalue(res, 0, 0) );  

 

 bin = GRDValueIToVarBinary(p);  

 paramValues[0] = bin;  

 paramLengths[0] = GRDValueIGetTransferSize(p);  

 paramFormats[0] = 1;  

 

 printf( "Loading grid... " );  

 res = PQexecParams( conn,  

  "INSERT INTO gridtesttable VALUES($1)",  

  1,  

  paramTypes,  

  paramValues,  

  paramLengths,  

  paramFormats,  

  1 );  

 status = PQresultStatus( res );  

 if( res == NULL || status != PGRES_COMMAND_OK )  

 {  

  printf( "failed \ n" );  

  exit(99);  

 }  

 printf( "successful \ n" );  

}  

 

int main(int argc, char *argv[])  

{  

 GRDValueI *theValue;  

 

 conn = openConnection();  

 

 theValue = BuildGRDValue();  

 LoadGridToTable(theValue);  

 

 PQfinish( conn );  

 exit(0);  

}  

 

 

Inserting Satellite Swath Data Using C 

Creating a GRDValue containing a satellite image is a two step process: 

creating a GRDSatelliteParms structure and then associating that structure with 

a GRDValueI. 

First, declare a GRDSatelliteParms structure and assign it values using the 

following routines (defined in grdSatelliteParms.h) 

void GRDSatParmsSetEllipsoid( GRDSatelliteParms *p,  

       double rEquator, double rPolar);  
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void GRDSatParmsSetSampleWidth( GRDSatelliteParms  *p,  

       int numLines, int samplesPerLine );  

void GRDSatParmsSetStepAngle (GRDSatelliteParms *p,  

        double perSampleStepAngle);  

 

and either 

void GRDSatSetOrbitalSamples( GRDSatelliteParms  *p,  

       GRDTuple3 *position,  

  GRDTuple3 *orientation,  

       GRDTuple3 *spinAxis);  

 

or  

void GRDSatSetLonLatSamples( GRDSatellitePa rms  *p,  

       int fovIndex1, int fovIndex2, int fovIndex3,  

       GRDLonLatPair *scanPositions);  

 

The GRDTuple3* arguments in GRDSatSetOrbitalSamples should be arrays of 

GRDTuple3 (the number of elements in each array being equal to numLines). 

A GRDTuple3 is a structure holding an array of 3 doubles (x, y, and z 

components). 

The GRDLonLatPair* argument in the GRDSatSetLonLatSamples is an array 

of longitude/latitude pairs, three for each scan line. 

The next step is to associate the GRDSatelliteParms structure with the 

GRDValueI. Do that by calling the following routine: 

void GRDValueISetSatellite(GRDValueI *grdvaluei,  

GRDSatelliteParms *p);  

 

The GRDValueISetSatellite call copies the contents of the GRDSatelliteParms 

argument, except for the GRDTuple3 arrays. 

The arrays must be valid for the lifetime of the GRDValueI and are 

automatically freed by disposing of the GRDValueI (i.e., by calling 

GRDValueIDispose). 

Inserting Grids Using the Java API  

Overview  

The Java API provides an alternative to the C API. It doesnôt provide any 

greater power than the C API, but it is more vendor-neutral, it is easier to use, 

and can be used directly inside Java 2 Enterprise Edition (J2EE) beans. 
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Inserting GRDValueôs into a table using the Java API involves three steps: 

1. connecting to a server through JDBC, 

2. building a GRDValue, and 

3. inserting a GRDValue into a table. 

The following subsections describe these three steps. These subsections, 

together with the Javadocs for the Java API, should enable most programmers 

to make effective use of the BCS Grid Extension using Java. The code in these 

subsections can be found in the directory 
<POSTGRESQLDIR>/examples/java/SimpleInsert.java  

These subsections assume the following import statements: 

import java.sql.*;  

import java.util.*;  

import co m.barrodale.grid.*;  

 

Connecting Through JDBC  

The usual way to open a JDBC connection is first to ensure that the JDBC 

driver has been loaded (as a class) and then to use the JDBC driver manager to 

establish a connection. The JDBC driver manager is responsible for ensuring 

that the correct JDBC driver has been matched to a particular database server, 

setting login timeouts, and logging connections.  

The opening of the driver class can even be handled by the driver manager: a 

user can specify a class name using the JDBC driverôs system property. The 

JDBC driverôs system property is loaded from the ~/.hotjava/properties  

files, allowing individual users to tailor an application to use a particular driver 

without changing the application itself. 

The PostgreSQL JDBC driver does not have the ability to map Java object 

types to database object types. As a workaround, GRDValue and GRDSpec 

types are converted to byte arrays, the byte arrays shipped to the server, and 

then special functions are explictly invoked to convert the byte arrays to 

GRDValueôs or GRDSpecôs. 

public Connection getConnection(String hostName, int port,  

String database, String userName, String password) throws  

java.sql.SQLException, java.lang.ClassNotFoundException,  

java.lang.InstantiationExceptio n,   

java.lang.IllegalAccessException  

{  

   // load driver  

   Class.forName("org.postgresql.Driver");  
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   String url = "jdbc:postgresql://" + hostName + ":" +  

port + "/" + database;  

   Connection conn = DriverManager.getConnection(url,  

userName, passwor d);  

   return conn;  

}  

 

JDBC objects should be properly disposed of via their close methods once they 

are no longer needed since they are often tied to resources on the database 

server. The Java specification promises that the dispose method of all objects 

will be invoked before the objects are reclaimed, but it does not guarantee that 

objects will actually be reclaimed during the life of the program. Unclosed 

ResultSet objects, in particular, can block subsequent queries, even those 

originating inside the same program. 

Building Grids on the Client  

Grids are built on the client by means of the following process: 

1. creating instances of subclasses of com.barrodale.grid.AbstractField, 

2. populating the subclasses with data, 

3. instantiating a GRDValue object and populating it with metadata, and 

4. adding the AbstractDataField subclasses to the GRDValue object. 

In the code below, two objects of AbstractDataField subclasses are created: one 

is capable of holding floats, and the other is capable of holding shorts. The float 

field has its values set using a vector position, while the short field has its 

values set using a linear position. The two methods are equivalent, and the use 

of both is purely for the sake of example. 

The AbstractDataField class assumes that all elements are valid until indicated 

otherwise. While assigning values to the subclasses, we may mark some of the 

elements as being not valid. An element being marked as not valid is analogous 

to an element in a netCDF file having the fillValue. 

public GRDValue build Grid() {  

   int xSize = 40, ySize = 30, zSize = 20, tSize = 3;  

   int fieldIdA = 2;  

   int fieldIdB = 3;  

 

   int[] fieldDim = new int[] {tSize, zSize, ySize, xSize};  

   Real4Field pressureField = new Real4Field(fieldIdA,  

                "Pressure",fieldDi m);  

   //  

   // set value by vector position  

   //  

   int [] position = new int[GRDValue.numDIMENSIONS];  
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   for(position[0] = 0; position[0] < tSize; position[0]++ ) {  

     for(position[1] = 0; position[1] < zSize; position[1]++ ) {  

        for(position[2]  = 0; position[2] < ySize; position[2]++  

            ) {  

           for(position[3] = 0; position[3] < xSize;  

               position[3]++ ) {  

             if( ... /* some expression  ) {  

                float someValue = ... /* some expression */  

                pressureField.setElement(position, someValue);  

             }  

             else {  

                pressureField.setValid(position, false);  

             }  

      }  

    }  

     }  

   }  

 

   Int2Field themeField = new Int2Field(fieldIdB, "theme",  

        fieldDim);  

   //  

   // set value by linear position  

   //  

   int totalLen = tSize*zSize*ySize*xSize;  

   short [] themeValues = new short[totalLen];  

   for(int i = 0; i < totalLen; i++ ) {  

      if( ... /* some expression */ ) {  

        themeValues[i] = ... /* some expression */  

      }  

      else {  

         themeField.setValid(i, false); // mark as missing  

      }  

   }  

   themeField.setFieldData(themeValues);  

 

   //  

   // create GRDValue and add fields to it.  

   //  

   GRDValue gValue = new GRDValue();  

   gValue.setNumSamples(fieldDim);  

   gValue.setStartPt( new double [] {0, 0, 0, 0});  

   //  

   // establish a reverse diagonal so that a grid coordinate  

   // of the form [t,z,y,x] gets mapped to a spatial coordinate  

   // of the form [x,y,z,t].  

   //  

   fo r(int i = 0; i < GRDValue.numDIMENSIONS; i++ ) {  

      double [] basis = new double [ GRDValue.numDIMENSIONS];  

      basis[ GRDValue.numDIMENSIONS - i - 1] = 1;  

      gValue.setBasisVector(i, basis);  

   }  

   gValue.addField(pressureField);  

   gValue.addField (themeField);  

   return gValue;  
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}  
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Inserting Grids into a Table  

The PostgreSQL JDBC driver does not do data type mappings, so inserting 

grids requires converting the grid to a byte array on the client side and then 

converting the byte array on the server side (see Connecting Through JDBC on 

page 79). 

public void insertGrid(GRDValue gValue, String tableName, String  

columnName, Connection con)   

throws java.sql.SQLException  

{  

      PreparedSta tement pstmt = null;  

      try {  

 

         String pstmtSQL = "INSERT INTO " + tableName + "("  +  

               columnName + ") VALUES(grdvaluefrombinary(?))";  

         pstmt = con.prepareStatement(pstmtSQL);  

         pstmt.setObject (1, gValue.toBytes()) ;  

         pstmt.executeUpdate();  

    pstmt.close();  

 

      } catch( java.sql.SQLException e1 ) {  

    if( pstmt != null ) {  

             pstmt.close();  

         }  

    throw e1;  // rethrow the exception  

      }  

}  
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Inserting Data Using GRDFromGIEFMem  

The following example illustrates how to use Java and the 

GRDFromGIEFMem user-defined routine (defined on page 65) to insert data 

into a table. This code can be found in the directory 
<POSTGRESQLDIR> /examples/java/GRDFromGiefMem.java  

package javagridapiexamples;  

import java.sql.*;  

import com.barrodale.grid.*;  

 

public class GRDFromGiefMem {  

     

    private final static String hostName = " xxx ",  

            databaseName = " xxx ",  

            userNa me = " xxx ",  

            password = "",  

            tableName = " xxx ",  

            fileName = " xxx ",  

            driverName = "org.postgresql.Driver";  

    private final static int port = xxxx ;  

     

     

    private static Connection buildConnection(String host, int  

            port, String databaseName, String userId,  

            String password)  

            throws java.sql.SQLException,  

             java.lang.ClassNotFoundException {  

                Class.forName(driverName);  

        String url = "jdbc:p ostgresql://" +  

                host + ":" + port + "/" + databaseName;  

         

        Connection conn = DriverManager.getConnection(url,  

            userId, password);  

        return conn;  

    }  

     

    private static byte [] readRawFile(String filepa th) throws  

            java.io.IOException{  

        // get the length of the file  

        java.io.RandomAccessFile f= new  

            java.io.RandomAccessFile(fileName, "r");  

        long sizeToRead = f.length();  

        f.close();  

         

        // re ad the file into an array of byte.  

        java.io.FileInputStream in = new  

            java.io.FileInputStream( filepath);  

        byte [] buffer = new byte[(int)sizeToRead];  

        in.read(buffer);  

        in.close();  

         

        return buffer;  
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    }  

     

    private static void insertIntoTable(Connection conn, String  

          tablename, byte [] netcdfAsBytes)  

    throws java.sql.SQLException {  

        java.sql.PreparedStatement st = conn.prepareStatement(  

             "SELECT GRDFromGiefMem(?,?) "  

                );  

        st.setBytes(1, netcdfAsBytes);  

        st.setString(2, tablename);  

        st.execute();  

        st.close();  

    }  

     

    public static void main(String args[]) {  

        try {  

            byte [] netcdfAsBytes = readRawFile( fileName);  

            Connection conn = buildConnection(hostName, port,  

               databaseName, userName, password);  

            insertIntoTable(conn, tableName, netcdfAsBytes);             

            conn.close();  

        } catch( java.sql.SQLExce ption e1) {  

            System.out.println( e1.toString());  

        } catch( java.lang.ClassNotFoundException e2 ) {  

            System.out.println( e2.toString());  

        } catch( java.io.IOException e3) {  

            System.out.println( e3.toString());  

        }                 

    }  

}  

 

Inserting Satellite Swath Data Using Java  

Creating a GRDValue containing a satellite image is a multi-step process: 

creating a GRDSatelliteParms object, populating it, and then associating the 

object with a GRDValue object. 

First, create a GRDSatelliteParms object. The constructor's arguments are the 

number of scan lines and the number of samples per scan line. 

public GRDSatelliteParms(int numLines, int samplesPerLine);  

 

Next, associate the perSampleStepAngle value and spheroid values using: 

public void setSampleStepAngle(double angle);  

public void setSpheroid(double rEquator, double rPolar);  

 

Add the position, orientation, and spin axis values using: 

public void appendPosition( double x, double y, double z);  

public void a ppendOrientation(double x, double y, double z);  

public void appendSpinAxis(double x, double y, double z);  
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Each of these calls is made once each scan line. 

Alternatively, specify longitude/latitude tuples using: 

public void setFovIndices(int index0, int in dex1, int index2);  

public void appendLonLatSample(double lon, double lat);  

 

The call to setFovIndices is made once. The call to appendLonLatSample is 

made three times per scan line. 

Finally, add the GRDSatelliteParms object to a GRDValue object using the 

GRDValue Objects setSatelliteParms method. 

public void setSatelliteParms( GRDSatelliteParms satParms);  
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Fast and Simple Ingestion  

A very simple and efficient way of loading gridded data into a database is to 

use the GRDImportRaw function: 

function GRDImp ortRaw(metadata_filename char, rawdata_filename 

char, tablename char) returns void : this function reads in raw data and 

associated metadata and constructs a GRDValue that is placed in a specified 

table. The table must have a column called ñgridò of type GRDValue as well as 

any columns that are explicitly referenced in the metadata file.  

Appendix M (page 295) describes a utility that can be used to convert netCDF 

files into a form that can be loaded with the GRDImportRaw function. 

The Raw Data File  

The raw data file contains a stream of ñtile orderedò binary values. By ñtile 

orderedò we mean that order of the data reflects a serialization of each tile in 

the grid, one tile after another. As an example, consider a grid with two fields, 

ñfield1ò and ñfield2ò, grid dimensions 1x1x4x6, and tile dimensions 1x1x2x3, 

as shown below: 

 
 

 

The correct order of the data in the raw data file would be (spaces and carriage 

returns are only present for readability reasons): 

a11,a12,a13, a21,a22,a23, b11,b12,b13, b21,b22,b23,  

a14,a15,a16, a24,a25,a26, b14,b15,b16, b24,b25,b26,  

a31,a32,a33, a41,a42,a43, b31,b32,b33, b41,b42,b44,  

a34,a35,a36, a44,a45,a46, b34,b3 5,b36, b44,b45,b46  

 

In the simplest case, a single field, with tiles of dimensions 1x1x1xN, where N 

is a factor of the most minor grid dimension (6 in the example above), this is 

simply a dump of the contents of a multidimensional array. 

field1 

a11 a12 a13 a14 a15 a16 

a21 a22 a23 a24 a25 a26 

a31 a32 a33 a34 a35 a36 

a41 a42 a43 a44 a45 a46 

field2 

b11 b12 b13 b14 b15 b16 

b21 b22 b23 b24 b25 b26 

b31 b32 b33 b34 b35 b36 

b41 b42 b43 b44 b45 b46 
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If the components of the tile size do not evenly divide into the grid dimensions, 

as in the below picture, some tiles in the grid will be only partially full. 

 

The partially filled tiles must be padded to the same size as the fully filled tiles, 

requiring that the raw data file look like that below (the Xôs represent values 

outside the grid): 

a11,a12,a13,a14, a21,a22,a23,a24, b11,b12,b13,b14, b21,b22,b23,b24  

a15,a16,X,X, a24,a25,a26,X,X, b15,b16,X,X, b24,b25,b26,X,X  

a31,a32,a33,a34, a41,a42,a43,a4 4, b31,b32,b33,b34, b41,b42,b44,b44  

a35,a36,X,X, a45,a46,X,X, b35,b36,X,X, b45,b46,X,X  

 

There is one exception to this: if the tiles have a dimension of 1x1x1xN, the 

partially filled tiles arenôt padded. 

The format of values depends on their type, it is simply the native binary 

representation used by the C compiler for a particular datatype.  

The following C source code demonstrates writing out a pair of arrays in tile 

ordering. It aims more for simplicity and generality than speed. The binary data 

is written to stdout, which must be redirected to a file. 

#include <stdio.h>  

 

#define ARITY (4)   /* number of dimensions in a grid */  

#define FILL_VALUE ( - 9999)  

 

#define GRID_DIM0 (1)  

#define GRID_DIM1 (1)  

#define GRID_DIM2 (4)  

#define GRID_DIM3 (6)  

 

#define TILE _DIM0 (1)  

#define TILE_DIM1 (1)  

#define TILE_DIM2 (2)  

#define TILE_DIM3 (4)  

 

#define TILE_IS_SKINNY (TILE_DIM0==1 && TILE_DIM1==1 &&  

    TILE_DIM2==1)  

field1 

a11 a12 a13 a14 a15 a16 

a21 a22 a23 a24 a25 a26 

a31 a32 a33 a34 a35 a36 

a41 a42 a43 a44 a45 a46 

field2 

b11 b12 b13 b14 b15 b16 

b21 b22 b23 b24 b25 b26 

b31 b32 b33 b34 b35 b36 

b41 b42 b43 b44 b45 b46 
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writeFloatTile(float 

vals[GRID_DIM0][GRID_DIM1][GRID_DIM2][GRID_DIM3],  

               int corner[ARITY ])  

{  

   int p0, p1, p2, p3;  

   float outVal;  

   int end0 = corner[0] + TILE_DIM0;  

   int end1 = corner[1] + TILE_DIM1;  

   int end2 = corner[2] + TILE_DIM2;  

   int end3 = corner[3] + TILE_DIM3;  

   for( p0 = corner[0];  p0 < end0; p0++ ){  

     for( p1 = corn er[1];  p1 < end1; p1++ ){  

       for( p2 = corner[2];  p2 < end2; p2++ ){  

         for( p3 = corner[3];  p3 < end3; p3++ ){  

            if( TILE_IS_SKINNY ||  

                ( p0 < GRID_DIM0 &&  

                  p1 < GRID_DIM1 &&  

                  p2 < G RID_DIM2 &&  

                  p3 < GRID_DIM3 )) {  

                  outVal = vals[p0][p1][p2][p3];  

            }  

            else {  

                  outVal = FILL_VALUE; /* our missing value */  

            }  

            fwrite(&outVal, sizeof(vals[0][0][0 ][0]), 1,  

    stdout);  

         }  

       }  

     }  

   }  

}  

 

int main() {  

  float field1[GRID_DIM0][GRID_DIM1][GRID_DIM2][GRID_DIM3];  

  float field2[GRID_DIM0][GRID_DIM1][GRID_DIM2][GRID_DIM3];  

  int corner[4];  

  int i;  

 

  /* put some data in the arrays */  

  for( i = 0; i < sizeof(a)/sizeof(a[0][0][0][0]); i++ ) {  

      ((float *)field1)[i] = i;  

      ((float *)field2)[i] = i*i;  

  }  

 

  /* dump the arrays */  

  for(corner[0] = 0; corner[0] < GRID_DIM0; corner[0]+=  

  TILE_DIM0){  

    for(corner[1] = 0; corner[1]  < GRID_DIM1; corner[1]+=  

   TILE_DIM1){  

      for(corner[2] = 0; corner[2] < GRID_DIM2; corner[2]+=  

    TILE_DIM2){  

        for(corner[3] = 0; corner[3] <  

     GRID_DIM3;corner[3]+=TILE_DIM3){  

           writeFloatTile(field1, corner);  
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           write FloatTile(field2, corner);  

        }  

      }  

    }  

  }  

   

  return 0;  

}  

/* end of C code */  

 

The Metadata File  

The metadata file is a java style properties file, which is to say that it consists of 

a set of key=value pairs, one per line.  

¶ Lines may be terminated dos style (carriage-return line-feed pair) or 

unix style (line-feed). 

¶ Any text following a ó#ô is considered a comment and ignored. 

¶ If the last character on a line is a ó\ô, the next line is treated as being a 

continuation of the current line (useful for satellite parameters). 

¶ The case of keys is ignored by the function, but using mixed case results 

in more readable properties files. 

¶ Only a certain set of properties are expected inside the properties file; 

unexpected properties will trigger an error message since they usually 

mean that a typo has been made. The properties expected depend on 

whether the properties file represents a grid with a satellite coordinate 

system or a regular coordinate system. 

¶ Values that represent tuples may be separated by spaces or commas, or 

by both. 

 

Properties Specific to Satellite Coordinate Systems  (i.e., grids containing 

satellite images)  

Any metadata file that contains at least one property whose key is of the form 

ósatellite.*ô is assumed to define a grid with a satellite coordinate system. Such 

grids have dimensions 1 x 1 x NumScanLines x SamplesPerScanLine. 

The satellite specific properties are: 

¶ satellite.numLines: the number of scan lines in the file, the third 

dimension. 
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¶ satellite.samplesPerLine: the number of samples per scan line, the 

fourth dimension. 

¶ satellite.perSampleStepAngle: the angle sweep between each sample on 

a scan line, in degrees. 

¶ satellite.requator: the major ellipsoid axis, in meters (not kilometers). 

¶ satellite.rpolar: the minor ellipsoid axis, in meters (not kilometers). 

and either 

¶ satellite.orbitalInfo.position: the normalized ECF coordinates for each 

scan line. The normal usage is put each ECF coordinate on a separate 

line, using ó\ô characters to continue the lines. 

¶ satellite.orbitalInfo.orientation: the unit vectors defining the satelliteôs 

orientation at each scan line. 

¶ satellite.orbitalInfo.spinAxis: the spin axis of the sensor on the satellite 

at each scan line. 

or  

¶ satellite.lonLatInfo.fovIndices: the indexes of the three elements of a 

scan line that correspond to the lonLats values. The minimum value is 

0, and maximum value is satellite.samplesPerLine-1. 

¶ satellite.lonLatInfo.lonLats: three longitude/latitude pairs (in degrees) 

for each scan line. These values must correspond to the samples indexed 

by fovIndices.  

 

Properties Specific to Regular Coordinate Systems   

Grids with a regular coordinate system (geographic and projected) have the set 

of parameters listed below: 

¶ srid: an srid referencing one of the rows in the 

bcsgrid.spatial_references table. 

¶ srtext: the spatial reference text that describes the grids coordinate 

system. This property is mutually exclusive with the srid property. 

Either an srtext property or an srid property must be provided. 

¶ translation: a 4-tuple representing a translation in the specified 

coordinate system. 
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¶ affine_transformation: a 16-tuple that provides rotation and scaling in 

the specified coordinate system. 

¶ dim_sizes: a 4-tuple defining the shape of the grid. 

¶ coord_wraps: an optional 4-tuple indicating whether a particular 

dimension wraps around.  

¶ nonuniform0: an optional list of nonuniform samples for the first 

dimension. 

¶ nonuniform1: an optional list of nonuniform samples for the second 

dimension. 

¶ nonuniform2: an optional list of nonuniform samples for the third 

dimension. 

¶ nonuniform3: an optional list of nonuniform samples for the fourth 

dimension. 

Properties That Apply to Any Grid  

¶ dim_names: an optional list of dimension names. 

¶ dim_uniti: optional unit for the i
th
 dimension (i = 0,1,2, or 3). 

¶ endian: an optional field indicating the endian of the raw data being 

imported; it is no longer necessary that the endian of the client and 

server agree. Possible values are 

¶ big 

¶ little 

¶ field_names
24

: the names of the fields in the grid. 

¶ field_uniti: optional unit for the ith field (i between 0 and 

number-of-fields ï 1). 

¶ field_types: an optional list of the types of the fields of the grid. If this 

property is not present, the field types are assumed to be all float. The 

                                                                        

24 Before version 3.0.0.1, the RAW Import facility handled only a single field. Therefore this property was 

called ófield_nameô rather than field_names. The preferred use is now ófield_namesô, but the use of 

`field_nameô is still supported.  The same is true for the `fill_valuesô property. 
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following values are accepted for types (values on same line are aliases 

for each other): 

¶   int1, byte 

¶   int2, short 

¶   int4, int 

¶   uint1, ubyte 

¶   uint2, ushort 

¶   uint4, uint 

¶   real4, float 

¶   real8, double 

¶ fill_values: an optional list of fill values for the grid. 

¶ tile_length: a single value defining the shape of the grids tiles as 

1x1x1xN. 

¶ tile_sizes: a four-tuple defining the shape of the grids tiles. Either a 

tile_length or a tile_sizes property must be defined, but not both. 

¶ id: an optional 8 byte integer value that identifies the grid. 

¶ column.columnName: a value to be stored in column ócolumnNameô in 

the table.  

There are a number of example metadata files in the examples/rawImport 

directory, the most basic of which is shown below: 

srid= - 1 

translation=10,20,100,200  

affine_transformation=0,0,0,1, 0,0,1,0, 0,1,0 ,0, 1,0,0,0  

dim_sizes=2,2,5,20  

dim_names=dima dimb dimc dimd  

tile_length=10  

id=12343567890  

column.intcol=4  

column.floatcol=494.94  

nonuniform0=1000,1003  

field_name=zoogy  

field_type=float  
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Fast and Simple Grid Insertion Using the C API  

The following C function can be used to perform raw data ingestion from a C 

client application: 

int GRDLoadRawData(PGconn *connection,   char *metaDataFilename, 

char *gridDataFilename, char *tableName);  

 

This function is a client version of the GrdImportRaw server function. It allows 

files client file system in the Raw format to be loaded into grids on the server. It 

has the following return codes:  

GRDRawData_meta_ERROR : the meta data file was not found or was 

not readable. 

GRDRawData_grid_ERROR : the grid data file was not found or was 

not readable. 

GRDRawData_blob_ERROR : there was an error transferring the files 

to blobs on the server. The most likely problem is a full (or corrupted) 

file system on the server. The database server's serverlog 

(<POSTGRESQLDIR>/data/serverlog ) should be examined. 

GRDRawData_import_ERROR : This error indicates that something 

went wrong in the process of transferring the imported blobs into grids. 

This could be caused by problems with table name (misspelt or no 

permissions to insert into the table), or bad data files. 

GRDRawData_SUCCESS : the import was a success. 

The grdLoadRawData.h  file, located in directory  

<POSTGRESQLDIR>/clientincludes , must be included to use this function. 

The program <POSTGRESQLDIR>/examples/ c/api/loadRawData.c provides 

an example of using this function. 
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Tips on Managing Grids as GRDValueõs 

Choosing the Dimensionality of a GRDValue  

Consider an application where data is collected on a latitude-longitude grid, at 

specific atmospheric levels (elevations), every few hours on a continual basis. 

This data could be partitioned into GRDValueôs in several ways; the following 

list suggests some of these: 

1. The data could be stored in a series of 4-dimensional 

latitude/longitude/elevation/time grid, with up to a fixed number of time 

values in each grid25. 

2. The data could be stored in a series of 3-dimensional 

latitude/longitude/elevation grids, with each grid corresponding to a 

particular time value. 

3. The data could be stored in a collection of 3-dimensional 

latitude/longitude/time grids, with each grid corresponding to a 

particular elevation and each holding data for a fixed number of time 

values. 

4. The data could be stored in a collection of 2-dimensional 

latitude/longitude grids, with each grid corresponding to a particular 

elevation and time value. 

Consider the following factors in deciding which of these alternatives to 

choose: 

¶ Is interpolation along a particular dimension required?  It is easier to 

interpolate within a GRDValue than between GRDValueôs, so if 

interpolation in elevation is required, then choose options 1 or 2 over 3 

or 4.  

¶ What is the relationship between the collection of grid dimensions and 

application, non-grid data?  Since each database row (and hence column 

value such as a GRDValue) represents a single logical object, database 

design can get very complicated if logically distinct objects are forced 

into the same row. Similarly, the design can get over-complicated if a 

single logical object is split over several rows. 

                                                                        

25 GRDValueôs have a pre-allocated size, so the maximum number of sample points in each dimension 

(including time) is fixed when the GRDValue is created.  
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¶ How is the data collected or generated?  Are certain combinations of 

dimensions more logical than other combinations? 

Choosing the Dimensional Extents for a GRDValue  

Considering the example from the previous section, the following questions 

remain to be answered: 

1. How should the spatial extents be tiled into GRDValueôs?  For example, 

should the entire spatial extent be covered by the same GRDValue, or 

should the area be partitioned into several GRDValueôs? 

2. How many time values should be included in each GRDValue? 

3. How many elevation values should be included in each GRDValue? 

The same factors of relevance to the previous section are relevant to these 

questions as well. In addition, for a continually changing dimension such as the 

time dimension, the following should be considered: 

¶ If sample positions are to be re-used, then pick a number of sample 

positions that correspond to some logical unit. For example, if sample 

positions occur every 1 hour along the time dimension, then pick a 

number of sample positions that corresponds to a day, a week, a month, 

etc.  

Unl oading / Archiving GRDValue Data  

It is sometimes desired to export particular rows of a database, e.g.: 

¶ If GRDValue sample positions are continually being re-used (as in the 

time example in the previous section), then there may be an audit 

requirement to save a snapshot of the data in that sample position before 

the data is over-written. 

¶ Some GRDValueôs or portions of GRDValueôs are needed by some 
external applications. 

If the amount of data being exported is sufficiently small, then the standard  

PostgreSQL psql copy command can be used. Note, though, that this command 

requires that several copies of the textual representation of the GRDValue 

being exported be able to fit in memory simultaneously. 

Alternatively, GRDValueôs of arbitrary size can be exported using the 

GRDRowToGIEF command as discussed in Retrieving Data Using GIEF and 

SQL on page 108. 
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Chapter 5: Retrieving Data 

from the Database  

This chapter begins by discussing the types of extractions one might wish to 

perform on a database of gridded data. It then presents the various mechanisms 

available for using the BCS Grid Extension to extract data. Finally, it describes 

some special types of grid extraction: radial extraction, grid fusion, and 

extraction by geolocation.  

Types of Database Extraction  

In traditional database systems, it is usually, but certainly not always, the case 

that data elements are extracted as is. That is, the elements that are extracted 

from a database are structurally the same as those that were earlier inserted. 

This is often not the case with databases that use the BCS Grid Extension. 

Usually the GRDValueôs that are extracted from the database are in some way 

modified during the extraction process. Some examples of modification are: 

¶ the extracted GRDValue might have fewer dimensions than the 

GRDValue from which it is extracted (i.e., it is a slice), 

¶ the extracted GRDValue might have smaller extents than the 

GRDValue from which it is extracted (i.e., it is a subset), 

¶ the extracted GRDValue might have finer or coarser sample positions 

on one or more of the dimensionôs extents than the GRDValue from 

which it is extracted (i.e., it is a resampling), 

¶ the extracted GRDValue might have a different spatial reference system 

than the GRDValue from which it is extracted (i.e., it might be a 

reprojection), 

Chapter  

5 
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¶ the extracted GRDValue might have a different axis orientation than the 

GRDValue from which it is extracted (e.g., it might be a rotated grid or 

a radial slice), and 

¶ the extracted GRDValue might be an aggregation of several database 

GRDValueôs. 

Retrieving Data Using the SQL API  

The SQL API consists of a set of SQL functions that are bound to SQL C-

language functions. The SQL API can be used directly, or it can be used in 

conjunction with the C API or the Java API, which deal with the data types 

used for application programming. 

Examining a GRDValue  

function GRDGetAffineTransform(grid GRDValue)  returns double 

precision[] :  this function returns the affine transform of a grid as an array of 

floating-point vectors. 

function GRDGetAffineTransformFlat(grid GRDValue)  returns double 

precision[]:  this function returns the affine transform of a grid as an array of 

16 values (this version is needed for JDBC support). 

function GRDGetDimNames(grid GRDValue)  returns text[]:   this 

function returns the names of the dimensions of a grid in a 4-tuple of text 

strings. 

function GRDGetDimSizes(grid GRDValue)  returns integer[]:   this 

function returns the number of samples in the dimensions of a grid as a 4-tuple 

of integers. 

function GRDGetFieldNames(grid GRDValue)  returns text[]:   this 

function returns the field names of a grid as a list of text strings. 

function  GRDGetID(grid GRDValue)  returns bigint : this function returns 

the ID value stored inside a GRDValue. 

function GRDGetNonuniform(grid GRDValue, dimNum integer)  returns 

double precision[]:   this function returns the nonuniform step array for one 

of the grid dimensions, where the second argument is the dimension number (1-

4). 

function GRDGetNumFields(grid GRDValue)  returns integer:   this 

function returns the number of fields from a grid. 
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function GRDGetResolution(grid GRDValue, dimNum integer)  returns 

double precision:   this function returns the resolution along one of the grid 

dimensions, where the second argument is the dimension number (1-4). This 

value is equal to the distance between consecutive grid points along that 

dimensionôs axis. The computation of the distance is based purely on the affine 

transform of the grid, and does not reflect any spacing resulting from 

nonuniform axis sampling26. 

function GRDGetSrid(grid GRDValue)  returns integer:   this function 

returns the SRID of the projection system the GRDValue is in. Given the SRID, 

the spatial reference text can be retrieved from the bcsgrid.spatial_references 

table (by selecting on column spatial_references.srid) 

function GRDGetStartPoint(grid GRDValue)  returns double 

precision[]:   this function returns the start point (i.e., translation) of a grid as 

a 4-tuple of floating-point values. 

function GRDGetTileSize(grid GRDValue)  returns integer[]:   this 

function returns the internal tile size for a grid as a 4-tuple of integers. 

function GRDGetWraps(grid GRDValue)  returns integer[]:   this 

function returns the dimension wrap-around status of a grid as a 4-tuple of 

integers (a value of zero means that wrap-around status is off). 

function GRDValueOutputData(grid GRDValue)  returns char:   this 

function returns the GRDValue data and metadata components as formatted 

text. It returns a maximum of 2KB of text. 

function GRDValueOutputData(grid GRDValue, maxsize integer)  

returns char:   this function returns the GRDValue data and metadata 

components as formatted text. The amount of text returned is the smaller of the 

value specified and the full amount required to completely represent the 

GRDValue components. 

function GRDValue_Out(grid GRDValue)  returns cstring:   this function 

is implicitly used when the server needs to convert a GRDValue to a textual 

representation. By default, it returns a string providing only the metadata of the 

grid. If GRDValueSetLongForm() has been called, GRDValue_Out will 

produce a text string that has both the metadata and the gridded data. Note that 

                                                                        

26 Note that the values along a grid axis that has been rotated so that it crosses spatial and non-spatial 

dimensions have no meaningful units. For example, consider a grid with dimensions pressure, latitude, 

and longitude. If this grid is rotated so that the base no longer lies in the latitude/longitude plane, the 

previously vertical axis will have a pressure component and a spatial component (and no meaningful 

units). 
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the type returned, cstring, is incompatible with JDBC; use GRDValue_OutText 

explicitly if you need to get the header information using JDBC. 

function GRDValue_OutText(grid GRDValue) returns char:  This 

function is identical to GRDValue_Out, except that it returns a datatype that is 

understood by JDBC to be a string. 

function  GRDValueSetLongForm() returns void : This function causes 

GRDValue_Out and GRDValue_OutText to produce strings that contain the 

gridded data instead of references to the file-based blob. 

function  GRDValueSetShortForm()  returns void: This function causes 

GRDValue_Out and GRDValue_OutText to produce strings that reference the 

file-based blob instead of the gridded data. (This is the default.) 

function  GRDValueToBinary(grid GRDValue) returns bytea : This 

function converts a GRDValue to an array of bytes. This function is used when 

sending a GRDValue to the database through JDBC. 

function  GRDValueFromBinary(gridData bytea) returns GRDValue : 

This function constructs a GRDValue from an array of bytes. This function is 

used when getting a GRDValue from the database through JDBC. 

Extracting a GRDValue  

function GRDExtract(source GRDValue, spec GRDSpec)  returns 

GRDValue:   this function builds and returns a new GRDValue that contains 

information taken from the source GRDValue parameter, modified in a manner 

defined by the spec GRDSpec parameter. A complete description of GRDSpec 

syntax and its use in directing GRDExtract can be found in Appendix D on 

page 223. 

function GRDExtractAsBytes(source GR DValue, spec GRDSpec)  

returns bytea:   this function constructs and returns the byte representation of 

a GRDValue that contains information taken from the source GRDValue 

parameter, modified in a manner defined by the spec GRDSpec parameter. It 

avoids the overhead of creating a new GRDValue object, should be used in 

client applications when extracting data (and not storing it back in the 

database).  See the Java example on page 116. 

function  GRDSpecFromBinary(specAsBy tes bytea) returns GRDSpec : 

this function converts an array of bytes into a GRDSpec. It is used when 

sending a GRDSpec to the server from a JDBC client.  

function  GRDSpecToBinary(spec GRDSpec) returns bytea : this function 

converts a GRDSpec to an array of bytes. Its common use is to support java-
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based test programs that build GRDSpec's on the server and then transfer them 

to the client. 
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Dimension Inheritance  

It is sometimes desirable to extract data without specifying the full set of grid 

extraction conditions to be used. As an example, consider the following case: 

¶ The source grids have planar extents that cover an entire country, and 

have nonuniformly-spaced altitude and time dimensions,   

¶ The altitude and time dimension values for different source grids may 

be different, 

¶ The grids to be built cover a smaller region than that covered by the 

source grids, and 

¶ The altitude and time dimension values in the source grids are to be 

retained in the grids to be built (i.e., interpolation in time and altitude is 

not to be performed). 

This type of query can be implemented using dimension inheritance, a feature 

through which a GRDSpec can direct that extracted grids are to inherit the size 

and nonuniform sampling of a source grid dimension. Dimension inheritance is 

directed by using a value of 0 as the size of the dimension to be inherited. In 

this example, the time and altitude dimensions should use dimension 

inheritance. 

The following conditions must exist in order for dimension inheritance to be an 

option: 

1. The association between a size-specified-as-0 dimension in the 

GRDSpec and a dimension (the inherited dimension) in the GRDValue 

is based on the relationship between the affine transformation specified 

in the GRDSpec and the affine transformation present in the source 

GRDValue. Specifically, motion in the direction of a size-specified-as-0 

dimension in the GRDSpec must map to motion in the direction of a 

single dimension of the GRDValue. Note that this is a weaker condition 

than requiring that each grid dimension must map to one and only one 

real-world dimension. 

2. The inherited dimension in the GRDValue must be nonuniform. 

3. The component of the GRDValueôs translation corresponding to the 

inherited dimension in the GRDValue should either be zero or have the 

same value as the component of the GRDSpecôs translation vector 

corresponding to the size-specified-as-0 dimension in the GRDValue. 
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The following GIEF file defines a source grid with nonuniform time and level 

dimensions: 

netcdf giefSingleVarExample {  

dimens ions:  

        time = 1 ;  

        level = 26 ;  

        lat = 181 ;  

        lon = 360;  

variables:  

        double time(time) ;  

        double level(level) ;  

        float hgt(time, level,lat,lon) ;  

                hgt:_FillValue = 9.96921e+36f ;  

 

// global at tributes:  

      :Conventions = "GIEF";  

                :dtg = "2002031312" ;  

                :lvl_type = "isbr_lvl" ;  

                :model_name = "NOGAPS" ;  

                :geom_name = "global_4x6" ;  

                :unit_name = "K" ;  

                : srtext =  

"GEOGCS[\ "GCS_North_American_1927 \ ",DATUM[ \ "D_North_American_192  

7\ ",SPHEROID[ \ "Clarke_1866 \ ",6378206.4,294.9786982]],PRIMEM[ \ "Gr  

eenwich \ ",0],UNIT[ \ "Degree \ ",0.0174532925199433]]" ;  

                :affine_transformation =  

                   0.0 , 0.0, 0.0, 1.0,  

                   0.0, 0.0, 1.0, 0.0,  

                   0.0, 1.0, 0.0, 0.0,  

                   1.0, 0.0, 0.0, 0.0;  

                :translation = 0.0, - 90.0, 0.0, 0.0;  

data:  

 

time = 731907;  

 

level = - 1000, - 975, - 950, - 925, - 900, - 850, - 800 , - 750, - 700, - 650, -  

600, - 550, - 500, - 450, - 400, - 350, - 300, - 250, - 200, - 150, - 100, - 70, - 50, -  

30, - 20, - 10;  

 

 hgt =...  

}  

 

Example:  
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The following completely defined query (i.e., one not using dimension 

inheritance) gets all the data at a particular latitude-longitude location from the 

grid:  

SELECT GRDExtract(grid,  

'((translation 10.5 15.5 0 0)(dim_names time level lat  

lon)(variables hgt)(dim_sizes 1 26 1 1)(nonuniform time   

731907)(nonuniform level - 1000 - 975 - 950 - 925 - 900 - 850 - 800 ï 

750 - 700 - 650 - 600 - 550 - 500 - 450 - 400 - 350 - 300 - 250 - 200 - 150  

- 100 - 70 - 50 - 30 - 20 - 10))'::GRDSpec )  

FROM gieftable;  

 

In cases where the affine transforms of the GRDValue and GRDSpec are 

identical (or the affine transform of the GRDSpec is not set), the 

nonuniforminherit  tag can be used to get the nonuniform spacings of the 

dimensions. However, the size of the inherited dimensions must still be set: 

SELECT GRDExtract(grid,'((translation 10.5 15.5 0 0)(dim_names  

time level lat lon)(variables hgt)(dim_sizes 1 26  

1)(nonuniforminherit time level ))'::GRDSpec)  

FROM gieftable;  

 

The same result, with greater generality, can be accomplished using dimension 

inheritance: 

SELECT GRDExtract(grid,'((translation 10.5 15.5 0 0) (variables  

hgt)(dim_sizes 0 0 1 1))'::GRDSpec) FROM gieftable;  

 

Additional Supp ort Functions  

function  GRDGetVersion()   returns cha r: this function returns the version 

of the Grid Extension shared library as a string of the form 

"major_version.feature_update.bugfix_update.0". For example, for version 

3.0.0.0, the function returns the string "3.0.0.0". 

function GRDSetWorkingDir(workingDir char)  returns integer:   this 

function sets the working directory on the database server for the current 

connection. The workingDir  string is prepended onto any filenames passed to 

GRDFromGIEF, GRDFromNC, and GRDRowToGIEF, provided the filenames 

do not start with a ó/ô character. The workingDir  string must be an absolute 

path to an existing directory. Zero is returned if the function is successful. An 

error is thrown if the call is not successful. 

function GRDGetWorkingDir()  returns char:   this function returns the 

working directory for the current connection. An error is thrown if the working 

directory has not already been set. The working directory is an absolute path on 

the database server. 
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function GRDTrim(blankPaddedText char)  returns char:   this function 

is capable of trimming white space (preceding, internal and following) from a 

text string, and replaces @ characters with double quotes. The standard SQL 

trim function does not operate on the char data type and is limited to strings of 

up to 256 characters long; it also doesnôt remove internal spaces. This function 

is useful when trying to compare a literal string to the srtext column of the 

bcsgrid.spatial_references table. 

function GRDGenSrid(srtext char) returns void:   this function 

generates an entry in the bcsgrid.spatial_references table for a particular 

instance of spatial reference text, if that entry has not already been created. It is 

occasionally needed before running GRDRowToGIEF. (See Getting Grid 

Metadata on page 106.)27   

This function establishes its own transaction, so it must not be run from inside a 

transaction. The srtext may have @ characters in place of embedded double 

quotes, following the convention for srtext in S-expressions.  

function GRDIsWholeSphere(grid GRDValue)  returns boolean:   This 

function determines whether or not a grid represents the entire sphere. 

Currently, this function handles only geographical coordinate systems (i.e., 

lat/long); it will always return false for a projected coordinate system. 

function GRDPurgeSrCache()  returns void:   As a performance 

optimization mechanism, the BCS Grid Extension maintains a private in-

memory cache of the most recently referenced entries of the 

bcsgrid.spatial_references table. If entries in the spatial_references table are 

deleted or modified, the GRDPurgeSrCache function should be invoked in 

order to prevent other Extension functions from using obsolete information. 

function GRDSecsToTime(timeInSeconds integer)  returns char:   

returns the textual representation of a Unix time value (seconds since midnight 

on January 1, 1970) in datetime format (year to seconds). This function is 

useful in formulating geodetic time queries. 

                                                                        

27 Data can only be projected to mapping projections described by the spatial_references table. These 

mapping projections can only be added while inside a transaction. A transaction cannot be started while 

executing a SELECT statement. Most uses of the GRDRowToGIEF function are done within a SELECT 

statement. This prevents the GRDRowToGIEF function from being able to add elements to the 

spatial_references table itself. 
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function GRDSecsToTime(startTime integer, endTime integer)  

returns char:   this function converts a temporal interval, expressed as two 

Unix time values to a text string. 

function GRDSridFromText(srtext char, x1 double precision, y1 

double precision, x2 double precision, y2 double precision)  

returns integer :  this function adds an entry to the 

bcsgrid.spatial_references table for srtext. The other arguments (x1, y1, x2, y2) 

are ignored. This function returns the SRID of the specified srtext. Due to table 

locking issues in PostgreSQL, it is sometimes useful to use GRDGenSrid to 

first ensure an entry exists in the spatial_references table, and then 

GRDSridFromText to find it. 

function GRDTestProject(srcSrid integer, destSrid integer, coord 

char)  returns char:   this function is used to test reprojection for 

non-satellite grids. The coord argument is a string in the form ñlongitude 

latitudeò or ñx yò and the return value has the same format. 

function  GRDTestProject(srcGrid GRDValue, destSrid integer, 

coord char) returns char:  this function is used to test reprojection for 

satellite image grids. The coord argument is a string in the form ñx yò 

(representing pixel coordinates) and the return value has the form ñlongitude 

latitudeò or ñx yò depending on whether the destSrid represents geographics or 

a projected coordinate system. 

function  GRDTestProject(srcSrid integer, destGrid GRDValue, 

coord char) returns  char:  this function is used to test reprojection for 

satellite image grids. The coord argument is a string in the form ñlongitude 

latitudeò or ñx yò (depending on whether the srcSrid represents geographics or 

a projected coordinate system) and the return value has the form ñx yò 

(representing pixel coordinates). 

Getting Grid Metadata  

The metadata for a grid may be obtained by selecting the appropriate column as 

text from the table, as in the following example: 

 SELECT mygridcolumn from mygridtable; 

The mechanism behind this is the serverôs implicit use of the GRDValue_Out 

function to cast the grid to text. This function has somewhat nonstandard 

default functionality in that it does not output the GRDValue data component. 

Instead, by default, it outputs just the GRDValue metadata component, thereby 

preventing accidental text conversion of grids when examining tables using 

tools like psql. As illustrated above (page 38), call GRDValueSetLongForm 
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before issuing the SELECT command in order to display grid data as well as 

metadata 

Note that the above statement needs to be modified before it can be executed 

through JDBC. In the JDBC case, it would read: 

 SELECT GRDValue_OutText(mygridcolumn) from mygridtable; 
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Retrieving Data Using GIEF and SQL  

A GIEF file is exported by executing the GRDRowToGIEF or 

GRDRowToGIEFMem routine. The GRDRowToGIEF function has the 

following definition: 

 FUNCTION GRDRowToGIEF(  

  fileName char, --  file name  

  tableName char, --  table name  

 whereCond  char , --  an SQL where condition that  

    --  uniquely identifies the row in 

    --  the  table.  

  gridSpec GRDSpec --  specification of what to extract  

 ) RETURNS integer;  

 

The file name must be the path of the file to be written. The table name is the 

name of the table from which the grid is extracted. The GRDSpec indicates 

which fields, and what portions of them, are to be extracted from the specified 

grid. 

The GRDRowToGIEFMem function returns a bytea value rather than creating 

a file; it has the following definition: 

 FUNCTION GRDRowToGIEFMem(  

  tableName char, --  table name  

 whereCond char, --  an SQL where condition that  

    --  uniquely identi fies the row in 

    --  the table.  

  gridSpec GRDSpec --  specification of what to extract  

 ) RETURNS bytea;  

 

An example of calling GRDRowToGIEFMem from a Java program can be 

found in the section Extracting Data Using GRDRowToGIEFMem on page 

122. 

When calling GRDRowToGIEF or GRDRowToGIEFMem, it is simplest to 

express the GRDSpec as an S-expression text string and then cast it to 

GRDSpec via the double-colon operator (this avoids having to link in any 

special libraries). See Appendix D on page 223 for a complete description of 

how to use GRDSpecôs to extract gridded data into a GIEF file. 

bcsgrid=# DROP TABLE gieftab;  

DROP TABLE 

 

bcsgrid=# C REATE TABLE gieftab(field_names varchar(100),  

                     dim_names varchar(100),  

                     g_s_string varchar(30),  

                     g_an_int integer,  

                     g_a_float float,  

Example:  
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                     fillvalues double prec ision [],  

                     l_air_temp__unit_type varchar(20),  

                     grid GRDValue);  

CREATE TABLE 

 

bcsgrid=# SELECT  

GRDFromGIEF('/opt/postgres/examples/datafiles/complete.nc',  

'gieftab');  

 

 grdfromgief  

-------------  

  

(1 row)  

 

bcsgrid= # /x  

Expanded display is on.  

 

bcsgrid=# SELECT * FROM gieftab;  

- [ RECORD 1 ] ---------  

field_names           | air_temp  

dim_names             | column,row, level , time  

g_s_string            | 2002031312  

g_an_int              | 1  

g_a_float             | 1.2  

fi llvalues            | {9.96920996838687e+36}  

l_air_temp__unit_type | kelvin  

grid                  |  

header=374;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid=1;tile=1,1,1,4;  

samples=3,4,1,4;finalDims =3,4,1,4;gridWrap=0,0,0,0;blendValue=0;  

startPt=30,32,5,0;basis0=1,0,0,0;basis1=0,1,0,0;basis2=0,0,1,0;b  

asis3=0,0,0,1;fieldIds=0;fieldTypes=8;dimNames="column","row"," l  

evel "," time ";fieldNames="air_temp";nonuniflags=0,0,1,1;nonunisam  

ple3=1000300;nonunisa mple4=0,5,6,10;epilog=111,222;blob=0;file=5  

2 ;filelen=0;  

 

bcsgrid=# SELECT GRDRowToGIEF(  

'/opt/postgres/examples/datafiles/mygief2.nc',  

'gieftab', 'g_an_int = 1',  

'((translation 0 0 0 0)(dim_names dim0 dim1 dim2 dim3)(dim_sizes 

2 10 10 1)(affine_transf ormation 1 0 0 0 0 1 0 0 0 0 1 0 0 0 0 

1)(interpolation (dim0 linear) (dim1 linear) (dim2 linear) (dim3 

linear)))'::GRDSpec);  

 

- [ RECORD 1 ]+ --  

grdrowtogief | 0



B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

110  

 

Retrieving Data Using the C API  

The C API uses the model illustrated below for extracting data:  

dimensions GRDSpecI
GRDSpec
(client order) as

var binary

GRDValue
GRDSpec
(server order)

GRDSpec
(client order)

as GRD_Lvarchar

client

server

GRDValueIGRDExtract

GRDValueI

GRDValue

(server order)

GRDValue

(client order) as

GRD_Lvarchar

server

client

GRDValue
(client order)

asvar binary
GRDValueI

float a[]

float b[]

GRDSpecI

Data Extraction

Model

 

1. A GRDSpecI data structure is created and populated by a client 

application. Like the GRDValueI, the GRDSpecI is a straightforward C 

data structure with pointers to handle variable length components.  

2. The GRDSpecI is converted to a GRDSpec (an alternate representation 

that uses a contiguous block of memory and no pointers). 

3. Through the C API (libpq), the GRDSpec is passed to the server, which 

constructs a new version with the serverôs byte order. 

4. The GRDExtract UDR on the server is called with the GRDSpec and a 

GRDValue from which to extract. 

Notes:  
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5. Internally, the GRDExtract UDR unpacks the GRDSpec into a 

GRDSpecI, the header of the GRDValue into a GRDValueI, and builds 

a new GRDValueI, converts the new GRDValueI into a GRDValue, 

and returns the GRDValue. 

6. The server computes a new GRDValue that has the clientôs byte order. 

7. The client program receives the GRDValue from the server, unpacks it 

into a GRDValueI, and copies the contained data into local arrays. 

Examples of using C programs to extract grids can be found in the Demo 

programs, as described in on page 253.  

Getting Grid Metadata  

While the metadata for a grid may be examined by using the functions 

described in Examining a GRDValue on page 98, a simpler way is just to 

perform a SQL ñSELECTò on the grid column: 

 SELECT mygridcolumn FROM mygridtable;  

 

The mechanism behind this is the serverôs implicit use of the GRDValue_Out 

function to cast the grid to text. This function has somewhat nonstandard 

functionality in that it does not output the GRDValue data component. Instead 

it outputs just the GRDValue metadata component, thereby preventing 

accidental text conversion of grids when examining tables using tools like psql. 

Thus, the GRDValue_Out method does not produce data that GRDValue_In 

can rebuild into a new grid. If the results are requested as binary, then 

GRDValueToBinary is applied instead, which produces a binary version of the 

entire grid. 

Accessing the GRDValue Id Value  

As of version 3.0.0.0, an 8 byte integer Id can be stored in each GRDValue 

upon its creation. The following functions access the Id field in a GRDValueI 

structure. On Linux systems, a GRDInt8 is defined to be a long long int. 

 void GRDValueISetId( GRDValueI *grdvaluei, GRDInt8 id );  

 GRDInt8 GRDValueIGetId( GRDValueI *p );  

 void GRDSpecISetId( GRDSpecI *grdspeci, GRDInt8 id );  

 GRDInt8 GRDSpecIGetId( GRDSpecI *p );  
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Retrieving Data Using the Java API  

The basic tasks for using the Java API to extract gridded data are: 

1. connecting to a server through JDBC; 

2. locating grids; 

3. building a GRDSpec; 

4. fetching and extracting grids; and 

5. getting data from a grid. 

The following subsections introduce the Java API for grid extraction. Together 

with the Javadocs for the Java API and the SQL API, these subsections should 

enable most programmers to make effective use of the BCS Grid Extension 

from Java. These subsections assume the following import statements: 

import java.sql.*;  

i mport java.util.*;  

import com.barrodale.grid.*;  

 

Connecting Through JDBC  

The usual way to open a JDBC connection is first to ensure that the JDBC 

driver has been loaded (as a class) and then to use the JDBC driver manager to 

establish a connection. The JDBC driver manager is responsible for ensuring 

that the correct JDBC driver has been matched to a particular database server, 

setting login timeouts, and logging connections.  

The opening of the driver class can even be handled by the driver manager: a 

user can specify a class name using the JDBC driverôs system property. The 

JDBC driverôs system property is loaded from the ~/.hotjava/properties  

files, allowing individual users to tailor an application to use a particular driver 

without changing the application itself. 

The PostgreSQL JDBC driver does not have the ability to map Java object 

types to database object types. As a workaround, GRDValue and GRDSpec 

types are converted to byte arrays, the byte arrays shipped to the server, and 

then special functions are explictly invoked to convert the byte arrays to 

GRDValueôs or GRDSpecôs. 
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public Connection getConnection(String hostName, int port,  

    String serverName, String database,  

String userName, String password)  

throws java.sql.SQLException, java.lang.Clas sNotFoundException,  

java.lang.InstantiationException,  

java.lang.IllegalAccessException  

{  

   // load driver  

   Class.forName("org.postgresql.Driver");  

 

   String url = "jdbc:postgresql://" + hostName +  

":" + port + "/" + database + ";";  

 

   Connection co nn = DriverManager.getConnection(url,  

userName, password);  

 

   return conn;  

}  

 

JDBC objects should be properly disposed of via their close methods once they 

are no longer needed since they are often tied to resources on the database 

server. The Java specification promises that the ñdisposeò method of an object 

will be invoked before the objectôs memory is reclaimed; however, it does not 

guarantee that this memory will actually be reclaimed during the life of the 

program. Unclosed ResultSet objects, in particular, can block subsequent 

queries, even those originating inside the same program. 

Locating Grids  

The basic location question is which grids overlap a region of interest. This 

question is resolved by methods in the SQL API, but the Java API does provide 

some support for defining regions via the RangeText class. 

The RangeText class is used to build S-expressions defining rectilinear regions 

that are aligned with the coordinate system axes (i.e., they are not oblique). 

These S-expressions can then be cast into GRDValue objects or GRDBox 

objects on the server, and then used with the georeferencing functions. 

When specifying time and level, the RangeText class allows the use of the 

RangeText.ANY constant for either the upper bound or lower bound. In the 

code below, this is used to issue a query that finds grids that overlap a 

particular area, above a particular elevation, and before a particular time. 

Note the use of the '&&' operator to relate the GRDBox values. PostgreSQL 

requires the use of special operators for indexes to be used, rather than named 

functions. The '&&' operator provides indexed 'overlap' support for GRDBoxôs. 

The following example can be found in 
<POSTGRESQLDIR>/examples/java/SimpleBoxIndex.java   
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public List findGrids(double minLon, double minLat,  

double maxLon, double maxLat, Connection con,  

String srtext, String tableName,  

String gridColumnName,  

String boxColumnName, String idColumn)  

throws SQLException {  

 

RangeText roi = new RangeText();  

roi.setSWNE( minLat, minLon, maxLat, maxLon );  

roi.setTime(RangeText.ANY, 1e9);  

roi.setLevel(RangeText.ANY, 1e9);  

roi.setSrText(srtext);  

String roiString = roi.toString();  

 

String queryText = "SELECT " + idColumn + " FROM " +  

tableName +  

" WHERE " +  

boxColumnName +  

" && '" + roiString +  

"'::GRDBox a nd GRDOverlap(" +  

gridColumnName + ",'" +  

roiString + "'::GRDValue)" ;  

ResultSet rs = null;  

PreparedStatement pstmt = null;  

try {  

pstmt = con.prepareStatement(queryText);  

rs = pstmt.executeQuery();  

List resultList = new ArrayList();  

while( rs.next()) {  

res ultList.add(new Integer(  

rs.getInt(1)));  

}  

rs.close();  

pstmt.close();  

return resultList;  

} catch( java.sql.SQLException e1 ) {  

if( rs != null ) rs.close();  

if( pstmt != null ) pstmt.close();  

throw e1;  

}  

}  

 

For the more general case of non-aligned regions of interest, it is a relatively 

simple matter to build a GRDValue that represents the region and pass the 

GRDValue to the database, rather than building the GRDValue on the server 

from the RangeText string. 

Example  
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Building a GRDSpec  

The GRDSpec type is used to specify what portions of a grid should be 

extracted, how the grid should be sampled, what coordinate system the data 

should be reprojected to, which fields should be kept, etc. Building a GRDSpec 

is very similar to building a GRDValue, with the exception that it doesnôt get 

loaded with Grid Data, just metadata. 

The following code demonstrates building a basic GRDSpec. 

public GRDSpec buildGrdSpec() {  

int xSize=2; int ySize=3; int zSize=2, tSize = 1;  

  GRDSpec gSpec = new GRDSpec();  

  gSpec.setNumSamp les(new int[] {tSize, zSize, ySize, xSize});  

  gSpec.setFieldNames(new String[] {"Pressure"});  

  gSpec.setIdentityBasis();  

  gSpec.setStartPt(new double[] {0,0,0,0});  

  return gSpec;  

}  

 

Fetching and Extracting Grids  

Fetching grids with the PostgreSQL JDBC driver is done by first converting the 

GRDValue to a bytea type on the server, and then reconstructing the 

GRDValue from the associated byte array on the client. This example can be 

found in <POSTGRESQLDIR>/examples/java/SimpleFetch.java  

public GRD Value fetchGrid(Connection conn, String tableName,  

String gridColumnName, String idColumn, int rowId)  

throws SQLException {  

String queryText = "SELECT grdvaluetobinary(" + gridColumnName +  

 ") FROM " + tableName + " WHERE " + idColumn + " = " +  

rowid ;  

 

    PreparedStatement pstmt = null;  

    ResultSet rs = null;  

 

    try {  

       pstmt = conn.prepareStatement(queryText);  

       rs = pstmt.executeQuery();  

 

       GRDValue resultGrid = null;  

       if( rs.next()) {  

byte [] rawBytes = rs.getBytes(1);  

resul tGrid =  

(GRDValue)AbstractValue.fromBytes(rawBytes);   

       }  

       rs.close();  

       pstmt.close();  

  return resultGrid;  

   }  

Example  

Example  
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   catch( SQLException e1 ) {  

      if( rs != null ) rs.close();  

      if( pstmt != null) pstmt.close();  

      throw e1;  

   }  

}  

 

Extracting grids follows the same pattern, except it needs to send a GRDSpec 

object to the server, and invoke GRDExtract or GRDExtractAsBytes. The 

following equivalent examples can be found in 
<POSTGRESQLDIR>/examples/java/SimpleExtract.java  and 

<POSTGRESQLDIR>/examples/java/SimpleExtractAsBytes.java, 

respectively.  

public GRDValue extractGrid(Connection conn, String tableName,  

String gridColumnName, GRDSpec spec)  

throws SQLException {  

 

String queryText = "SELECT GRDValueToBinary(GR DExtract(" +  

gridColumnName + ",GRDSpecFromBinary(?))) FROM " +  

tableName;  

 

PreparedStatement pstmt = null;  

ResultSet rs = null;  

try {  

pstmt = conn.prepareStatement(queryText);  

pstmt.setBytes(1, spec.toBytes());  

rs = pstmt.executeQuery();  

GRDValue resultGr id = null;  

if( rs.next()) {  

   byte [] valueAsBytes = rs.getBytes(1);  

   resultGrid =  

   (GRDValue)AbstractValue.fromBytes(valueAsByte);  

}  

rs.close();  

pstmt.close();  

return resultGrid;  

} catch( SQLException e1 ) {  

if( rs != null ) rs.close();  

if( pstmt != null ) pstmt.close();  

throw e1;  

}  

}  

 

public GRDValue extractGrid(Connection conn, String tableName,  

String gridColumnName, GRDSpec spec)  

throws SQLException {  

 

String queryText = "SELECT GRDExtract AsBytes (" +  

gridColu mnName + ", GRDSpecFromBinary(?) ) FROM " +  

tableName;  

 

PreparedStatement pstmt = null;  

ResultSet rs = null;  

Example 

(GRDExtract ) 

Example 

(GRDExtractAsBytes ) 
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try {  

pstmt = conn.prepareStatement(queryText);  

pstmt.setBytes(1, spec.toBytes());  

rs = pstmt.executeQuery();  

GRDValue resultGrid = null;  

if( rs.next()) {  

   by te [] valueAsBytes = rs.getBytes(1);  

   resultGrid =  

   (GRDValue)AbstractValue.fromBytes(valueAsByte);  

}  

rs.close();  

pstmt.close();  

return resultGrid;  

} catch( SQLException e1 ) {  

if( rs != null ) rs.close();  

if( pstmt != null ) pstmt.close();  

throw e1;  

}  

}  
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Getting Data Out of a GRDValue  

Getting data out of a GRDValue is similar to the process of getting it in:  

1. first, an AbstractDataField is extracted from the database and cast to the 

appropriate subclass;  

2. then, data can be extracted from the field using vector grid coordinates.  

Using the gridCoordToSpatialCoord() method in the GRDValue, vector grid 

coordinates may be converted to spatial coordinates. 

public void printPressureGrid(GRDValue grid) {  

    Real4Field pressureField =  

(Real4Field)grid.getFi eldByName("Pressure");  

    int [] dims = grid.getNumSamples();  

    double [] spatialCoord = new double[  

   GRDValue.numDIMENSIONS];  

    int position[] = new int[GRDValue.numDIMENSIONS];  

    for(position[0] = 0; position[0] < dims[0];  

position[0]++ ) {  

 fo r(position[1] = 0; position[1] < dims[1];  

position[1]++ ) {  

        for(position[2] = 0; position[2] < dims[2];  

position[2]++ ) {  

          for(position[3] = 0; position[3] < dims[3];  

position[3]++ ) {  

            grid.gridCoordToSpatialCoord(position,  

spatialCoord);   

System.out.print(   "x = " + spatialCoord[0] +  

                              ", y = " + spatialCoord[1] +  

                              ", z = " + spatialCoord[2] +  

                              ", t = " + spatialCoord[3] +  

                              ", value = " );  

   

            if( pressureField.isValid(position)) {  

          float value = pressureField.getElement(position);  

     System.out.println(Float.toString(value));  

            }  

            else {  

               System.out.pri ntln("missing");  

            }  

          }  

    }  

      }  

    }  

}  
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While the getElementData() method gives direct access to the linear backing 

array used to hold data in the field, there is no method currently available to 

convert a linear position to a spatial coordinate. The getElementData() method 

will cause the allocation of the backing array, if it is not already allocated, so 

that the method never returns null. 

Accessing the GRDValue Id Value  

As of version 3.0.0.0, an 8 byte integer Id can be stored in each GRDValue 

upon its creation. The parent of class of GRDValue and GRDSpec has the 

following methods for getting and setting the Id. 

public void setId(long id);  

public long getId();  

 

Additional S -expression Generating Classes  

There are several S-expression generating classes, similar in nature to the 

RangeText class, but oriented around producing S-expressions for different 

server functions. Each of the paragraphs below describes a particular class, 

gives some sample code using it, and demonstrates the S-expression that would 

be produced using the sample code. 

GRDExtendText produces S-expressions for the GRDExtend server function. 

GRDExtendText t = new GRDExtendText();  

t.setDiscardData(true);  

t.setDimSizes( new int[] { 100, 7, 400, 700});  

t.setNonUniform ("time",  new double[] { 1, 2, 5, 10, 20, 30,  

100});  

System.out.println(t.toString());  

 

Output: 

((discard_data)(dim_sizes 100 7 400 700)(nonuniform time 1.0 2.0  

5.0 10.0 20.0 30.0 100.0))  

 

GRDFuseText produces S-expressions for the GRDFuse server function.  

GRDFuseText t = new GRDFuseText();  

t.setBlending(GRDFuseText.priority);  

t.setResolution(GRDFuseText.lowest);  

GRDSpec s = new GRDSpec();  

s.setStartPt(new double[] {1,2,3,4});  

t.setSpec(s);  

System.out.println(t.toString());  

 

Output: 
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((grdspec ((translati on 1.0 2.0 3.0 4.0)))(rules  

(priority)(resolution lowest)))  

 

 

GRDRadialSpecText produces S-expressions for the GRDRadialSpec server 

function. 

GRDRadialSpecText t = new GRDRadialSpecText();  

t.addInterpDimension("lat", "linear");  

t.setNonuniformR( new doubl e[] {1, 3, 4});  

t.setNonuniformZ( new double[] {5,6,7});  

t.setTranslation( new double[] { 0, 0, 0, 0});  

t.setDirection(30);  

System.out.println(t.toString());  

 

Output: 

((translation 0.0 0.0 0.0 0.0)(interpolation (lat  

linear))(nonuniform Z 5.0 6.0 7.0)(dim _r 3)(r_spacing  

1.0)(nonuniform Radius 1.0 3.0 4.0)(direction 30.0))  

 

GRDRadialCellSpecText produces S-expressions for the GRDRadialSpecCell 

server function. 

GRDRadialCellSpecText t = new GRDRadialCellSpecText();  

t.addInterpDimension("lat", "linear");  

t.s etDistance(10);  

t.setNonuniformZ( new double[] {5,6,7});  

t.setTranslation( new double[] { 0, 0, 0, 0});  

t.setDirection(30);  

System.out.println(t.toString());  

 

Output: 

((translation 0.0 0.0 0.0 0.0)(interpolation (lat  

linear))(nonuniform Z 5.0 6.0 7.0)(dis tance 10.0)(direction  

30.0))  
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GRDRadialSetSpecText produces S-expressions for the GRDRadialSetExtract 

server function. 

GRDRadialSetSpecText t = new GRDRadialSetSpecText();  

t.addInterpDimension("lat", "linear");  

t.setNonuniformR( new double[] {1, 3, 4});  

t.setNonuniformZ( new double[] {5,6,7});  

t.setTranslation( new double[] { 0, 0, 0, 0});  

t.setAngleSet(new double[] { 10,20,25,30});  

System.out.println(t.toString());  

 

Output: 

((translation 0.0 0.0 0.0 0.0)(interpolation (lat  

linear))(nonuniform Z 5.0 6.0  7.0)(dim_r 3)(r_spacing  

1.0)(nonuniform Radius 1.0 3.0 4.0)(angle_set 10.0 20.0 25.0  

30.0))  
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Extracting Data Using GRDRowToGIEFMem  

The following example illustrates how to extract data using Java and the 

GRDRowToGIEFMem user-defined routine (defined on page 108). This 

example can be found in 
<POSTGRESQLDIR>/examples/java/GRDRowToGiefMem.java  

package javagridapiexamples;  

import java.sql.*;  

import com.barrodale.grid.*;  

 

public class GRDR owToGiefMem {  

     

    private final static String hostName = " xxx ",  

            databaseName = " xxx ",  

            userName = " xxx ",  

            password = "",  

            tableName = " xxx ",  

            fileName = " xxx ",  

            driverName = "org.post gresql.Driver",  

            specString = "((dim_sizes 2 2 2 2))"  

            ;  

    private final static int port = xxxx ;  

     

     

    private static Connection buildConnection(String host, int  

            port, String databaseName, String userId,  

            String password)  

            throws java.sql.SQLException,  

                java.lang.ClassNotFoundException {  

        Class.forName(driverName);  

        String url = "jdbc:postgresql://" +  

                host + ":" + port + "/" + databaseName;  

         

        Connection conn = DriverManager.getConnection(url,  

                   userId, password);  

        return conn;  

    }  

     

    private static void writeRawFile(String filepath, byte []  

               buffer)  

    throws java.io.IOException{  

        // write the byte array into the file  

        java.io.FileOutputStream out = new  

               java.io.FileOutputStream( filepath);  

        out.write(buffer);  

        out.close();  

    }  

     

    private static void  

            fetchRowAsGiefMem(Co nnection conn, String tablename,  

                              String baseFileName,  

                              String specSexpr)  
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    throws java.sql.SQLException, java.io.IOException {  

        java.sql.Statement st = conn.createStatement();  

        int  counter = 0;  

        String queryText =  

             "SELECT GRDRowToGiefMem( '" + tablename +   

                "','1=1','" + s pecSexpr + "'::GRDSpec) FROM " +                       

                   tablename;  

        java.sql.ResultSet resultSet =  

                st.executeQuery(queryText);  

        while( resultSet.next()) {  

            byte [] rawNc = resultSet.getBytes(1);  

            writeRawFile(baseFileName + counter + ".nc", rawNc);  

            counter++;  

        }  

        resultSet.close();  

        st.close();  

    }  

     

    public static void main(String args[]) {  

        try {  

            Connection conn = buildConnection(hostName, port,  

               databaseName, userName, password);  

            fetchRowAsGiefMem(conn, tableName, fileName,   

                              specString);             

            conn.close();  

        } catch( java.sql.SQLException e1) {  

            System.out.println( e1.toString());  

        } catch( java.lang.ClassNotFoundException e2 ) {  

            System.out. println( e2.toString());  

        } catch( java.io.IOException e3) {  

            System.out.println( e3.toString());  

        }                 

    }  

}  

 

BCS Grid Extension Version Information  

The version of the Grid.jar is stored in the static member 

GRDAbstractValue.GRD_VERSION as a number composed of four bytes.  

The most significant byte holds the most major version number, while the other 

bytes are 0. 
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Fast and Simple Extractions  

Previous sections of this guide have described the mechanisms for general 

extraction of gridded data from a database. These mechanisms provide ways of 

not only extracting data, as is, from a database, but also ways of interpolating 

and/or reprojecting data during the extract.  However, many times such 

manipulations are not needed ï i.e., all that is required is to extract a region of 

data, as is, from the database, possibly subsampling one or more of the grid 

axes in the process.  Some examples of such queries are: 

¶ Given a 3D (X,Y,time) grid of data, extract just the (X,Y) data for 

time = t. 

¶ Given a 4D (X,Y,level,time) grid of data with time values every second, 

extract just the (X,Y,level,time) data for times = 5,10,15,é 

¶ Given a 4D (X,Y,level,time) grid with: 

¶ X = 10,20,30,40,é,100;  

¶ Y = 10,20,30,40,é,100;  

¶ level = 1000,2000;  

¶ time = 5,10,15,é,60 ; 

  extract a 4D grid with: 

¶ X = 30,40,50 (i.e., just the ñmiddleò values);  

¶ Y = 10,20,30,40,é,100 (i.e., all of the values);  

¶ level = 1000 (i.e., just one of the two values);  

¶ time = 10,20,30,40,50,60  (i.e., every 2
nd

 value); 

The BCS Grid Extension provides a set of very fast and efficient server 

functions for performing these sorts of simple queries (but see Restrictions and 

Caveats below): 

GRDExtractRaw Extract a single grid variable from a single 

row of a table into a binary file. Grid 

coordinates are used to control which 

portion of the grid variable is extracted. 

GRDExtractRawSpatial Extract a single grid variable from a single 

row of a table into a binary file. Real-world 

(spatial) coordinates are used to control 

which portion of the grid variable is 
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extracted. 

GRDExtractRawAppend Extract a single grid variable from one or 

more rows of a table into a new, or onto the 

end of an existing, binary file. Grid 

coordinates are used to control which 

portion of the grid variable is extracted. 

GRDExtractRawSpatialAppend Extract a single grid variable from one or 

more rows of a table into a new, or onto the 

end of an existing, binary file. Real-world 

(spatial) coordinates are used to control 

which portion of the grid variable is 

extracted. 

 

These functions are defined as follows: 

GRDExtractRaw  

function GRDExtractRaw(grid GRDValue, gridStart0 integer, 

gridStart1 integer, gridStart2 integer, gridStart3 integer, 

gridEnd0 integer, gridEnd1 integer , gridEnd2 integer, gridEnd3 

integer, stride0 integer, stride1 integer, stride2 integer, 

stride3 integer, fill_value float, filename char) returns 

integer  
 

Given parameters defined as follows: 

grid  Source grid 

gridStart0, 

gridStart1, 

gridStart2,

gridStart3  

Grid coordinates of the start position (zero-based, inclusive) 

gridEnd0, 

gridEnd1, 

gridEnd2, 

gridEnd3  

Grid coordinates of the end position (zero-based, inclusive) 

stride0, 

stride1, 

stride2, 

stride3  

Stride values 

fill_value  Fill value for missing data 

filename  Absolute pathname of output file on server 

 

GRDExtractRaw extracts a single variable from a single GRDValue into a 
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single file (on the database server), overwriting the contents of that file if it 

already exists. The integer value 0 is returned. 

Suppose table gridtable (uniqueid integer, grid GRDValue) has contents as 

follows: 

uniqueid|grid  

 

1| header=374;prolog=1;version=50331648;id=0;numFields=1;hasSatPa  

rms=0;blendType=0;storage=0;support_missing=1;srid= 2;tile=1,1,1,  

10;samples= 12,2,10,10 ;finalDims= 12,2,10,10 ;gridWrap=0,0,0,0;blen  

dValue=0;startPt= 10,10,0 ,0;basis0= 0,0,0, 10;basis1=0, 0, 10,0;basis  

2=0, 1, 0,0;basis3= 1,0,0,0 ;fieldIds=0;fieldTypes= 7;dimNames= "time"  

,"level","row","column";fieldNames="air_temp";nonuniflags=1,1,0,  

0;nonunis ample1=5,10,15,20,25,30,35,40,45,50,55,60;nonunisample2  

=1000,2000;epilog=111,222;file=53;filelen=10508;  

 

2| header=374;prolog=1;version=50331648;id=0;numFields=1;hasSatPa  

rms=0;blendType=0;storage=0;support_missing=1;srid= 2;tile=1,1,1,  

10;samples= 12,2,10, 10;finalDims= 12,2,10,10 ;gridWrap=0,0,0,0;blen  

dValue=0;startPt= 10,10,0 ,0;basis0= 0,0,0, 10;basis1=0, 0, 10,0;basis  

2=0, 1, 0,0;basis3= 1,0,0,0 ;fieldIds=0;fieldTypes= 7;dimNames= "time"  

,"level","row","column";fieldNames="air_temp";nonuniflags=1,1,0,  

0;nonunisample1 =5,10,15,20,25,30,35,40,45,50,55,60;nonunisample2  

=1000,2000;epilog=111,222;file=54;filelen=10508;  

 

3| header=374;prolog=1;version=50331648;id=0;numFields=1;hasSatPa  

rms=0;blendType=0;storage=0;support_missing=1;srid= 2;tile=1,1,1,  

10;samples= 12,2,10,10 ;fin alDims= 12,2,10,10 ;gridWrap=0,0,0,0;blen  

dValue=0;startPt= 10,10,0 ,0;basis0= 0,0,0, 10;basis1=0, 0, 10,0;basis  

2=0, 1, 0,0;basis3= 1,0,0,0 ;fieldIds=0;fieldTypes= 7;dimNames= "time"  

,"level","row","column";fieldNames="air_temp";nonuniflags=1,1,0,  

0;nonunisample1=5,10, 15,20,25,30,35,40,45,50,55,60;nonunisample2  

=1000,2000;epilog=111,222;file=55;filelen=10508;  

 

 

Suppose that for the record with uniqueid=1, the upper left ñcolumnò/ ñrowò 

2D data portion of the grid for the first ñtimeò and ñlevelò coordinates looks 

like the following: 

1 2 3 

4 5 Undefined  

7 8 9 

10 11 12 

 

The statement 

SELECT GRDExtractRaw(grid, 1,1,0,0, 2,2,0,0, 1,1,1,1, - 9999.0, 

ô/tmp/extractô) FROM gridtable WHERE uniqueid = 1; 

 

Example : 
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will produce a binary file containing four single-precision floating point (C 

float ) numbers in the following order: 5.0, -9999.0, 8.0, 9.0    

GRDExtractRawSpatial  

function GRDExtractRawSpatial(grid GRDValue, xs double 

precision, ys double precision, zs double precision, ts double 

precision, xe double precision, ye double prec ision, ze double 

precision, te double precision, strideX double precision, 

strideY double precision, strideZ double precision, strideT 

double precision, fill_value float, filename char) returns 

integer  
 

The function performs precisely like GRDExtractRaw except that it takes real-

world, not grid, coordinates as input. 

Given the startPt, nonunisample*, and basis  components of the 

GRDValue in the previous example, the following SQL will produce the same 

output as that in the previous example: 

SELECT GRDExtractRawSpatial(grid, 1.0,1.0,1000305.0,0.0, 

2.0,2.0,1000305.0,0.0, 1.0,1.0,1.0,1.0, - 9999.0, ô/tmp/extractô)  

FROM gridtable WHERE uniqueid = 1;  

 

GRDExtractRawAppend  

function GRDExtractRawAppend(grid GRDValue, gridSt art0 integer, 

gridStart1 integer, gridStart2 integer, gridStart3 integer, 

gridEnd0 integer, gridEnd1 integer, gridEnd2 integer, gridEnd3 

integer, stride0 integer, stride1 integer, stride2 integer, 

stride3 integer, fill_value float, filename char) returns 

i nteger  
 

The function performs precisely like GRDExtractRaw except that it appends to 

the end of the specified file instead of overwriting it. The 

GRDExtractRawAppend function makes it possible to extract more than one 

row into a single file.  Referring to the previous example, the SQL statement 

SELECT GRDExtractRawAppend(grid, 1,1,0,0, 2,2,0,0, 1,1,1,1, 

- 9999.0, ô/tmp/extractô) FROM gridtable;  

 

would result in three rowsô worth of data (instead of one rowôs worth) being 

extracted into the file (since the table gridtable  has three rows, and there is no 

WHERE clause). 

GRDExtractRawSpatialAppend  

function GRDExtractRawSpatialAppend(grid GRDValue, xs double 

precision, ys double precision, zs double precision, ts double 

precisio n, xe double precision, ye double precision, ze double 

precision, te double precision, strideX double precision, 

strideY double precision, strideZ double precision, strideT 

Example : 
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double precision, fill_value float, filename char) returns 

integer  
 

The function performs precisely like GRDExtractRawAppend except that it 

takes real-world, not grid, coordinates as input. 

Restrictions and Caveats  

The GRDExtractRaw... functions currently have the following limitations and 

caveats: 

1. The grids being extracted from must be ñskinnyò, i.e., having tile  

parameter values of ñ1,1,1,Nò, for some value N. 

2. These functions cannot be used to extract data from GRDValues having 

more than one variable. 

3. No interpolation is performed; when real-world coordinates are supplied 

(i.e., in GRDExtractRawSpatial and GRDExtractRawSpatialAppend), 

the specified real-world coordinates are simply translated to the closest 

grid coordinates. 

4. GRDExtractRaw and GRDExtractRawSpatial write at most one rowôs 

worth of data to a file.  If one of these functions is used as the object of a 

SELECT statement that returns multiple rows, data from only one of the 

rows will be written to the specified file. 

5. If it already exists, the file to be written to must be writeable by the 

Linux userid that is running the PostgreSQL server (by default, user 

ñpostgresò). If the file does not already exist, then the directory in which 

it is to be created must be writeable by this userid. 

6. The datatype for the GRDValue variable must be single-precision 

(32 bit) floating point. 

7. The order of the dimNames in the GRDValue must be: 

(time, level, row, column) (or at least terms that represent these 

dimensions) as illustrated in the example above. A corollary to this 

restriction is that the basis array must represent a reverse diagonal 

matrix.  Since the GRDExtractRawé functions do no reordering, this 

restriction is necessary in order for the data to be extracted as a time-set 

of level-stacked planar 2D arrays. 
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As an example of point 4 above,  the following SELECT statement will write 

just a single rowôs worth of data to /tmp/extract , even though three rows of 

data have been selected (assuming gridtable  has three rows, as in the 

previous examples): 

SELECT GRDExtractRaw(grid, 1,1,0,0, 2,2,0,0, 1,1,1,1, - 9999.0, 

ô/tmp/extractô) FROM gridtable; 

 

Note, however, that it is possible to create separate files for each row, from a 

SELECT statement, using the following strategy:  

SELECT GRDExtractRaw(grid, 1,1,0,0, 2,2,0,0, 1,1,1,1, - 9999.0, 

ô/tmp/extractô||uniqueID) FROM gridtable; 
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Radial Extraction  

This section defines the concept of a radial and presents three BCS Grid 

Extension server functions for extracting radials from a grid: GRDRadialSpec, 

GRDRadialSetExtract and GRDRadialSpecCell. It also describes a function for 

building regular rectilinear grids from a RadialSet (the GRDFromRadial 

function). 

Description of a Radial  

A radial is a vertically aligned planar slice of data from a 3D or 4D grid. It is 

defined by a start point, a horizontal direction vector, and a set of sample 

positions along the horizontal vector. The slice is along the vector and typically 

extends either from the ocean bottom to the surface (containing oceanographic 

data) or from the Earthôs surface into the atmosphere (containing atmospheric 

data). 

A group of radials with the same start point but different horizontal direction 

vectors is called a radial set. 

                                       

Figure 24: A Radial and a Radial Set. 

 

This is a Radial Set, a collection of 

radials.  The angular range and 

spacing are user-controlled. 

A single arrow here 

represents a radial. 
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Radial -Associated Server Functions  

GRDRadialSpec  

function  GRDRadialSp ec(sexpr char) returns GRDSpec :  this function 

builds a GRDSpec for a radial in a desired direction from a given start point, 

for a number of samples and grid spacing. The sexpr is a text string containing 

an S-expression. The supported terms in the S-expression are: 

(translation x y z t) 

(direction direct_val) 

(dim_z val) 

(dim_r  val) 

(z_spacing val) 

(r_spacing val) 

(speed speed_val) 

(dim_names dim1_name dim2_name dim3_name dim4_name) 

(nonuniform  dimi_name position1 position2 é positionn) 

(nonuniforminherit  dimi_name) 

(interpolation  (dimi_name interpMethod) é) 

(srtext text) 

(srid srid) 

The translation, srid, srtext, interpolation, and nonuniform terms have the 

same meaning and usage as those described in Appendix D: Using 

S-expressions to Specify Grid Extraction on page 223. 

1. The default dim_names are Angle, Time, Z and Radius. 

2. The nonuniforminherit  tag indicates that the extracted grid should 

inherit the nonuniform axis samplings of the source grid for the listed 

dimensions. 

3. The direction term specifies the bearing in degrees. For example, 

(direction 30) means the radial angle is 30 degrees from the +Y axis 

towards the +X axis. 

4. The dim_z term specifies the number of samples in the Z dimension. 

5. The dim_r  term specifies the number of samples in the radial direction. 

6. The z_spacing term specifies the spacing in the Z dimension. 

7. The r_spacing term specifies the spacing in the direction of the radial. 

8. The speed term specifies how quickly the radial changes over time. 

Notes:  
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9. The units for r_spacing, z_spacing, nonuniform, and translation are 

based on the spatial reference system of the extracted grid. For example, 

if the srid term or the srtext term specify a planar projection, the units 

for r_spacing and the X and Y components of translation would be 

meters. If the srid term or the srtext term specify a geographic spatial 

reference system (lat/long), then the units for r_spacing and the X and 

Y components of translation would be in decimal degrees.  

Note that a Java class for building S-expressions for this function is provided as 

a component of the Java API. (See S-expression-Generating Classes on 

page 229.) 

The following SQL command builds a GRDSpec for a radial that starts from 

(40, 70, 0, 0) with a bearing of 30 degrees, has 10 samples along the Z 

dimension, and 8 samples along the radial direction: 

SELECT GRDRadialSpec('((direction 30)(translation 40  

70 0 0)(dim_z 10)(dim_r 8)) ');  

    

GRDRadialSetExtract  

function GRDRadialSetExtract(srcGrid GRDValue, sexpr char) 

returns GRDValue :  this function is used to build a GRDValue that holds a 

radial set, given the GRDRadialSpec parameters and a source grid. The sexpr 

argument accepts all the terms used by GRDRadialSpec as well as either of the 

following: 

¶ (angle_set angle1 angle2 é) 

¶ (angle_range start_angle end_angle angular_spacing)  

Note that a Java class for building S-expressions for this function is provided as 

a component of the Java API. (See S-expression-Generating Classes on 

page 229.) 

Example:   
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Figure 25 shows how the function GRDRadialSetExtract performs, and what 

the resultant grid looks like. 
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Figure 25: GRDRadialSetExtract example. 

The source grid (the box) and the radial spec (the grey arrow lines) are shown 

in Figure 25. The start point of the spec is at the origin (labeled 0), and the three 

angles are: angle S1OS1 (0 degrees), angle S1OS2, and angle S1OS3. 

The resultant grid consists of three slices (shown on right) that are associated 

with the three angles. The default dimension names in the extracted grid are 

Angle, Time, Z, and Radius. The angles are stored as a nonuniform sampling of 

the Angle axis, and the pivot point for the angles is stored in the (X, Y) 

components of the start point. 

The following query builds a GRDValue that holds a radial set, given the 

GRDRadialSpec parameters, a source grid, and a set of angles. The source grid 

is from table gridtesttable. A libpq program based on this query can be found in 

the <POSTGRESQLDIR>/examples/ c/radial/  directory. 

SELECT GRDRadialSetExtract(a,  

        '((translation 0 0 0 0)(angle_set 0 30 45)  

          (r_spacing 1.5)  

          (dim_z 3)(interpolation (dim0 linear) (dim1 linear)  

          (dim2 linear) (dim3 linear))(dim_r 4))')  

     FROM gridtesttable;  

Example:  
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GRDRadialSpecCell / GRDRadialCellSpec  

function GRDRadialSpecCell(srcGrid GRDValue, sexpr char)  returns 

GRDSpec:  this is a variation of the GRDRadialSpec function that produces a 

GRDSpec that samples the grid only where the radial crosses grid cell 

boundaries. The sexpr argument is that of GRDRadialSpec with the addition of 

a distance term: 

 (distance dist_val)  

 

The distance term specifies the length of the radial along the horizontal 

direction vector. 

For consistency, GRDRadialCellSpec has been created as an alias for 

GRDRadialSpecCell . 

Note that a Java class for building S-expressions for this function is provided as 

a component of the Java API. (See S-expression-Generating Classes on 

page 229.) 

The following SQL command builds a GRDSpec to generate a radial that 

samples the source grid only where the radial crosses the grid cell boundaries. 

The source grid is from the grdtesttable table (column ógridô). The start point is 

(0, 0, 0, 0), the angle is 30 degrees, and the radial extends 10 meters along the 

horizontal axis.  

SELECT GRDRadialSpecCell(a, '((direction 30)(translation 0 0 0  

0)(distance 10))')  

FROM gridtesttable;  

 

GRDFromRadial  

function GRDFromRadial(radialSet GRDValue, resX double, resY 

double) returns GRDValue :  this function builds a rectilinear grid by 

resampling a grid representing a radial set. The radialSet grid is assumed to 

have the following conventions: 

1. The (X, Y) components of the start point of the grid define the center of 

rotation. 

2. Angles are represented by a nonuniformly-sampled dimension. 

3. Any nonuniform sampling along the radial axis has only non-negative 

values. 

4. The order of dimensions is Angle, Time, Z, Radius (the actual names 

are ignored). 

Example:   
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5. The basis vectors have zero values except along the diagonal 

(i.e., where i = j). 

The rectilinear grid generated by the function has the following properties: 

1. The SRID of the rectilinear grid is the same as the SRID of the radial set 

grid. 

2. The Time and Z characteristics (start point, spacing, and nonuniform 

sampling) are those of the radial set grid. 

3. The X and Y dimensions are uniformly-sampled according to the xRes 

and yRes arguments respectively; a value of N for resX means to 

sample every N units along the X axis. 

4. The (X, Y) components of the start point are the greatest (X, Y) values 

such that all the points in the radial set are to the right or above the start 

point. (See Figure 26 below.) 

5. The dimensions are chosen so that the grid covers all the samples in the 

radial set. 

6. The order of dimensions is X, Y, Z, T. 

Suppose a grid column in a table called radialTable contains an input radial set 

with Angle values of (0, 30, 75, 330), Radius values of (1,4,9,10,12), Z values 

of (0,5,10), and a single Time value of (0). The text below is the result 

executing the statement 

\ x  

SELECT grid FROM radialTable ;  

 

from psql after loading such a grid. 

grid |  

header=432;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid=0;tile=1,1,1,5;  

samples=4,1,3,5;finalDims=4,1,3,5;gridWrap=0,0,0,0;blendValue=0;  

startPt=10,2,0,0;basis0=1,0,0,0;basis1=0,1,0,0;basis2=0,0, 1,0;ba  

sis3=0,0,0,1;fieldIds=0;fieldTypes=9;dimNames="angle","time","z"  

,"r";fieldNames="val_angle";nonuniflags=1,1,1,1;nonunisample1=0,  

30,75,330;nonunisample2=0;nonunisample3=0,5,10;nonunisample4=1,4  

,9,10,12;epilog=111,222;blob=0;file=62 ;filelen=0;

Example:  
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If  the following statement is executed: 

 SELECT GRDFromRadial(g rid, 1.0, 1.0) FROM radialTable ;  

 

psql will display the following grid header: 

header=356;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid=0; tile=1,1,1,1;  

samples=19,13,3,1;finalDims=19,13,3,1;gridWrap=0,0,0,0;blendValu  

e=0;startPt=3.999999999999995,2.258819045102521,0,0;basis0=1,0,0  

,0;basis1=0,1,0,0;basis2=0,0,1,0;basis3=0,0,0,1;fieldIds=0;field  

Types=9;dimNames="X","Y","Z","Time";fieldNames= "val_angle";nonun  

iflags=0,0,1,1;nonunisample3=0,5,10;nonunisample4=0;epilog=111,2  

22;blob=0;file=115 ;filelen=7025;  é  

 

Figure 26 below is a plot of the locations in the output grid (grey) versus the 

input grid (red). The two black lines in the lower left denote the origin. 

 

Figure 26:  Example of a rectilinear grid (grey) generated from a radial set (red) using 
the GRDFromRadial function. 
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Aggregating Grids: Grid  Fusion  

Description of Grid Fusion  

While the GRDExtract  and GRDRowToGIEF functions can extract data from 

only one grid at a time, the GRDFuse method builds a single ñpatchwork quiltò 

of data from several grids that overlap an area of interest.  

The figure below illustrates the building of a grid of fused data from three 

different grids with a compositing rule that favors higher resolution source data. 

The dashed line represents the bounds of the fused grid to be generated by the 

GRDFuse server function. In general, the source grids could each have different 

projections, nonuniform axis samplings, grid spacings, and orientation. The 

projections, axis samplings and grid spacings of the resultant fused grid(s) are 

independent of those of the input grids. 

 

Figure 27: Fusing three grids. 

Example:  
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The GRDFuse Function  

The GRDFuse function builds a single ñfusedò grid from data stored in 

different source grids. It is an aggregate function similar in nature to the 

standard MAX, MIN, and AVG functions that operate on scalars. 

Resolving Ambiguity  

The ability to construct data from multiple source grids introduces the question 

of which source grid should provide a value for a particular position in the 

resultant grid when two or more source grids have valid values at a particular 

point. Rather than enforcing arbitrary rules, the BCS Grid Extension allows 

users to control the combination of the source grid values by the use of 

GRDPriorityGridôs. A GRDPriorityGrid is an object that contains a reference to 

a source grid and a numeric value. The numeric value can either be interpreted 

as a ñweightò for a weighted average (the greater the value, the greater the 

influence of the source grid) or a priority (the grid with the highest priority 

supplies the value). 

GRDPriorityGrid  

function GRDPriorityGrid(grid GRDValue, priority 

double_precision)  returns GRDPriorityGrid :  given a grid, and a priority 

associated with it, this function is used to build a GRDPriorityGrid that 

embodies the grid and its priority. 

Note that this data type is unusual in that it is used only transiently (inside 

another expression). Columns of this type are never defined and values of this 

type are never printed or stored in tables. 

GRDFuseCollect  

function GRDFuseCollect(pgrid GRDPriorityGrid)  returns 

GRDFuseState : this function aggregates all the GRDPriorityGrids that will be 

used in the fusion, returning a GRDFuseState that holds the GRDPriorityGrid 

information. 

Note that, like the GRDPriorityGrid, the GRDFuseState is used only transiently 

(inside another expression). Columns of this type are never defined and values 

of this type are never printed or stored in tables.  
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GRDFuse  

function  GRDFuse(fs GRDFuseState, sexpr char)  returns GRDValue : 

given a GRDFuseState and an S-expression  (sexpr) containing an extract 

specification and composition rules, this function:  

1. uses the extract specification portion of sexpr to build extract portions 

of all source grids, and 

2. builds a single ñfusedò resultant grid from the grids extracted in the 

previous step, using the composition rules portion of sexpr. 

It is important to note that in the second step the composition rules are applied 

to the extracted grids built in the first step, and not to the source grids 

themselves. As a result, GRDFuse cannot interpolate between individual source 

grids, only inside them.  

In the following diagram, the fused grid (black) is produced from two source 

grids (grey). The fused grid has undefined values at the nodes colored white. 

 

Figure 28: Fusing does not interpolate between grids. 

S-expression Used in GRDFuse  

The S-expression used by the GRDFuse function takes the form:  ó((grdspec 

S-expression)(rules composition))ô. The grdspec term is an S-expression with 

any of the terms that are valid for GRDSpec. The rules term defines the 

composition rules. The order of these two sub-S-expressions is arbitrary, and 

the user can choose to specify an empty rules term, in which case default 

values are used (this will be described below). 

 

Example:  
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S-expression Defining the Composition Rule s 

The composition rules define how the source grids are combined. This part of 

the S-expression supports the following terms: 

(priority)  

(weight)  

(resolution reso_val)  

 

1. The rules term specifies that the (optional) S-expression contained in 

the term defines the composition rules. Note that the user has to specify 

a rules term (otherwise the composition rules will not be parsed 

properly) but that this term does not have to contain an S-expression; in 

the latter case, default values will be used. (See below.) 

2. The priority term specifies that the source grids are combined based on 

their priority. It is the userôs duty to provide a priority for each source 

grid. The destination grid takes values from grids in descending order of 

priority. For example, if both grid A and grid B covered a particular 

region in the destination grid, and grid A had a higher priority 

associated with it, then grid Aôs values would populate the region in 

preference to grid Bôs values. 

3. The weight term specifies that the source grids are combined based on 

their weight. The destination grid is a linearly weighted sum of each 

gridôs contributions, i.e., the destination grid is populated with the value:  
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where N = number of source grids.  

 

For example, if both grid A and grid B covered a particular region in the 

destination grid, and grid A had a weight of 4 and grid B had a weight 

of 6, then the region would be populated with the value:  

 

            (grid A.element * 4 + grid B.element * 6) / (4 + 6). 

4. The resolution term can be used when no affine transform is specified in 

the GRDSpec. It specifies which source gridôs affine transformation 

will be used for the resultant grid. The following values are supported 

by GRDFuse:  

¶ highest (the affine transform with the highest resolution will be 

used),  

Notes:  
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¶ lowest (the affine transform with the lowest resolution will be 

used), 

¶ median_low28 (selects the lower resolution element closest to the 

median), and 

¶ median_high (selects the higher resolution element closest to the 

median). 

The default composition rules used when the rules term is empty are: 

(rules (resolution highest)(priority)).  

 

 

Note that a Java class for building S-expressions for this function is provided as 

a component of the Java API. (See S-expression-Generating Classes on 

page 229.) 

Impact of Units on GRDFuse  

GRDFuse will only fuse grids that have consistent units (both in the 

dimensions and the fields). If there is an inconsistency between the units in the 

set of grids to be fused, GRDFuseCollect will generate a warning message). 

Typical Use of GRDFuse  

A typical use would be as in the following example: 

SELECT GRDFuse( GRDFuseCollect(GRDPriorityGrid(grid,priority)),  

' ((grdspec ...)(rules é))' ) FROM weather_table; 

 

The above example builds a single grid out of all the grids in weather_table . 

                                                                        

28 Of course, if the number of source grids is odd, ñmedian_lowò and ñmedian_highò select the same 

element. 
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Example ð Using GRDFuse  

The following query builds a fused resultant GRDValue, given a number of 

source grids and weights associated with them, in addition to the spec and 

composition rules (using weight, and choosing the affine transform with 

median resolution if it is not specified in the spec). The source grids and their 

priority (or weights) are from the pgridtesttable table. This query can be found 

as a C / libpq program in the examples directory as fuseExample.c . To load 

data into the table that it relies on, first run the program loadPGrid.c . 

SELECT GRDFuse( GRDFuseCollect( GRDPriorityGrid(a, g_p)),  

'((grdspec (tr anslation 0.5 0 0 0)  

(dim_names dim0 dim1 dim2 dim3)  

(dim_sizes 1 12 12 1)  

(affine_transformation 1 0 0 0 0 1.26 0 0  0 0 1 0 0 0 0 1)  

(linear_interpolation dim0 dim1 dim2 dim3))  

(rules (resolution median)(weight)))' )  

 

FROM pgridtesttable;  

Example : 
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Geolocating Gr ids: Finding Grids that Are in 

a Particular Spatio -Temporal Location  

The BCS Grid Extension provides two levels of geolocating: 

¶ Coarse-grained geolocation is provided by a special data type called a 

GRDBox; GRDBoxôs support GiST (RTree) indexing.  

¶ Fine-grained geolocation is provided by functions that relate the spatial-

temporal extents of two grids.  

Used together, the two levels of geolocation provide a mechanism that is both 

fast and exact; see Using Coarse-Grained and Fine-Grained Test Functions 

Together on page 146. 

Coarse -Grained Tests (Using the GRDBox Data Type)  

A GRDBox type makes use of boxes defined in the Geocentric coordinates 

(i.e., rectilinear coordinates inside a box that encloses the Earth) for coarse-

grained tests. The coarse-grained tests are integrated with PostgreSQL GiST 

indexing to facilitate fast searching for grids that contain, are contained by, or 

overlap a particular region. The spatial aspects of the GRDBox type are 

internally represented as 32 bit floats, while the temporal aspects are internally 

represented by 64 bit floats. 

The GiST index is created with a statement of the form: 

CREATE INDEX index_name ON table_name USING  

GIST(box_column_name);  

 

The binary operators that make use of the GiST index are: 

&&  : The term X && Y is true if X overlaps Y. 

@  : The term X @ Y is true if X contains all points that are contained by Y. 

In other words, X is a superset of Y. 

~  : The term X ~ Y is true if all points in X are within Y. ~ and @ are 

commutator operators29. In other words, X ~ Y if and only if Y @ X. 

 

                                                                        

29 See http://www.postgresql.org/docs/8.4/static/xoper-optimization.html for a definition of ñcommutatorò. 

http://www.postgresql.org/docs/8.4/static/xoper-optimization.html
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Building a GRDBox  

There are two methods for building a GRDBox:  

1. Casting   

2. The GRDBox server function.  

Casting is performed with the following SQL fragment: 

.. . rangeSpec::GRDBox ...  

 

The rangeSpec value is an S-expression that must specify the following: 

1. planar extents in either lat-long or planar coordinates (but not both), 

2. a range of levels, 

3. a range of times, and 

4. a spatial reference system. 

The terms permitted in the rangeSpec S-expression are: 

¶ (nw northern_latitude western_longitude) 

¶ (se southern_latitude eastern_longitude) 

¶ (nwse northern_latitude western_longitude southern_latitude 

eastern_longitude) 

¶ (highxy high_x high_y) 

¶ (lowxy low_x low_y) 

¶ (t low_t high_t) 

¶ (z low_z high_z) 

¶ (srtext spatial_reference_text) 

¶ (srid srid_value) 

When using the nw, se, or nwse terms, the eastern longitude may be less than 

the western longitude to represent a region that spans the meridian at 180.̄ For 

example, the term (nwse 10 160 35 -160) would span 25 degrees of latitude and 

40 degrees of longitude centered around the 180 ̄meridian, whereas the term 

(nwse 10 -160 35 160) would span 25 degrees of latitude and 320 degrees of 
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longitude. The use of these terms must be done in conjunction with a 

geographic spatial reference system. 

The highxy and lowxy terms denote planar coordinates and should be used in 

conjunction with a planar spatial reference system. 

The t and z terms may use the string óanyô as the low and/or high value. This 

value indicates that the respective end of the range is not bounded. For 

example, (t any 3000) denotes any time before 3000 seconds (and since the 

Unix Epoch Time of January 1
st
, 1970), while (t 4000 any) denotes any time 

after 4000 seconds. 

function GRDBox(grid GRDValue)  returns GRDBox :  this function is used 

to build a GRDBox from a given GRDValue. GRDBox can be called only if the 

input grids have a valid SRID with a positive value. This function provides 

much greater flexibility than the casting mechanism since GRDValue supports 

very general affine transformations. Note that the GRDBox function can be 

called by an S-expression-derived GRDValue value:  

GRDBox(GRDValueFromSExpr(full - S- expression))  

 

Fine -Grained Tests (Using the GRDValue Data Type)  

The fine-grained tests are based on the notion that one GRDValue can be used 

as a key to find other GRDValueôs that overlap, contain, or are within the first 

GRDValue. The spatial-temporal predicates for GRDValueôs are: 

function GRDOverlap(grid1 GRDValue, grid2 GRDV alue)  returns 

boolean :  this function returns true if two grids overlap with each other, and 

false otherwise. 

function GRDContains(grid1 GRDValue, grid2 GRDValue)  returns 

boolean :  this function returns true if grid1 contains grid2 or if they have 

identical bounds, and false otherwise. 

function GRDWithin(grid1 GRDValue, grid2 GRDValue)  returns 

boolean :  this function returns true if grid2 contains grid1 or if they have 

identical bounds, and false otherwise. 

Building a GRDValue  

Two methods for building GRDValue values for use in fine-grained tests are: 

1. Casting  

2. The GRDValueFromSExpr server function.  

Casting is performed with the following SQL fragment: 
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... rangeSpec::grdvalue ...  

 

The rangeSpec value is the same as used with GRDBox casting (see page 144). 

The second method for building a GRDValue is to use the 

GRDValueFromSExpr server function. 

function GRDValueFromSExpr(explicitSpec char) returns GRDValue  

This function builds a GRDValue from a GRDSpecôs S-expression. It provides 

the greatest flexibility since it allows general affine transformations. 

Using Coarse -Grained and Fine -Grained Test Functions 

Together  

Some general forms of geolocating queries are: 

SELECT é  

FROM src_table src, key_table key  

WHERE src.boxColumn && key.bo xColumn and  

     GRDOverlap(src.gridColumn, key.gridColumn);  

 

SELECT é 

FROM src_table src  

WHERE src.boxColumn && keyBoxExpression and  

      GRDOverlap(src.gridColumn, keyGridExpression);  

 

In these cases there should be a GiST index on src.boxColumn. 

Exam ple - Build and Search Using GRDBox and Fine -Grained Test 

Functions  

The following SQL statements: 

1. build a table (gridsAndBoxes) containing six GRDValueôs and their 

corresponding GRDBoxôs, 

2. build a GiST index on the above table, 

3. build a set of search keys in another table (keytable), and 

4. search for the rows in the first table that match the keys in the second 

table. 

It should be noted that because the gridsAndBoxes table has relatively few 

elements in it, the database serverôs optimizer will not actually use the GiST 

index. The GiST index is built purely as a demonstration. The SQL statements 

can be found in the files  
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<POSTGRESQLDIR>/examples/ c/geolocate/boxExample.sql ,   

 

<POSTGRESQLDIR>/examples/ c/geolocate/ setupTablesBoxExample .sql,   

 

and  

<POSTGRESQLDIR>/examples/ c/geolocate/dropTablesBoxExample.sql  

 

DROP TABLE gridsAndBoxes;  

DROP TABLE keytable;  

 

CREATE TABLE gridsAndBoxes(  

    grid GRDValue,  

    box  GRDBox,  

    otherAttrib integer  

);  

 

INSERT INTO gridsAndBoxes(grid, otherAttrib) values(  

 GRDValueFromSExpr('((srid 3)(dim_sizes 2 2 1 1)  

                    (translation 0 0 0 0))'), 1);  

 

INSERT INTO gridsAndBoxes(grid, otherAttrib) values(  

 GRDValueFromSExpr('((srid 3)(dim_sizes 2 2 1 1)  

                    (translation 2 0 0 0))'), 2);  

 

INSERT INTO gridsA ndBoxes(grid, otherAttrib) values(  

 GRDValueFromSExpr('((srid 3)(dim_sizes 2 2 1 1)(  

                    translation 4 0 0 0))'), 3);  

 

INSERT INTO gridsAndBoxes(grid, otherAttrib) values(  

 GRDValueFromSExpr('((srid 3)(dim_sizes 2 2 1 1)  

                    (translation 0 2 0 0))'), 4);  

 

INSERT INTO gridsAndBoxes(grid, otherAttrib) values(  

 GRDValueFromSExpr('((srid 3)(dim_sizes 2 2 1 1)  

                    (translation 2 2 0 0))'), 5);  

 

INSERT INTO gridsAndBoxes(grid, otherAttrib) values(  

 GRDValueFromSExpr ('((srid 3)(dim_sizes 2 2 1 1)  

                    (translation 4 2 0 0))'), 6);  

 

UPDATE gridsAndBoxes SET box = GRDBox(grid);  

 

CREATE INDEX gridsAndBoxesIndex ON gridsAndBoxes USING  

GIST(box);  

 

CREATE TABLE keytable(description varchar(40), keygrid GRDVa lue,  

keybox GRDBox);  

INSERT INTO keytable(description, keygrid) values(  

 "top left",  

 GRDValueFromSExpr('((srid 3)(dim_sizes 2 2 1 1)  

                    (translation 0 0 0 0))'));  

INSERT INTO keytable(description, keygrid) values(  

 "top column",  

 GRDValueFromSExpr('((srid 3)(dim_sizes 2 4 1 1)  
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                    (translation 0 0 0 0))'));  

INSERT INTO keytable(description, keygrid) values(  

 "left 2 columns",  

 GRDValueFromSExpr('((srid 3)(dim_sizes 4 4 1 1)  

                    (translation 0 0 0 0))'));  

IN SERT INTO keytable(description, keygrid) values(  

 "right column",  

 GRDValueFromSExpr('((srid 3)(dim_sizes 4 4 1 1)  

                    (translation 4 0 0 0))'));  

 

UPDATE keytable SET keybox = GRDBox(keygrid);  

 

---  

--  coarse - grained test  

--  

SELECT "coarse t est", description, a.otherAttrib  

FROM gridsAndBoxes a, keytable b  

WHERE a.box && b.keybox  

ORDER BY 2,3;  

 

--  

--  fine - grained test  

--  

SELECT "fine test", description, a.otherAttrib  

FROM gridsAndBoxes a, keytable b  

WHERE GRDOverlap(a.grid, b.keygrid)  

ORDER BY 2,3;  

 



B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

149  

Chapter 6: Updating Data 

in the Database  

This chapter begins by discussing the types of updates one might wish to 

perform on a database of gridded data. It then presents the various mechanisms 

available for using the BCS Grid Extension to extract data.  

Types of Grid Updates: Reshaping a Grid 

and Replacing Parts of a Grid  

Two types of grid updates may be performed with the BCS Grid Extension: 

1. The number of points or point spacing on one or more of the 

GRDValueôs dimensions may be changed, and 

2. The data component of the GRDValue can be modified. 

The updates can be performed directly via SQL or through the C or Java APIôs.  

Updating Data Using the SQL API  

Modifying a GRDValueõs Dimensions 

function GRDExtend(original GRDValue, sexpr char)  retur ns 

GRDValue:   this function is used to clone a GRDValue while enlarging some of 

its dimensions. The sexpr is a text string containing an S-expression. The 

currently supported terms in the S-expression are a discard_data term, a 

dim_sizes term, and a nonuniform term.  

The discard_data term has the format: 

 ó(discard_data)ô. 

 

Chapter  

6  
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The discard_data term tells the GRDExtend method that the original data and 

nonuniform axis points in the source grid should be discarded. Specifying this 

term will prevent conflicts when using the nonuniform term to define all the 

nonuniform grid points for a grid axis. The discard_data term must be 

followed by a dim_sizes term. 

The dim_sizes term has the format: 

ó(dim_sizes dim1 dim2 dim3 dim4)ô. 

 

The dim_sizes term allows a GRDValue of a particular size to be made into a 

grid of larger dimensions. The size of the dimension in the new grid is the 

larger of the ósuggested sizeô and the original size. 

The nonuniform  term has the format: 

   ó(nonuniform dim_name value é value) (nonuniform dim_name  

value é value) éô. 

 

The nonuniform  term is used to define the grid points of an axis with 

nonuniform sampling. If some of the sample positions of a nonuniform axis are 

undefined, then the nonuniform term can be used to define these points. In this 

case, it is not necessary to first discard any existing data (using the 

discard_data term as described below). On the other hand, if all the dimension 

axes are being redefined with complete sets of nonuniform grid points, it 

usually makes sense to precede this instruction with the discard_data term. 

The following S-expression would extend a grid while defining two different 

nonuniform axis sample sets: 

ó((discard_data)(dim_sizes 5 5 1 1)(nonuniform time 0 3 4 5  

69)(nonuniform altitude 4 5 16 43 55))ô.  

 

In this example, time and altitude are two of the gridôs dimension labels.  

If the discard_data term is not present in the S-expression, then the data in the 

original grid must occupy a contiguous region of blobspace in the returned grid. 

The rule that expresses this constraint is: 

¶ sizei cannot be expanded if (sizej > 1 and j < i), where size is a vector 

corresponding to the current dimensions of the grid, i.e., before the 

expansion. 

In addition, if the discard_data term is not present, then nothing can be done 

that will change the size of the metadata component (e.g., changing uniform 

axes to nonuniform axes). 

In general, it is not possible to use GRDExtend in an update statement, e.g.: 
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UPDATE table SET gridcolumn = GRDExtend(GRDValue,S - expression);  

 

is not valid30. Instead, such updates to GRDValueôs should be performed 

through a sequence of deletes and inserts, as shown in the example below. 

The following table summarizes the relationship between the various 

GRDExtend S-expression terms: 

S-expression terms other 

than discard_data 

Effect with 

discard_data present 

Effect with 

discard_data omitted 

none Grid will be emptied and 

nonuniform axis grid 

points will be set to 

undefined. 

N/A 

nonuniform Any of the points on 

nonuniformly-spaced 

axes may be redefined; 

grid will be emptied, and 

those grid axis points not 

redefined will be left 

undefined. 

Undefined points on 

nonuniformly-spaced 

axes may be defined. 

dim_sizes Any dimension may be 

expanded; grid will be 

emptied and nonuniform 

axis grid points will be 

set to undefined. 

Some dimensions 

cannot be expanded ï 

see comment above. 

 

Two other server functions have purposes similar to GRDExtend:  

1. GRDValueFromSExpr (page 146), which can be used to build a 

skeleton (data-less) GRDValue, and  

2. GRDExtract (page 100), which can be used to build a new GRDValue 

by subsetting, reprojecting, and/or slicing an existing GRDValue. 

GRDValueFromSExpr is similar to (but more powerful than) GRDExtend with 

the discard_data option; GRDExtract is similar to (but more powerful than) 

GRDExtend without the discard_data option.  

                                                                        

30 For GRDValueôs, the update mechanism has been altered so that the values can be updated in place, 

rather than being replaced. 
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Note that a Java class for building S-expressions for the GRDExtend function is 

provided as a component of the Java API. (See S-expression-Generating 

Classes on page 229.) 

The following SQL code snippet reads a netCDF file into a GRDValue and 

then: 

1. Enlarges the first axis, keeping the data and nonuniform axes intact. 

2. Sets the grid axis values for the end of the extended first axis. 

3. Uses the discard_data term and then sets some of the nonuniform axis 

points, leaving the other ones undefined. 

4. Sets the remainder of the nonuniform axis sample positions. 

5. Overwrites a table row with the updated grid. 

 

--  create the table  

CREATE TABLE gieftab(grid GRDValue);  

 

--  load the table from a netCDF file  

GRDFromGief(' <POSTGRESQLDIR>/examples/datafiles/complete.nc','gi  

eftab');  

 

\ x    --  makes the output formatting nicer.  

 

SELECT grid FROM gieftab;  

- [ RECORD 1 ] ---------------  

grid |  

header=374;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid=1;tile=1,1,1,4;  

samples=3,4,1,4;fi nalDims=3,4,1,4;gridWrap=0,0,0,0;blendValue=0;  

startPt=30,32,5,0;basis0=1,0,0,0;basis1=0,1,0,0;basis2=0,0,1,0;b  

asis3=0,0,0,1;fieldIds=0;fieldTypes=8;dimNames="column","row"," l

evel","time ";fieldNames="air_temp";nonuniflags=0,0,1,1;nonunisam  

ple3=1000300;no nunisample4=0,5,6,10;epilog=111,222;blob=0;file=1  

16 ;filelen=0;  

 

SELECT GRDExtend(grid,'((dim_sizes 6 4 1 4))') as grid  

INTO TEMP tempgrid FROM gieftab;  

 

SELECT grid FROM gieftab;  

- [ RECORD 1 ] ------------  

grid |  

header=374;prolog=1;version=50331648;id=0 ;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid=1;tile=1,1,1,4;  

samples=3,4,1,4;finalDims=3,4,1,4;gridWrap=0,0,0,0;blendValue=0;  

startPt=30,32,5,0;basis0=1,0,0,0;basis1=0,1,0,0;basis2=0,0,1,0;b  

Example:  
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asis3=0,0,0,1;fieldIds=0;fieldTypes=8 ;dimNames="column","row", "l

evel","time" ;fieldNames="air_temp";nonuniflags=0,0,1,1;nonunisam  

ple3=1000300;nonunisample4=0,5,6,10;epilog=111,222;blob=0;file=1  

16 ;filelen=0;  

 

SELECT grid FROM tempgrid;  

- [ RECORD 1 ] ------------  

grid |  

header=374;prolog=1;ve rsion=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid=1;tile=1,1,1,4;  

samples=6,4,1,4;finalDims=6,4,1,4;gridWrap=0,0,0,0;blendValue=0;  

startPt=30,32,5,0;basis0=1,0,0,0;basis1=0,1,0,0;basis2=0,0,1,0;b  

asis3=0,0,0,1;fiel dIds=0;fieldTypes=8;dimNames="column","row","l

evel","time";fieldNames="air_temp";nonuniflags=0,0,1,1;nonunisam  

ple3=1000300;nonunisample4=0,5,6,10;epilog=111,222;blob=0;file=1  

16 ;filelen=0;  

 

 

update the grid axis values. Note that in the nonuniform  

term we only specify the replacement grid values for the  

undefined ones. 

 

SELECT GRDExtend(grid,'((dim_sizes 6 4 1 4)  

                        (nonuniform column 3 4 5))') as grid  

INTO tempgrid2 FROM tempgrid;  

INSERT INTO gieftab (grid)  SELECT * FROM tempgrid;  

 

SELECT grid FROM tempgrid2;  

 

- [ RECORD 1 ] -----------------------------  

grid |  

header=422;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid=1;tile=1,1,1,4;  

samples=6,4,1,4;finalDims=6,4,1,4;gridWrap=0,0 ,0,0;blendValue=0;  

startPt=30,32,5,0;basis0=1,0,0,0;basis1=0,1,0,0;basis2=0,0,1,0;b  

asis3=0,0,0,1;fieldIds=0;fieldTypes=8;dimNames="column","row", "l

evel","time" ;fieldNames="air_temp";nonuniflags=1,0,1,1;nonunisam  

ple1=3,4,5,_,_,_;nonunisample3=1000300;nonu nisample4=0,5,6,10;ep  

ilog=111,222;blob=0;file=131 ;filelen=830;  

 

discard the data and grid axis values; define some of the  

new grid axis values.  

 

SELECT GRDExtend(grid,'((discard_data)  

                        (dim_sizes 6 4 1 4)  

                        (nonuniform level 3 4))') as grid  

           INTO TEMP tempgrid3 FROM tempgrid2;  

 

SELECT grid FROM tempgrid3;  

- [ RECORD 1 ] -----------------------------  

grid |  

header=422;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;supp ort_missing=1;srid=1;tile=1,1,1,4;  

samples=6,4,1,4;finalDims=6,4,1,4;gridWrap=0,0,0,0;blendValue=0;  
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startPt=30,32,5,0;basis0=1,0,0,0;basis1=0,1,0,0;basis2=0,0,1,0;b  

asis3=0,0,0,1;fieldIds=0;fieldTypes=8;dimNames="column","row", "l

evel","time" ;fieldNames="ai r_temp";nonuniflags=1,0,1,1;nonunisam  

ple1=_,_,_,_,_,_;nonunisample3=_;nonunisample4=3,4,_,_;epilog=11  

1,222;blob=0;file=132 ;filelen=830;  

 

define the rest of the grid axis values. Note that in the  

nonuniform term we only specify the replacement grid  

values for  

the undefined ones (for example, {5,6} is appended onto  

level). 
 

DELETE FROM gieftab;  

 

INSERT INTO gieftab  

SELECT GRDExtend(grid,'((dim_sizes 6 4 1 4)  

                        (nonuniform row 1 2 3 4)  

                        (nonuniform column 1 2  3 4 5 6)  

                        (nonuniform time 1)  

                        (nonuniform level 5 6))') AS grid  

  FROM tempgrid3;  

 

SELECT grid FROM gieftab;  

 

- [ RECORD 1 ] -------------   

grid |  

header=454;prolog=1;version=50331648;id=0;numFields=1;hasSatPa rm 

s=0;blendType=0;storage=0;support_missing=1;srid=1;tile=1,1,1,4;  

samples=6,4,1,4;finalDims=6,4,1,4;gridWrap=0,0,0,0;blendValue=0;  

startPt=30,32,5,0;basis0=1,0,0,0;basis1=0,1,0,0;basis2=0,0,1,0;b  

asis3=0,0,0,1;fieldIds=0;fieldTypes=8;dimNames="column","r ow", "l

evel","time" ;fieldNames="air_temp";nonuniflags=1,1,1,1;nonunisam  

ple1=1,2,3,4,5,6;nonunisample2=1,2,3,4;nonunisample3=1;nonunisam  

ple4=3,4,5,6;epilog=111,222;blob=0;file=133 ;filelen=862;  

  

Modifying a GRDValueõs Data 

The data component of a GRDValue is updated by executing the 

GRDValueUpdate() function. GRDValueUpdate has the following definition: 

function GRDValueUpdate(target GRDValue, source GRDValue)   

returns GRDValue;  

 

The first argument is the GRDValue to be updated, while the second argument 

is the GRDValue that is supplying the update values. The function returns its 

first argument upon success. 

The function is most commonly used from inside client programs. Typically the 

update statement looks like the following: 

SELECT GRDValueUpdate(gridCol umn, updateGrid) FROM myTable WHERE  

some_column_name = some_value;  
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There are a number of constraints on the old and new GRDValueôs:  

1. They must have the same SRID and the same set of basis vectors. 

2. The new value cannot be null and can only contain fields whose name 

and type match those fields in the original value. 

3. For any dimension that does not have a nonuniform dimension, the new 

data must fit entirely inside the old value, before grid wrap-around is 

considered. For non-spatial dimensions or spatial dimensions that are 

not defined using a geographic (lat/long) coordinate system, this means 

that the new grid must fit entirely inside the old grid. This is also true for 

spatial dimensions defined using latitude or longitude, but in that case 

there is the added complication that two world-spanning grids may 

cover the same area but have different starting points, as shown in 

Figure 29 below. Although the hashed grid (the new grid) is entirely 

contained within the grey-shaded grid (the original grid), it still crosses 

the wrap-around point (at the top) of the grey-shaded grid and hence the 

update would not be allowed. 

X

North

Pole

 

Figure 29: Disallowed GRDValueUpdate example. 

4. For any nonuniform dimension, the positions in the new value must 

either match those in the old value, or be greater than the last entry so 

that the new valueôs dimension positions can be stacked after the 

original valueôs positions for that dimension. 
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5. The data elements in the new value must occupy a contiguous region of 

blobspace in the original value. This is to limit the number of log entries 

generated. The following sets of dimensions (one set per row of the 

table) are accepted: 

Mods size[0] mods size[1] mods size[2] mods size[3] 

Ò original 

size[0] 

= original 

size[1] 

= original 

size[2] 

= original 

size[3] 

1 Ò original 

size[1] 

= original 

size[2] 

= original 

size[3] 

1 1 Ò original 

size[2] 

= original 

size[3] 

1 1 1 = original 

size[3] 
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Updating Data Using the C API  

Modifying a GRDValue is identical to inserting a GRDValue into a table 

except that there is one GRDValue being modified and another GRDValue 

serving as the source of the modification data. The actual modification is done 

using the GRDValueUpdate function. See Modifying a GRDValueôs Data on 

page 154.  

float a[]

dimensions

GRDValueI
GRDValue as

var binary

(array of bytes
float b[]

Existing

GRDValue

GRDValue

(server order) as

array of bytes

GRDValue

(client order) as

bytea

client

server

Data Storage Model

GRDUpdate

 

Note that once a GRDValue has been stored in a database, only its grid values, 

and not its metadata, can be modified. For instance, you cannot change the 

GRDValueôs start point, the number of dimensions, the number of samples in 

any dimension, or the number or type of the fields. 

The following libpq program updates a grid in the gridtesttable. This program 

(called updateExampleFloat.c ) can be found in the 

<POSTGRESQLDIR>/examples/ c/api  directory. Before running this program, 

set the PGDATABASE and PGUSER environment variables and run ñmake all ò, 

following by the script defineTables.csh , both from within the 

<POSTGRESQLDIR>/examples/ c  directory. These commands will build the 

executables and create the files and tables needed by the examples. 

#include <stdlib.h>  

#include <stdio.h>  

 

Example:  
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#include <libpq - fe.h>  

#include <grdValueI.h>  

#include "openPGConnection.h"  

 

#define X_SIZE (10)  

#define Y_SIZE (10)  

#define Z_SIZE (6)  

 

PGconn *conn;  

 

static GRDValueI *buildEmptyGrid()  

{  

 static GRD_INTEGER initialDims[4] = { 1, 1, 1, 1 };  

 static GRD_INTEGER finalDims[4] = { 1, Z_SIZE, Y_SIZE,  

                                          X_SIZE };  

 static GRD_INTEGER tileSize[4] = { 1, 1, 5, 5 };  

 static double startPt[4] = { 0, 0, 0, 0 };  

 GRDValueI *valueI;  

 

 valueI = GRDValueINew();  

 GRDValueISetDims(valueI, initialDims);  

 GRDValueISetFinalDimensions(valueI, finalDims);  

 GRDValueISetStartPt(valueI, startPt);  

 GRDValueISetSrid(valueI, 0);  

 GRDValueISetTileSize(valueI, tileSize);  

 GRDValueIAppendField(valueI, 0, grdFieldREAL4);  

 GRDAllocFieldMemory(valueI, 0, 0);  

 GRDValueIDisableMissing(valueI);  

 return valueI;  

}  

 

 

static GRDValu eI *buildUpdateGrid(int dim1, float valueOffset)  

{  

 static GRD_INTEGER dims[4] = { 1, 1, Y_SIZE, X_SIZE };  

 static double startPt[4] = { 0, 0, 0, 0 };  

 static GRD_INTEGER tileSize[4] = { 1, 1, 5, 5 };  

 GRDValueI *valueI;  

 float *f;  

 int i;  

 int size;  

 

 st artPt[1] = dim1;  

 valueI = GRDValueINew();  

 GRDValueISetDims(valueI, dims);  

 GRDValueISetStartPt(valueI, startPt);  

 GRDValueISetSrid(valueI, 0);  

 GRDValueISetTileSize(valueI, tileSize);  

 GRDValueIAppendField(valueI, 0, grdFieldREAL4);  

 GRDAllocFieldMemory( valueI, 0, 0);  

 GRDValueIDisableMissing(valueI);  

 

 f = (float *)GRDValueIGetFieldData(valueI, 0);  

 size = X_SIZE * Y_SIZE;  

 for( i = 0; i < size; i++ ) {  
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  f[i] = valueOffset;  

  valueOffset += 1.0;  

 }  

 return valueI;  

}  

 

int main()  

{  

 int i;  

 GRDValueI *gr id;  

 PGresult *res;  

 ExecStatusType status;  

 Oid paramTypes[1];  

 const char *paramValues[1];  

 int paramLengths[1];  

 int paramFormats[1];  

 char *bin;  

 

 conn = openConnection();  

 

    /*  

     * start off with an empty table  

     */  

 PQexec( conn, "DELETE FROM  gridtesttable" );  

 

 res = PQexec(conn,  

"SELECT oid FROM pg_type WHERE typname = 'grdvalue'" );  

 paramTypes[0] = atoi( PQgetvalue(res, 0, 0) );  

 

    /*  

     * insert empty grid  

     */  

 grid = buildEmptyGrid();  

 bin = GRDValueIToVarBinary( grid );  

 paramValues[0] = bin;  

 paramLengths[0] = GRDValueIGetTransferSize( grid );  

 paramFormats[0] = 1;  

 

 res = PQexecParams( conn,  

  "INSERT INTO gridtesttable VALUES($1)",  

  1,  

  paramTypes,  

  paramValues,  

  paramLengths,  

  paramFormats,  

  1 );  

 status = PQresultStat us( res );  

 if( res == NULL || status != PGRES_COMMAND_OK )  

 {  

  printf( "failed \ n" );  

  exit(99);  

 }  

 

 for( i = 0; i < Z_SIZE; i++ )  

 {  
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  grid = buildUpdateGrid(i, i*1000);  

  bin = GRDValueIToVarBinary( grid );  

  paramValues[0] = bin;  

  paramLengths[0] = GRDValueIGetTransferSize( grid );  

   

  printf( "Performing update #%d... ", i );  

  res = PQexecParams( conn,  

   "SELECT grdvalueupdate(a, $1) FROM 

gridtesttable",  

   1,  

   paramTypes,  

   paramValues,  

   paramLengths,  

   paramFormats,  

   1 );  

  status = PQr esultStatus( res );  

  if( res == NULL || status != PGRES_TUPLES_OK )  

  {  

   printf( "failed \ n" );  

   exit(98);  

  }  

  printf( "successful \ n" );  

 }  

 

 PQfinish( conn );  

 return 0;  

}  

 



B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

161  

 

Updating Data Using the Java API  

Updating GRDValueôs using the Java API involves three steps: 

1. connecting to a server through JDBC, 

2. building a GRDValue, and 

3. inserting a GRDValue into a table. 

The following method illustrates the use of the Java API for updating 

GRDValueôs. It can be found in 
<POSTGRESQLDIR>/examples/java/SimpleUp date.java  

private static void performUpdate(Connection conn,  

GRDValue grid, String tableName,  

String gridColumnName)  

            throws java.sql.SQLException{  

       PreparedStatement pstmt = conn.prepareStatement(  

                "SELECT " + GRDValueUpd ate(" + gridColumnName +  

    ",GRDValueFromBinary(?)) FROM  " + tableName);  

 pstmt.setBytes(1, grid.toBytes(),   

 java.sql.Types.LONGVARBINARY);  

       pstmt.executeUpdate();  

       pstmt.close();  

    }  
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Chapter 7: Database 

Management Issue s 

This chapter describes the PostgreSQL database management issues that must 

be addressed when using the BCS Grid Extension. 

Database Security  

The default installation of PostgreSQL and the BCS Grid Extension provides a 

minimal set of access rights. With this set, only client applications that are 

running on the server machine are allowed to connect to a database. Connection 

access is controlled by a file of access records called 

<POSTGRESQLDIR>/data/pg_hba.conf , defined by PostgreSQL. The 

PostgreSQL documentation31 contains information on how to modify access 

records. 

Certain functions in the BCS Grid Extension form their own internal 

connections to the PostgreSQL server. To facilitate this, any PostgreSQL userid 

that uses the BCS Grid Extension functions must provide either "trust" or 

ñidentò authentication to the loopback address via the pg_hba.conf  file, for a 

particular database. The ñtrustò authentication option allows any Linux user 

with an account of the server machine to connect as any specified "trusting" 

PostgresSQL user, without supplying a password. The following records, 

already contained in the pg_hba.conf  by default, specify that all PostgreSQL 

users trust all Linux users, allowing connection to any database: 

# TYPE  DATABASE  PG USER  IP - ADDRESS  IP - MASK         METHOD  

local   all       all                                  trust  

# IPv4 - style local connections:  

host    all       all      127.0.0.1    255.255.255.255 trust  

 

To enhance security, replace these lines with the following: 

                                                                        

31 See http://www.postgresql.org/docs/8.4/interactive/client-authentication.html.  

Chapter  

7 

 

http://www.postgresql.org/docs/8.4/interactive/client-authentication.html


B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

164  

# TYPE  DATABASE  PG USER  IP - ADDRESS  IP - MASK         METHOD  

local   db1,é     all                                  trust 

local   all       all                                  someother  

# IPv4 - style local connections:  

host    all       all      127.0.0.1   255.255.255.255 someother  

 

where ñdb1,éò is a list of BCS Grid Extension-enabled databases and 

ñsomeother ò is one of the other methods described in 

http://www.postgresql.org/docs/8.4/interactive/auth-methods.html. 

Extra security can be achieved, at the expense of some run-time cost, by using 

the ñidentò method of authentication.  To use the ñidentò method,  replace these 

pg_hba.conf  lines: 

# TYPE  DATABASE  PG USER  IP - ADDRESS  IP - MASK         METHOD  

local   all       all                                  trust  

# IPv4 - style local connections:  

host    all       all      127.0.0.1   255.255.255 .255 someother  

 

with the following: 

# TYPE  DATABASE  PG USER  IP - ADDRESS  IP - MASK     METHOD  

local   db1,é     all                              ident map  

local   all       all                              someother  

# IPv4 - style local connections:  

host    all       all      127.0.0.1   255.255.255.255 someother  

 

and include the following lines in a file called pg_ident.conf, stored in the same 

directory as pg_hba.conf  (<POSTGRESQLDIR>/data): 

# MAPNAME IDENT- USERNAME PG- USERNAME  

map postgres  postgres  

map postgres  pguser 1 

é   

map postgres  pguser n  

map linuxuser 1 pguser 1 

é   

map linuxuser n pguser n 

 

where  pguser1 , é, pgusern  are PostgreSQL userids and 

(linuxuser 1,pguser 1), é, (linuxuser n,pguser n) are identify the equivalences 

between Linux userids and PostgreSQL userids. 

Installation of the BCS Grid Extension creates 1 schema: 

¶ bcsgrid 

4 internal tables: 

¶ bcsgrid.gridblobs 

http://www.postgresql.org/docs/8.4/interactive/auth-methods.html
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¶ bcsgrid.gridblobspace 

¶ bcsgrid.griduserblobspace 

¶ bcsgrid.spatial_references 

and 2 sequences: 

¶ bcsgrid.gridblobs_blob_id_seq  

¶ bcsgrid.gridblobspace_blobspace_id_seq   

The bcsgrid.gridblobs and bcsgrid.gridblobspace tables require SELECT, 

INSERT, and UPDATE permissions for all users of the BCS Grid 

Extension. The bcsgrid.spatial_references table needs SELECT and 

INSERT permissions; the sequences require SELECT and UPDATE 

permissions; the bcsgrid schema requires USAGE permission; and the 

bcsgrid.griduserblobspace requires SELECT, UPDATE, AND INSERT 

permission. These permissions are set, during installation, with the 

following SQL commands: 

CREATE SCHEMA bcsgrid;  

GRANT usage ON SCHEMA bcsgrid TO public;  

GRANT select, insert, update ON bcsgrid.gridblobspace TO public;  

GRANT select, update ON bcsgrid.gridblobspace_blobspace_id_seq  

TO public;  

GRANT select, insert, update ON bcsgrid.gridblobs TO public;  

GRANT select ON bcsgrid.griduserblobspace TO public;  

GRANT select, update ON gridblobs_blob_id_seq TO public;  

 

GRANT select, insert ON bcsgrid. spatial_references TO public;  

 

More information about user permissions can be found in Chapter 1732 of the 

PostgreSQL documentation. 

Blob Implementation in the BCS Grid Extension  

In PostgreSQL, GRDValueôs are stored in blobs (binary large objects). Two 

varieties of blob implementation are available through the BCS Grid Extension: 

file-based blobs, and native blobs. 

In the (custom) file-based blob mechanism, which is specific to the BCS Grid 

Extension, each grid is represented by its own file-based blob. Each blob stores 

its data in one or more files, with each file being no larger than 1GB in size. 

The files are kept in specially designated 'file-blob' directories.  

                                                                        

32 See http://www.postgresql.org/docs/8.4/interactive/user-manag.html.  

http://www.postgresql.org/docs/8.4/interactive/user-manag.html
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The performance of these blobs is approximately that of the underlying file 

system. However, these blobs are not transaction-safe. Blob changes are 

committed immediately, even when performed inside a transaction that is 

aborted or rolled back
33

. 

While PostgreSQLôs native (built-in) blob mechanism is also file-based, the 

file-based nature is largely transparent to the user. Use of native blobs has the 

following advantages: 

1. Native blobs are transaction-safe. All insertions, deletions, and updates 

of native-blob-based values within a transaction are either entirely 

completed (committed) or rolled-back. 

2. The pg_dump utility backs up native blobs along with all non-blob data; 

there is no danger of blobs becoming inconsistent with respect to non-

blob data.    

Note that native blobs are slower (by a factor of approximately 2/3) than 

custom file-based blobs. Another disadvantage of native blobs is that the user 

has little control over where (on which disk) the blobs are stored34. This is not 

the case with file-based blobs, as described in the next section.   

Adding New Blobspaces  

When using file-based blobs, a BCS Grid Extension-enabled database can have 

one or more blobspaces, each being mapped to a disk directory. Blobspaces are 

configured from within the database, using the óbcsgrid.gridblobspaceô table. A 

default blobspace is created during installation. The following shows a sample 

óbcsgrid.gridblobspaceô table: 

bcsgrid=# SELECT * FROM bcsgrid. gridblobspace;  

 

 blobspace_id | blobspace_name |      blobspace_root       |  

max_size | size_used  

----------------- +-------------------- +-------------------------  

-- +------------ +------ -----  

            1          | default                |  

<POSTGRESQLDIR>/BLOBSPACE/ |        0         |   1386026  

 

Multiple blobspaces can be created and used simultaneously. Blobspaces can be 

organized into groups using the blobspace name. These groups act as a single, 

large blobspace. When a blobspace is filled, usage will automatically roll over 

                                                                        
33 To implement a transaction-safe blob mechanism would require hooks not currently supplied by 

PostgreSQL. 

34 All native blobs for a database are stored in a system table called pg_largeobject. It is possible, using 

symbolic links and some detective work, to store pg_largeobject on a separate device. However, as of 

version 8.1 of PostgreSQL there is no way to split a table across multiple directories. 
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to the next blobspace within the group. More information about using 

blobspace groups is given in the section Blobspace Usage on page 168. 

To add blobspaces: 

1. Create a directory for the new blobspace. The user account that 

PostgreSQL is started with must have full (read, write, and execute) 

permissions for this directory. 

 

e.g.,   

 
mkdir /large/ disk/BLOBSPACE  

chown postgres:postgres /large/disk/BLOBSPACE  

chmod ug+rwx /large/disk/BLOBSPACE  

chmod o - rwx /large/disk/BLOBSPACE  

2. Login to the database as the BCS Grid Extension administrator. e.g.,   

psql - U postgres  

 

3. Insert a new row into the ógridblobspaceô table. óblobspace_idô is a 

unique serial (auto-incremented) id. óblobspace_nameô is a string 

column that specifies the name of the blobspace group. 

óblobspace_rootô is a string column that specifies the absolute path of 

the blobspace. ómax_sizeô is a bigint column that specifies the 

maximum space available to it. A value of ó0ô means it is effectively 

unlimited (limited just by the size of the disk). ósize_usedô is a bigint 

column that specifies the amount of space currently being used. The 

following insert statement adds a new blobspace with a maximum size 

of 10GB, using the /large/disk/BLOBSPACE  directory: 

INSERT INTO bcsgrid. gridblobspace(blobspace_name, 

blobspace_root,  

max_size) VALUES(ónewblobgroupô, ó/large/disk/BLOBSPACE/ô,  

10737418240);  

 

 After inserting, the óbcsgrid.gridblobspaceô looks like the following: 

bcsgrid=# SELECT * FROM bcsgrid. gridblobspace;  

  blobspace_id | blobspace_name |      blobspace_root        

|    

max_size   |  size_used  

----------+-----------------+-----------------------------------+---------------+----------- 
1 | default             | <POSTGRESQLDIR>/BLOBSPACE/ |             

0        | 1386026  

           2 | newblobgroup | /large/disk/BLOBSPACE/     |  

10737418240 |   0  

 

4. Exit PostgreSQL. The changes take effect immediately. 
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Blobspace Usage  

In the simplest situation, the default blobspace set up during installation can be 

used immediately with no changes to the gridblobspace table required. More 

complex situations can be handled by using blobspace groups. Suppose you 

want your permanent grids to be stored in a directory that is backed up nightly, 

and your temporary work grids to be stored in a separate directory that isnôt 

backed up. To accomplish this, you can create two blobspace groups.  

A blobspace group is created by adding new file-based blobspaces and 

specifying the same name for each file-based blobspace within a group. For 

example, the following SQL will create one blobspace group named 

ótempblobsô (consisting of a single file-based blobspace) and a second group 

named óbackedupblobsô (consisting of two file-based blobspaces): 

INSERT INTO bcsgrid. gridblobspace(blobspace_name, 

blobspace_root,  

max_size) VALUES(ótempblobsô, ó/tmpô, 107374182400); 

INSERT INTO bcsgrid. gridblobspace(blobspace_name, 

blobspace_root,  

max_size) VALUES(óbackedupblobsô, ó/backedup/BLOBSPACE1ô,  

107374182400);  

INSERT INTO bcsgrid. gridblobspace(blobspace_name, 

blobspace_root,  

max_size) VALUES(óbackedupblobsô, ó/backedup/BLOBSPACE2ô,  

53687091200);  

 

Once multiple blobspace groups are created, PostgreSQL needs to know which 

group to use. Two server functions facilitate this. By default, PostgreSQL will 

use the group named ódefaultô (created during BCS Grid Extension 

installation). 

Note that these functions apply only to the current client connection. Parallel 

connections and subsequent connections are not affected by invocations of 

these functions. 

function GRDSetBlobspace(groupname char)  returns integer :  this 

function sets which blobspace group to use. The groupname argument is the 

name of the blobspace group. Specify a groupname value of ñnative ò to use 

native blobs. Zero is returned if successful. 

function GRDGetCurrentBlobspace()  returns char :  alias for 

GRDGetBlobspace() ï deprecated; maintained for backward compatibility. 

function GRDGetBlobs pace() returns char : this function returns the name 

of the blobspace group currently being used. 
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Persistent Default Blobspaces  

 

A table called bcsgrid.griduserblobspace is used to determine a user's default 

blobspace group (i.e., the blobspace group that is used if the user doesn't call 

GRDSetBlobspace(...) in a session). The bcsgrid.griduserblobspace table has 

the following definition: 

CREATE TABLE bcsgrid. griduserblobspace (  

  user_name varchar(50),  

  blobspace_name varchar(128)  

);  

 

When the BCS Grid Extension is first installed, the bcsgrid.griduserblobspace 

table is loaded with the column values ('default', 'default'). The name 'default' in 

the user_name column is used to specify which blobspace group is used by any 

user who isn't explicitly listed in the table. Initially, that means all users.  

The 'default' in the blobspace_name column causes the blobspace group called 

'default' to be used. To change the default blobspace group for users not 

explicitly mentioned in the table, simply update the row (while connected as the 

Postgres account): 

UPDATE bcsgrid. griduserblobspace SET blobspace_name = 'native' 

WHERE user_name = 'defau lt';  

 

 

Individual users can change their default blobspace group using the 

GRDSetDefaultBlobspace  function. For example, a user can change their 

default blobspace group to be native blobs using the statement: 

select GRDSetDefaultBlobspace('native');  

 

 

This function will insert or update (as needed) a particular user's entry in the 

table. 

The bcsgrid.griduserblobspace table is checked the first time a client 

connection performs an operation that creates a blob. This can be any operation 

that creates a GRDValue, even if the GRDValue is only a transient one used 

inside an expression. Any changes to the bcsgrid.griduserblobspace table made 

after that point that point in the client connection will be ignored. 

Blobspace Maintenance  

Blobspace maintenance needs to be performed on a regular basis to ensure that 

wasted space is reclaimed and performance does not degrade. The amount of 

maintenance required depends on grid activity. The more frequently grids are 
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manipulated, the more frequently blobspace maintenance should be performed. 

To perform maintenance, run the following SQL command: 

SELECT grdlo_garbage_collect( minage );  

 

This function has the following definition: 

function GRDlo_garbage_collect(minage integer)  returns integer    

The function removes any blobs that are not referenced by a GRDValue in a 

table, and returns the number of blobs removed. The minage  argument is an 

integer that specifies the minimum age in seconds of a blob to be considered for 

reclamation. Blobs younger than minage  seconds are ignored. The appropriate 

value for minage  depends on the size of a typical grid. The value should specify 

a time longer than the time required to completely insert a grid. This ensures 

that a grid currently being inserted is not eligible for collection. 

Note that garbage collection will take longer when using native blobs than 

when using the custom file-based blob implementation.  

Note also that space is not truly reclaimed until PostgreSQL vacuuming is 

done, so vacuuming should also be performed regularly. (See 

http://www.postgresql.org/docs/8.4/interactive/sql-vacuum.html.)  

http://www.postgresql.org/docs/8.4/interactive/sql-vacuum.html


B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

171  

 

Database Backup and Restore  

Backing up and restoring the database requires a special procedure, due to the 

blobspace architecture. 

Performing a Backup  

A backup is performed in two steps:  running the pg_dump utility, and backing 

up the blobspaces. The pg_dump35 utility is provided by PostgreSQL to dump 

the contents of a database. It must be run as a database superuser36, such as 

postgres . A typical run of pg_dump can be performed by the following 

command: 

pg_dump - U postgres - C - f database_backup.sql mydatabase  

 

This will backup mydatabase to the file database_backup.sql, running as the 

postgres  user. 

Once a dump is obtained, blobspace files need to be backed up. Since 

blobspaces are simply directories containing files, these can be backed up using 

any method for backing up files. The only caveats are: 

¶ there should be no write activity on the blobspace while it is being 

backed up (preferably, the database instance should be down or 

quiescent), and 

¶ the blobspace backup should be performed as soon as possible after 

pg_dump in order to help ensure application consistency. 

Note that native blobs are backed-up by pgdump. No separate, special backup 

of native blobs is necessary since native blobs are not implemented using user-

defined directories and files. 

 

                                                                        

35 See http://www.postgresql.org/docs/8.4/interactive/backup.html for more details, or run 

ópg_dump -- help ô. 

36 See http://www.postgresql.org/docs/8.4/interactive/role-attributes.html and 

http://www.postgresql.org/docs/8.4/interactive/user-manag.html for an explanation of the term ñdatabase 

superuserò. 

http://www.postgresql.org/docs/8.4/interactive/backup.html
http://www.postgresql.org/docs/8.4/interactive/role-attributes.html
http://www.postgresql.org/docs/8.4/interactive/user-manag.html
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Restoring a Backup  

Restoring a backup is accomplished in two steps: restoring the blobspace files, 

and loading the pg_dump data. Blobspaces are restored by simply restoring the 

file backups. 

Loading the pg_dump data requires a running database server. The load must 

be run as a database superuser, such as postgres . A typical load can be 

performed by the following command: 

psql - U postgres - f database_backup.sql template1  

 

This will restore the database backed up in database_backup.sql. 
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Chapter 8: 

Troubleshooting Guide  

This chapter provides guidance on resolving error messages that might be 

encountered while using the BCS Grid Extension.  

Errors Related to Blobspace Setup  

"GrdSetBlobspace: Could not find a blobspace named 

' blobspace_n ame'."  

Check the gridblobspace table for a list of known blobspaces. 

"Gridblobspace blobspace_name  does not have enough space to 

store a grid of size size_in_bytes ."  

The blobspace did not have enough space in any single directory to store a grid 

of the size being created. 

"Blobname ' blobspace_name ' too long."  

The user tried to set the blobspace name but the string supplied was too long. 

"Path to blob space root too long."  

This error should not occur unless the schema of the gridblobspace table is 

changed. 

" Gridblobspace table has rows with null blobspace_id."  

This error shouldn't occur unless the schema of the gridblobspace table is 

changed. 

Errors Related to GRDBox's  

"The grid does not have a georeferencing coordinate system 

associated with it."  

An attempt was made to build a GRDBox from a grid that had an SRID of -1. 

GRDBox's are earth-oriented and hence can only be built from georeferenced 

data. 

"The projection doesn't contain geographic info."  

An attempt was made to build a GRDBox from information that included an 

SRID that didn't define a projected coordinate system or a geographic 

coordinate system. GRDBox's are earth-oriented and hence can only be built 

from georeferenced data. 
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"Bad format for a GRDBox, expected 10 floats: saw ' some_text' ."  

Self-explanatory. 

Errors Related to GRDExtractRaw...  

"Grid contains more than one variable."  

Currently the GRDExtractRaw... functions can only be used on GRDValue's 

having a single variable (field). 

"Start coordinate is past end coordinate."  

Each of the start grid coordinates must be less than or equal to the 

corresponding end grid coordinates. 

"The GRDValue's transformation matrix does not have an inverse."  

It was not possible to create the basis inverse matrix necessary to translate some 

or all of the specified real-world coordinates into grid coordinates. 

"Could not convert given spatial end coordinates to grid 

coordinates."  

"Could not convert given spatial start coordinates to grid 

coordinates."  

It was not possible to translate some or all of the specified real-world 

coordinates into grid coordinates. 

"Grid does not use a skinny tile. e.g., [1,1,1,10]."  

See Restrictions and Caveats. 

"All parameters must be specified and can not be NULL."  

Self-explanatory. 

"Unable to close output file ' file_name ' properly."  

Some error has occurred with the operating system. 

"The source grid's affine transformation is not a reverse 

diagonal."  

The GRDExtractRaw functions can be used only on GRDValue's with data 

stored in the time,level,row,column order. See Restrictions and Caveats section. 

"End coordinate lies outside (after) the grid."  

"End coordinate lies outside (before) the grid."  

"Start coordinate lies outside (after) the grid."  

"Start coordinate lies outside (before) the grid."  

The set of start coordinates and/or end coordinates lie outside the spatial 

coordinate range of the grid. 

"Could not create output file: filename ."  

The specified file could not be created. Note that the file creation is performed 

by the database server account. Check file permissions. 
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"Step coordinate cannot be less than 1 dimension unit."  

The step (stride) values must be integers greater than or equal to 1. 

Errors Related to GRDImportRaw  

"No dim_sizes term."  

A dim_sizes term is needed to define the shape of the grid. 

"Error fetching data from raw data file."  

An I/O error of some form occurred while reading from the raw data file. 

"Expected large integer, saw ' some_text '."  

An integer value was expected when parsing a grid id field. 

" filename ( line_num ): no '='."  

" filename ( line_num ): no key before '='."  

Each line of the meta-data file should have the form 

property_name=property_value. The indicated line did not. 

"No tile_length or tile_sizes property."  

Either a tile_sizes property (for non-skinny tiles) or a tile_length property (for 

skinny tiles) is required. 

" fi lename : Unused properties property_list ."  

GRDImportRaw will complain about any property that is not recognized. This 

is done to help catch typos in the names of properties. 

"Expected expected_count  items in property property_name , saw 

actual_count ."  

"Expec ted float in property property_name  saw ' some non - float '."  

"Expected int in property property_name  saw ' some non - int '."  

"Too many items for property property_name ."  

Self-explanatory. 

"Unknown field type ' bad_type_name '."  

The accepted types are int1, int2, int4, uint1, uint2, uint4, short, ushort, int, 

uint, real4, real8, float, double. 

"Raw data file shorter than implied by properties."  

The dimensions specified by the properties file implied a raw data file larger 

than that actually provided. 

" filename : une xpected end of file while reading continued 

lines."  

The end of file was encountered unexpectedly while reading the metadata file. 

This could be caused by a backslash \ as the last character of the last line or a 

lack of a carriage return on the last line. 

"Unrecognized endian value ' endian_type '."  
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The endian type must be 'little' or 'big'. 

"Not enough field types."  

"Too many field types."  

The number of field types specified in the field_types property did not match 

the number of field names specified by the field_names property. 

"Too many fields."  

The number of fields specified was greater than that which is supported by the 

code (24). 

"Attempt to load into unknown table ' table_name '."  

The table name is not known in this database. 

"Expected 4 names for prope rty dim_names, saw actual_count ."  

"Extra name for property dim_names."  

There must always be four dim names. 

"The table ' table_name ' does not have a column called 

' column_name '."  

There was a property called column.column_name but no corresponding 

column in the table being loaded. 

"Unexpected junk ' some_text ' following a large integer."  

There was some non-integer text following an integer grid id field. 

"No SRID or srtext term."  

Use an 'SRID=-1' property to denote a grid without a georeferencing coordinate 

system. 

Errors Related to GRDSpec's and 

Extracting Grids  

"Attempt to inherit incompatible nonuniform steps."  

A GRDSpec can specify that nonuniform steps are inherited from a source grid, 

on a per-dimension basis. This inheritance ignores the values of the respective 

basis vectors. This error indicates that the GRDSpec tried to inherit nonuniform 

step values for a dimension of a different size. 

"Unable to find field field_name  in source data."  

"Unable to find field id field_id  in source data."  

A GRDSpec may specify by name which fields of a source grid are to be 

extracted. This error indicates that the caller tried to extract a particular field by 

a name that wasn't present in the source grid. 

"Attempt to set too large a value."  
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An attempt was made to define fields for a grid whose dimensions were too 

large to handle safely. The limit is currently 2**28 (two to the power 28) 

elements per field. Create larger grids by setting the final dimensions of a grid 

before inserting it into a table, and then use a sequence of update statements to 

assign values to the GRDValue data component. 

"Dim dim_number  in spec has size 0 but doesn't map anywhere."  

As a convenience, a user can specify a size of 0 for a dimension whose size 

should be inherited from the source grid. This only works if there is a one to 

one mapping between the dimension in the GRDSpec and a single dimension in 

the source grid. This particular message is likely an indication that either the 

GRDSpec or the source grid had non-invertible affine transformations. 

"Dim dim_num  in spec has size 0 and maps to num_mapped ref 

dimensions."  

As a convenience, a user can specify a size of 0 for a dimension whose size 

should be inherited from the source grid. This only works if there is a one-to-

one mapping between the dimension in the GRDSpec and a single dimension in 

the source grid. This particular message is likely an indication that one of the 

grids is rotated with respect to the other, with angles not equal to multiples of 

90 degrees. 

"Can not add interpolation dim di m_name, already have 4."  

Attempt to provide too many dimensions to be interpolated. 

"Can not reproject from SRID - 1 by definition."  

Because an SRID of -1 implies no georeferencing, you can not resample the 

data into a georeferenced coordinate system. 

"Spec  uses fieldnames, source doesn't have fieldnames."  

During a GRDExtract operation, the GRDSpec listed the names of fields to 

extract, but the GRDValue didn't have any field names, just field ids. 

"GRSpecISetWrap: attempt to set a degenerate wrap range."  

GRDSpecISetWrap called with a maxVal <= minVal. 

"This function cannot be used to generate grids this large. Try 

generating a smaller grid and enlarging it with GRDExtend."  

GRDValueFromSexpr and GRDFuse are limited in the size of grids that they 

can produce. 

" The specified srtext ( srtext ) does not exist in the spatial ref 

table."  

Insert the srtext (srtext) into the spatial reference table using the procedure 

GRDGenSrid first. 

"Spec tile dim dim_num  (value= bad_dim_size ) must be positive."  

It doesn't make sense to have zero or negative values in a tile dimension. 
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"Illegal attempt to set nonuniform samples on dimension dim_num  

which already had nonuniforminherit set for the same dimension."  

Self-explanatory. 

"Field field_id  not in source grid."  

The GRDSpec specified a field by an integer id, but that id was not present in 

the source grid. 

"Interpolation references unknown dimension ' dim_name '."  

The GRDSpec specifies by name which dimensions in the source grid have 

non-default interpolations (linear or user-defined). This error occurs when 

GRDSpec specifies a dimension name that isn't in the source grid. 

"Dim dim_num  (value= bad_dim_size ) must be positive."  

"Spec dim dim_num  (value= bad_dim_size ) must be positive."  

The user supplied non-positive dimension values. 

"Can n ot reproject to SRID - 1 by definition."  

This would be the equivalent of throwing away coordinate system information. 

"Request for too many field ids in spec."  

User called GRDSpecIAppendField too many times. 

"Attempt to add too many field names to a spec."  

User called GRDSpecIFieldName too many times. 

"Dim dim_num  in spec did not map to a nonuniform dimension 

( dim_mapped ) in source grid."  

When a dimension in a spec is specified as size 0, the corresponding dimension 

in the source grid must be nonuniform. 

"No  SRID or srtext is specified."  

When using GRDValueFromSexpr, no srtext or SRID was specified. To build a 

grid without a georeferencing coordinate system, use an SRID of -1. 

"Can not reproject to satellite swath, only from satellite 

swath."  

You can not extract data in a satellite swath coordinate system from a regular 

coordinate system because there is no place to get the satellite orbit information 

from. 

Errors Related to GRDSpec's Text Form and 

GRDValueFromSexpr  

"Dim name ' dim_name ' in nonuniform tag not k nown."  

"Expect number after id tag."  

"Expect SRID number after SRID tag."  

"Expect srtext string after srtext tag."  
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"Expected expected_count  elements in translation term, saw 

actual_count ."  

"Expected (dim_name interp_method) in interpolation term."  

"Expecte d (dimname minvalue maxvalue) in coord_wraps_in term."  

"Expected 2 elements (dim_name and qutoed unit string) in 

dim_unit term, saw actual_count ."  

"Expected 2 elements in variable_unit_name term, saw 

actual_count ."  

"Expected 4 elements in term_name  term."  

"Expected 4 elements in dim_names term, saw actual_count ."  

"Expected atom in GRDSpec S - expression."  

"Expected dim name after nonuniform tag"  

"Expected dim name after nonuniforminherit tag."  

"Expected dim name but saw term in dim_unit_name term."  

"Expected positive integer number in max_bytes, saw bad_value ."  

"Expected single integer argument for max_bytes term."  

"Expected SRID to be an integer, not a float."  

"Expected unit string but saw term in dim_unit_name term."  

"Expected unit string but saw term in var iable_unit_name term."  

"Expected variable name after fields tag."  

"Expected variable name but saw term in variable_unit_name 

term."  

"Must specify dim_sizes with nonuniform axes."  

"Saw term_count  terms in affine_transformation element, expected 

16."  

"Saw no nnumeric in affine transform term."  

"Too many fields specified."  

"Too many samples in nonuniform term ' dim_name '."  

"Unexpected atom in interpolation tag."  

"Unexpected list in linear_interpolation tag."  

"Unexpected non - int in term_name  term."  

"Unexpected no n- list item in S - expression."  

"Unexpected non - number in nonuniform field."  

"Unexpected non - number in translation term."  

"Unexpected term in dim_names term."  

"Unknown dim name dim_name  in coord_wraps_in term."  

"Unknown dim name dim_name  in linear_interpolat ion term."  

"Unknown interpolation name interp_name  in interpolation term."  

"Unknown tag ' tag_name ' or tag doesn't take arguments."  

"Unknown tag or missing argument list for tag ' tag_value '."  

Review general syntax for defining GRDSpec's with an S-expression. 

"Expected (lon lat) term in 

satelliteParameters.lonLatInfo.lonLats term."  

"Expected lon value in satelliteParameters.lonLatInfo.lonLats 

term."  

"Expected samplesPerLine > 0, saw non_positive_value ."  

"Invalid numLines value in satelliteParameters, saw some_text ."  

"Missing term(s) in 

satelliteParameters.rationalFuncInfo. root_term_name  

list_of_terms  ."  

"No col field in rationalFuncInfo field."  

"No fovIndices term in satelliteParameters.lonLatInfo."  

"No lat field in rationalFuncInfo field."  

"No lon field in ra tionalFuncInfo field."  
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"No lonLats term in satelliteParameters.lonLatInfo."  

"No orientation term in satelliteParameters.orbitalInfo."  

"No position term in satelliteParameters.orbitalInfo."  

"No row ield in rationalFuncInfo field."  

"No spinAxis term in satel liteParameters.orbitalInfo."  

"NumLines term in satelliteParameters not present."  

"OrbitalInfo or lonLatInfo term in satelliteParameters not 

present."  

"Out of range fovIndices value ( fovIndex_value )."  

"PerSampleStepAngle not present in satelliteParameters . "  

"PerSampleStepAngle should not be zero."  

"Poorly formed term in lonLatInfo."  

"Poorly formed term in orbitalInfo."  

"Poorly formed term in rationalFuncInfo."  

"Poorly formed term in 

satelliteParameters.rationalFuncInfo. rootTermName ."  

"REquator term in satel liteParameters not present."  

"RPolar term in satelliteParameters not present."  

"SamplesPerLine term in satelliteParameters not present."  

"Satellite parm term_name  had term_count  terms, expected 

expected_size ."  

"Satellite parm term_name ( pos ) had term_cnt  it ems, expected 3."  

"Satellite parm term_name ( pos ) had badly formed numeric 

item( item_position )."  

"Satellite parm lonLatInfo.lonLats had term_count  terms, 

expected expected_count ."  

"Satellite parm orbitalInfo. term_name  had term_count  terms, 

expected expected _size ."  

"Term in satelliteParms.lonLatInfo.lonLats had member_count  

members."  

"Unexpected item ( term_name ) in satelliteParameters term."  

"Unexpected nonlist term in satelliteParameters.lonLatInfo 

term."  

"Unexpected nonlist term in 

satelliteParameters.lonLa tInfo.lonLats term."  

"Unexpected nonlist term in satelliteParameters.orbitalInfo 

term."  

"Unexpected nonlist term in satelliteParameters.rationalFuncInfo 

term."  

"Unexpected nonlist term in 

satelliteParameters.rationalFuncInfo. root_term_name  term."  

"Unknown term ' term_name ' in satelliteParameters.lonLatInfo."  

"Unknown term ' term_name ' in satelliteParameters.orbitalInfo."  

"Unknown term ' term_name ' in 

satelliteParameters.rationalFuncInfo."  

Review the syntax for the S-expressions with satellite terms. 

"Tried to define unit for dim dim_name , which hasn't been 

defined yet."  

"Tried to define unit for variable variable_name , which hasn't 

been defined yet"  

The dim_names term must precede the dim_unit term. 

"Bad range ( low_end , high_end ) in coord_wraps_in tuple."  
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The low end of the range must be less than the high end of the range. 

"Strangely small rEquator value rEquator_value , express in 

meters."  

The rEquator value was < 7000, suggesting it was in km or miles. 

"Strangely small rPolar value rPolar_value , express in mete rs."  

The rPolar value was < 7000, suggesting it was in km or miles. 

"Non - ascending values ( value[i] , value[i+1] ) in nonuniform term 

' dim_name '."  

Values must be provided in ascending order. Use a negative element in the 

affine_transformation to get the effect of a descending order. 

Errors Related to GRDValue's  

"Attempt to build grid with no elements."  

An attempt was made to create a grid with one of the dimensions having a 

value of 0. The smallest value any dimension can have is 1. 

"Location [ i0, i1, i2, i3 ] of grid has latitude of 

bad_latitude ."  

An attempt was made to enter a grid with a geographic coordinate system, such 

that part of the grid extended past +90 degrees latitude (the north pole) or -90 

degrees latitude (the south pole). 

"Multi - write case not i mplemented."  

An attempt was made to extend a grid in such a way that its data would need to 

be reorganized before writing. This is not currently supported (for reasons of 

efficiency). 

"Expected more xy/lat - long corners."  

"Expected SRID/srtext term."  

"Expec ted t term."  

"Expected z term."  

"Unknown item ' item_text ', expected planar term, z, t, SRID, or 

srtext."  

"Use of planar and lat - long coordinates not allowed."  

"X values not increasing."  

Bad S-expression used when building a grid using GRDImportText. 

"Trans ferLinearSize, numElements=0 for ' label_name '."  

Badly formed GRDValueI or GRDSpecI. 

"Grid with multiple times/levels cannot hold satellite data."  

Currently, satellite coordinate systems only support grids that have a single 

height and time sample. 

"Attempt  to pass in too large a grid."  
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Either the C API or the Java API was used to supply a grid that was too large to 

fit in memory. This may be the result of a coding error, or you may need to re-

engineer how large grids are passed to the database server. 

"Expe cted a float saw some_text ..."  

Error parsing a floating point value. 

"Expected int64 saw some_text ..."  

Error parsing a long long integer. 

"Expected int saw some_text ..."  

Error parsing an integer value. 

"Missing " to end string for item ' item_name '."  

"Missi ng " to start string for item ' item_name '."  

Error while parsing the ascii form of a GRDValue. 

"This function cannot be used to generate grids this large. Try 

generating a smaller grid and enlarging it with GRDExtend."  

GRDValueFromSexpr and GRDFuse are limited in the size of grids that they 

can produce. 

"Basis had no inverse."  

If a grid's basis vectors have no inverse, it is impossible to compute grid 

coordinates from realworld coordinates, an ability need when updating a grid or 

extracting a subgrid. 

"Affin e transformation was not invertible."  

If the affine transformation of a grid is not invertible, it is is impossible to 

convert from world coordinates to grid coordinates. 

"Attempt to return too large a grid as text."  

It is illegal to attempt to return a grid as text that is over 100MB in length. Use 

a different mechanism, such as raw exports. 

"Mismatching label."  

Label mismatch in the ascii form of a GRDValue. 

"Bad external data format, saw ' some_text ', expected format 

'blob= int ;file= int ;filelen= int ;'."  

"Ba d file id field, too long."  

"No filelen component."  

Problems detected when parsing the text form of a GRDValue. 

"The text form of a GRDValue was corrupt at the end of the 

header."  

Self-explanatory. 

"The function you invoked cannot handle grids larger than 1GB in 

size. Contact BCS for a workaround."  
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Several functions are limited to handling grids that fit into memory. Some grids 

smaller than 1G may also cause the server's memory subsystem to fail, but 

those can not be trapped without putting unrealistic limits on users with large 

machines. 

"The first grid does not have a georeferencing coordinate system 

associated with it."  

"The second grid does not have a georeferencing coordinate 

system associated with it."  

Spatial tests can only be done on grids that don't have an SRID of -1. 

"'any' atom not allowed in ' term_name ' term."  

The 'any' value was used in specifying the planar extent of a grid. The 'any' 

value can only be used for altitude (z) and time. For a planar extent that spans 

the entire globe, use '(nwse 90 -180 -90 180)'. 

"Bad match on characters ' char ' <> ' char '."  

The ascii form of a GRDValue was incorrect. 

"Grid with expanded satellite parameters has no data."  

The number of lines in the satellite swath was 0. 

"Attempt to return too large a grid."  

The text form of the GRDValue specified a grid over 2GB in size. This 

typically means the text form was corrupt. 

"Corrupt data in incoming GRDValue."  

The user passed in binary data, claiming it was a grid, but the data lacked the 

proper headers. 

"Bad number of fi nal samples in dim dim_name ."  

"Bad number of samples in dim dim_name ."  

This is most likely caused by corrupt data. It denotes that a zero sized 

dimension was seen. 

"Bad number of fields field_count ."  

This may be caused by trying to pass in a grid with more than 24 fields, or by 

corrupt data. 

"Expected integer after SRID tag."  

"Expected real number in ' term - name term."  

"Expected string after srtext tag."  

"Expected tag in term."  

"Expected tagged term like '(x value [value...]), saw atom or 

empty list."  

"Wrong  number of terms for nwse."  

Various bad S-expressions used when building a grid using GRDImportText. 
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Errors Related to Parsing S -expressions  

"Bad number in S - expression ' some_text '."  

An atom started as a number but was followed by nonnumeric characters. 

"A tom too long, max length is 20000 characters."  

Errors associated with poorly constructed S-expressions. 

"S - expression didn't start with a '('."  

S-expression are always surrounded by a pair of ( ). 

"Unclosed string in S - expression"  

Self-explanatory. 

"Excess ively long number in S - expression."  

The numeric text was longer than 80 characters. 

"Unclosed S - expression"  

"Unclosed S - expression."  

The S-expression had more open '(' than ')'. 

"String literal in S - expression was too long."  

The string literal was longer than 20000 characters. 

"Trailing junk in S - expression"  

There was text following the closing ) in the S-expression 

Errors Related to Projections  

"Too many parameters in proj4text."  

A maximum of 20 projection parameters are supported when embedding proj4 

parameters in spatial reference text. 

"Attempt to use SRID SRID_number , which is not defined in the 

database."  

An SRID is a reference to a row in the spatial_references table. If the SRID 

does not appear in the spatial_references table, there is no source of information 

about it. There are two exceptions, SRID -1 and SRID -20. 

"Argument for ' key ' in srtext ' srtext ' too long."  

"Bad srtext element ' element ', expected UNIT[ or PARAMETER[."  

"Missing close delimiter after ' key ' in srtext ' srtext '."  

"No ' key ' in srte xt ' srtext '."  

"No delimiter ' delimiter ' following ' key ' in srtext ' srtext '."  

"Non - numeric (' some_text ) following ' key ' in srtext ' srtext '."  

Errors in the spatial reference text. 

"Attempt to parse string of size string_size  into buffer of size 

buffer_size  f rom string ' string_text '."  
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"Bad double value ' some_text ' in rotated pole text."  

"Expected '[coordinate_system_name...' not ' bad_term '."  

"Expected ( \ ") to start at 'some_text'."  

"Expecting ',' after ( \ ") in rotated pole text, saw some_text ."  

"Expecting ] af ter numeric, saw some_text '."  

"GEOGCS section unclosed or too large."  

"Missing , in rotated pole srtext some_text '."  

"Missing closing ] for rotated pole srtext some_text '."  

"No rotation parameters supplied in rotated pole srtext 

' srtext '."  

"Unclosed GEOGCS  section in rotated pole srtext."  

"Unclosed string in rotated pole text ' some_text '."  

"Unknown rotated pole param ' param_type ', only accept 

(GRID_NORTH_POLE_LATITUDE, 

GRID_NORTH_POLE_LONGITUDE,NORTH_POLE_GRID_LONGITUDE) or 

(PHI,THETA,PSI)."  

"Unrecognized t ext in rotated pole srtext starting at 

' some_text '."  

"Unset parameter parameter_name  in rotated pole srtext 

' srtext '."  

Errors resulting from bad rotated pole coordinate systems. 

"Expected quoted string in PROJ4 text, saw some_text ."  

"PROJ4Text text was too  long, saw some_text ."  

"Unclosed quote in PROJ4 text, saw some_text ."  

Errors when embedding PROJ4 parameters directly using a 'PROJ4' form of 

spatial reference text 

"Unclosed TOWGS84 field in spatial reference text 'some_text'."  

Self-explanatory. 

"No geogr aphic coordinate information available."  

Standard spatial reference text was supplied, but it didn't contain a 'GEOGCS' 

term. 

"Could not build up projection object for: srtext , proj4 

parameters were proj4_parameters ."  

The proj4 library rejected the proj4 text generated from the spatial reference 

text. This could indicate invalid values for one or more parameters in the spatial 

reference text. 

"Transform: could not reproject point ( x , y )."  

The requested reprojection could not be performed. This could be because the 

coordinate was not representable in either the source projection or the 

destination projection. 

"Invalid srtext with extra quotes: bad_srtext ."  

The srtext had extra quotes surrounding it. 

"Length of spatial reference text too long (2048) bytes."  

There is a limit of 2KB on spatial reference text. 
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"Proj4 doesn't support angular unit ' angular_unit_name '."  

"Proj4 doesn't support datum: ' datum_name '."  

"Proj4 doesn't support this projection parameter 

' parameter_name '."  

"Proj4 doesn't support this projectio n: ' projection_type '."  

There is a limited set of projections, datums, and unit names for which the BCS 

Grid Extension can convert the spatial reference text to PROJ4 parameters. If 

PROJ4 supports this projection, you might want to try using the projection 

parameters directly using the 'PROJ4' form of spatial reference text, rather than 

using standard spatial reference text. 

"Proj4 text too long for buffer."  

This error indicates some problem with the spatial reference text as the buffer is 

reasonably large. 

Errors Related to Radial Sets  

"Attempt to inherit incompatible nonuniform steps."  

"Bad angle spacing: angle_spacing , must be positive."  

"Can not specify angle_range along with direction or angle_set."  

"Can only specify one of the three: angle_set, angle_ra nge or 

direction."  

"Expected 3 numeric items in angle_range (start, end, spacing) 

saw some_number ."  

"Expected floating point number in angleSet."  

"Expected number after ' tag_name ' tag."  

"Expected tag in S - expression."  

"Expected z spacing value after depthS pacing tag."  

"Invalid radial distance: radial_distance ."  

"Invalid S - expression: S- expression  ."  

"Need at least one angle in angleSet term."  

"Negative distance term in S - expression."  

"Negative radial_spacing."  

"No angle is set."  

"no angle is set."  

"No dista nce term in S - expression."  

"Nonnumeric item in angle_range term."  

"Nonpositive speed."  

"Radius was numeric_value , must be positive."  

"Start point isn't set."  

"The source grid's transform matrix hasn't been set yet."  

"The source grid's transform matrix is n ot invertible."  

"The spec grid's transform matrix or the radial direction hasn't 

been set yet."  

"Unexpected nonlist term in spec S - expression."  

"Unknown tag ' tag_name ' or tag doesn't take arguments."  

Review the section on Radial Sets. 

"Source grid not a ra dial set, first dim not nonuniform."  

The caller tried to build a rectilinear grid using the function GRDFromRadial, 

with a radialSet argument that didn't have a nonuniform axis for its angle 
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dimension. Grids representing radial sets always represent the angle using 

nonuniform axis sampling because the translation component of the grid's 

metadata is used to define the start point of the radial set. 

Errors Related To Satellite Coordinate 

Systems  

"Bad numDenominatorTerms argument ( argument_index )."  

A rational function requires at least one denominator term, and not more than 

10. 

"Bad numNumeratorTerms argument ( argument_index )."  

A rational function requires at least one numerator term, and not more than 10. 

"No nonzero rational function properties with a prefix  of 

prefix ."  

Rational functions whose terms are all zero don't make any sense. 

"Both satellite.perSampleStepAngle and 

satellite.rational.centerLon values specified."  

SampleStepAngle values are used with optical sensors, rational functions are 

usually used by RadarSat. One and only one of these can be used. 

"Neither satellite.perSampleStepAngle nor 

satellite.rational.centerLon values specified."  

SampleStepAngle values are used with optical sensors; rational functions are 

usually used by RadarSat. One and only one of these can be used. 

"Properties file did not contain a satellite.orbitalInfo or 

satellite.lonLatInfo term."  

Satellite properties must specify either orbital information (the position, 

orientation, and sensor point vector) or lon lat coordinates for three points on 

each scan line. 

"Satellite properties missing property_name  property."  

The user specified at least one satellite property, but not a complete set. 

Errors related to the Client Library  

"Missing argument for last parm."  

A call was made to the GenParseOpt function to parse command line 

arguments. A flag was entered as the last argument, one that in turn required an 

argument that wasn't present. 
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Errors Related to Updating a GRDValue  

"New grid cannot be positioned inside old grid."  

An attempt was made to update an existing grid (the old grid) with another grid 

(the new grid) that wasn't completely contained inside the existing grid. One 

solution is to create a trimmed version of the new grid that fits inside the old 

grid using the function GRDExtract. 

"Reference vector incompatibility: 

src[row][column]= source_value , ref= reference_value ."  

At least one element of the basis vectors of the source grid was not equal to a 

corresponding element in the grid being updated. 

"Support for missing data incompa tible: boolean , boolean ."  

Both the source grid and the destination grid must either support missing data, 

or not support it. 

"Unable to find field id field_id  in ref."  

Field id mismatch between source and destination grid. 

"Dimension dim_name  in src grid h as empty slots."  

It is illegal for a grid with unset positions in a nonuniform dimension to be used 

to update another grid. 

"Per sample step angle mismatch."  

"Samples per line mismatch."  

"Source grid is a satellite swath but updated grid is not."  

"Spheroid  mismatch."  

"Updated grid is a satellite swath but source grid is not."  

Satellite update error. 

"No space left in dim dim_num ."  

"Uniform vs nonuniform mismatch in dim dim_num ."  

"Unset nonuniform step values not allowed in update value, seen 

in dim dim_num . "  

Self-explanatory. 

"SRID incompatibility source_SRID  destination_SRID ."  

SRID's did not match 

"Dim dim_num  has nonuniform value existing_value  > update value 

update_value ."  

The existing grid has a nonuniform dimension with values of the form "p1, p2, 

..., pi, _, _, ..." and the grid used for the update had a corresponding nonuniform 

dimension value of "..., r, ..." where r was not in the set (p1, ..., pi) and r < pi. 

Because nonuniform axis samples must be in strictly increasing order, allowing 

such an update would require reordering existing data in the GRDValue data 

component; this is not supported. The solution to this issue is to preload or 
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update the grid with the nonuniform dim values in the correct order, and then 

load the GRDValue data component. 

"Di mension dim_name  in destination grid can't hold new samples 

from source grid."  

The grid being updated didn't have sufficient number of empty slots in a 

nonuniform dimension to handle the new samples in a source grid. 

"Attempt to update with too large a gri d."  

The grid used to update another grid must be less than 2GB in size. 

"Dimension dim_name  in destination grid can't hold new samples 

from source grid."  

The nonuniform samples in the source grid could not be added to the 

destination grid because there was a sample in the destination grid with a 

greater value than in the source grid. 

"Field types incompatibility."  

The types of similarly named fields differed between the source and the 

destination grid. 

Errors Related to Using GRDExtend  

"Can not insert new_value  in dim dim_name  because old_value  is 

larger."  

"No room for value value  in nonuniform dim dim_name ."  

Consider using the discard_data term. 

"Saw non - number where expected number in nonuniform list."  

Expected a number where a non-number was seen in the nonuniform term of 

the S-expression argument to GRDExtend. 

"Bad extensions sexpr, check parenthesis nesting."  

"Not a valid S - expression ' bad_S- expression_text '."  

General message for a badly formed S-expression. 

"No room for value value  in nonuniform dim dim _name."  

Self-explanatory. 

"Expected a grid dim_name in nonuniform term."  

The nonuniform term in the S-expression argument to GRDExtend did not 

contain a dimension name. 

"Saw unrecognized dim name ' dim_name '."  

The nonuniform term referenced a dimension name not in the grid. 

"Unknown atom (' text ') in S - expression."  

The only supported terms are dim_sizes, discard_data, tile_size, and 

nonuniform. 
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"Expected number in final_size term."  

There was a non-numeric in the S-expression argument to GRDValueExtend. 

"Expec ted number in tile_size term."  

There was a non-numeric in the tile_size term part of the S-expression 

argument to GRDValueExtend. 

"Surplus atoms in final_size term."  

There were more than 4 values in the final_size term part of the S-expression 

argument to GRDExtend. 

"Surplus atoms in tile_size term."  

There were more than 4 values in the tile_size term part of the S-expression 

argument to GRDExtend. 

Errors Related to Using GRDFuse  

"Bad resolution value ' resolution_type '."  

Expected resolution type to be one of highest, lowest, median_low, 

median_high, or median. 

"Expected resolution term to contain an atom, like median_low."  

Expected S-expression of the form (resolution type). 

"Can not fuse two grids with different field data types."  

"Expected one of highest, lowest, ... after resolution tag."  

Self-explanatory. 

"Number of sampled data fields in different grids didn't match"  

The number of fields extracted from each source grid must be the same. 

"Expected tagged list in composition rules."  

"Unknown tag ' tuple_typ e' or tag doesn't take arguments."  

The rules term can contain a (priority) term, or a (weight) term, and (resolution 

type) term. 

"Fuse S - expression didn't contain a rules subexpression."  

The S-expression argument must always contain a rules term to determine 

which value grids values to use when samples from multiple grids are 

applicable. 

"Fuse S - expression didn't contain a spec subexpression."  

The S-expression argument must always contain a spec term. The spec term can 

be as simple as '(spec ())'. 

"Field ' f ield_name ' had units of ' unit_in_first_grid ' in one 

grid but ' unit_in_second_grid ' in another."  

Two grids had different units for the same field. 
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Errors Related to Using GRDRowToGief  

"Excessively long number starting at : some_text ."  

"Expected '=' in attri bute string, saw : some_text ."  

"Expected end of string or ',' saw: some_text ."  

"Unable to scan float at : some_text ."  

"Unable to scan int at : some_text ."  

"Unable to scan short at : some_text ."  

"Unterminated string started at : some_text ."  

Error in an attribute value string argument. 

"Attempt to ask for field ' field_name ' multiple times."  

GRDRowToGief doesn't allow this because each field gets stored in a netCDF 

variable of the same name, which does not allow duplication. 

"Don't know how to decompose column  name ' column_name '."  

GRDRowToGief will attempt to convert non-grid columns into global 

attributes and variable attributes. However, this column didn't match the 

naming conventions. 

"Bad field name started at : some_text ."  

One of the field names contained a non-alphanumeric. Field names must be 

composed of letters, digits or underscores. 

"Number of elements in fillvalues column doesn't match number of 

fields in grid."  

Self-explanatory. 

"Attribute name ' name' too long."  

The column name converted into an attribute name which was more than 80 

characters long. 

"Dim name ' dim_name ' too long."  

The maximum dim name length is 80 characters long. The netCDF library may 

not permit this much. 

"Null fillvalues column."  

The table had a fillValues column, but it was empty for the row being 

extracted. 

Errors Related to Writing GIEF Files  

"GIEF doesn't support signed char fields"  

"GIEF doesn't support signed char fields."  

"GIEF doesn't support unsigned int fields"  

"GIEF doesn't support unsigned int fields."  

"GIEF doesn't sup port unsigned short fields"  

"GIEF doesn't support unsigned short fields."  

Self-explanatory. 
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Errors Specific to Licensing  

"GRID_LICENSE_KEY ' key_value ' does not match machine."  

The license key is specific to the host name of the machine (as returned by the 

gethostname() function) and the ip address of the machine. If you've changed 

either of these, you need to contact Barrodale Computing Services for a new 

license key. 

"GRID_LICENSE_KEY variable not set."  

The server was unable to find the GRID_LICENSE_KEY environment 

variable. See the installation instructions. 

Errors Specific to Loading GIEF Files  

"Bad dimensioning for variable var_name ."  

All non-axis variables must have the same set and order of dimensions. 

"Bad dimensionality arity  for data variable variab le_name ."  

All non-coordinate variables in a GIEF file must be 4D. 

"Saw nonvalue in subterm_type  subterm of geo term of locals 

argument."  

An item in the subterm wasn't a number. 

"wrap_in_dim some- name which isn't a dim name."  

An item in the wrap_in_dim list wasn't actually the name of a dimension. 

"SRID must be integer."  

An SRID is an integer value. 

"An unparseable S - expression was passed to GRDFromNC."  

An unparseable S-expression was passed to GRDFromNC 

"Missing items in subterm_type  subterm of geo term of locals 

argument."  

Check the format of the subterm. Some, like SRID, only accept integer 

arguments. 

"Bad dimensionality num_dims  for coordinate variable dim_name ."  

Coordinate variables in a GIEF file must be 1D. 

"Unexpected attributes for coordinate variabl e dim_name ."  

Coordinate variables should not have any attributes in a GIEF file. 

"Extra items in subterm_type  subterm of geo term of locals 

argument."  
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Different subterms take different numbers of arguments. The 

affine_transformation term needs 16 arguments, the translation term needs 4, 

the SRID Term needs 1, etc. 

"Saw nonvalue in subterm_type  subterm of geo term of locals 

argument."  

Different subterms take different numbers of arguments. The 

affine_transformation term needs 16 arguments, the translation term needs 4, 

the SRID term needs 1, etc. 

"Too many axis variables in file."  

GIEF allows at most four 1D variables, and interprets them as coordinate 

variables. The file had more than four 1D variables. 

"Can not store attribute ' var_name ' with no value."  

GIEF does not support empty (0 length) attributes. 

"Variable with dim_count  dims doesn't belong in a gief."  

GIEf only supports 1D coordinate variables and 4D grid variables. 

"Unable to find 4D grid variable in netCDF file."  

GRDFromGIEF can only import data from a netCDF file that contains a 4D 

variable. It will not automatically promote a 2D or 3D variable into a 4D 

variable. 

"wrap_in_dim# attribute for out - of - range dim ( dim_num)."  

If present, the wrap_in_attribute can only list between 1 and 4 dimension 

names. 

"Srtext attribute zero length."  

It doesn't make sense to have an empty or numeric srtext attribute in a GIEF 

file. 

"Unexpected empty list inside list."  

It just doesn't make sense to have a '( )' inside a local argument. 

"No srtext or SRID attribute in GI EF file."  

Neither the GIEF file nor the local's argument supplied an srtext value or an 

SRID value. You can use an SRID of 0 for a basic WGS 84 geographical grid, 

or an SRID of -1 for a non-georeferenced grid. 

"Expected atoms in discard term of locals argu ment."  

Only attribute names are allowed in a discard term of a locals argument to 

GridFromNC. 

"Expected string value for srtext subterm in geo term of locals 

argument."  

"Expected type name (smallfloat,double,integer,char) in values 

subterm of locals argume nt, not ' some_text '."  
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Self-explanatory. 

"Expected (name type value) subterm in values term of locals 

argument, where name and type are atoms."  

The (name ...) term didn't have three elements or the first two elements weren't 

atoms. Atoms are anything except lists. 

"Expected (name type value) subterm in values term of locals 

argument, argument was not a list."  

The (name ...) term wasn't a list. 

"affine_transformation attribute bad length was length_found "  

"translation was not a double attribute."  

The affine_transformation attribute should be 16 double precision values. 

"Unknown atom in geo term of locals arguments was tag_type ."  

The expected atoms in geo terms are: srtext, SRID, affine_transformation, and 

translation. 

"Expect atom as first element of subterm i n geo term of locals 

argument."  

The geo term looked like '(geo ... (() ...) ... )'. 

"Unexpected empty list subterm in geo term of locals argument."  

The geo term looked like '(geo ... () ... )'. 

"Expected list subterm in geo term of locals argument."  

The geo term of a locals argument is a list contain more lists. 

"Unable to handle attribute ' attribute_name ', wrong type."  

The GIEF loading code only accepts the following types of values in an 

attribute: char, double, float, int and short. 

"Too many attributes to handle."  

The GIEF loading code permits only a limited number of attributes to be 

loaded; currently this limit is 4000. 

"wrap_in_dim statement too long."  

The length of the attribute was greater than 160 bytes. 

"Expected atom in term of locals argument."  

"Expected list in locals argument."  

The locals argument should be of the form ((term_type values)*), not 

(term_type values). 

"Expected two atoms in map subterm of locals argument."  

"Non - atom in map list."  

The map subterm should be of the form ' (map (attribute_name column_name) 

...) ' 



B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

195  

"Unknown table ' table - name', you may need to specify its 

schema."  

The named table was not found. 

"NetCDF file filename  didn't have any non - axis variables."  

The netCDF file didn't have any grid variables. 

"Unknown term ' term - name' in locals argument."  

The only terms allowed in a locals argument are map, values, discard,geo, and 

tile_sizes. 

"Unexpected value in map term of locals argument."  

The S-expression used with GRDFromNC had a term of the form '...(map ())..' 

or '...(map (attributename))...' instead of '...(map (attributename 

columnname))...'. 

"The srtext term was not a text attribute."  

The srtext attribute must be a character string. 

"translation attribute was not a double attribute."  

The translation attribute must be 4 double precision values. 

"translation attribute bad length was actual_arity ."  

The translation attribute wasn't a four-tuple. 

"File was not a netCDF."  

The underlying netCDF library cannot open the file. This may mean that the 

file has been corrupted, or its extension has been changed from ".nc". 

"Difficulty getting sizes of components, netCDF is corrupt."  

The underlying netCDF library cannot read meta data form the file. 

" some- name isn't a used dimension."  

The wrap_in_dim attribute should have the form: .wrap_in_dim = dim_name 

"wrap_in_dim should be a comma separated list of dimension 

names."  

The wrap_in_dim attribute wasn't a character string. 

Miscellaneous Errors  

"Bad dimension number: must be between 1 and 4."  

Attempt to get metadata on a dimension outside the range 1..4 

"First coord had first_dims  coords, current has cur_dims  

' coord_string '."  

Each group of comma separated values must have the same number of elements 

in it. 
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"This function can not be used with satellite swaths."  

GRDTestProject was passed a value of -10 (the satellite SRID) for an SRID 

argument. You need to pass a GRDValue that has the desired satellite 

coordinate system instead. 

"Bad dimNo ( dim_number ): must be between 1 and 4."  

Self-explanatory. 

"No read/write permissions for ' directory_name '. Working 

directory not changed."  

Some operations may not need write permissions, but the code assumes the 

more general case. This is likely to complicate reading from read-only devices 

like CD-ROMs. In that case, either use full path names in commands that take 

file arguments, or point to a directory containing symbolic links to the actual 

files. 

"Unable to parse coordinate ' coordinate_string '."  

The coordinate string should have groups of 2-4 values, with spaces between 

members of a group, and commas separating groups. 

"No coordinates in ' empty_coordinate_string '."  

The coordinate string was empty. 

"Could not stat ' directory_name '. Please ensure it is correct."  

The directory did not exist. You probably have a typo or a directory permission 

along the path from the root to the directory doesn't permit reading. 

"' directory_name ' is not a directory."  

The directory_name specified is actually that of a regular file or device. 

"This function does not support a destination satellite swath."  

"This function does not supp ort a src satellite swath."  

The function was passed a value of -10 (the satellite SRID) for an SRID 

argument. You need to pass a GRDValue that has the desired satellite 

coordinate system instead. 

"Working directory is not set. Call GRDSetWorkingDir(pathnam e) 

first."  

The GIEF loading/writing code runs inside the database server but does not 

have access to the server's current directory. In order to guarantee that GIEF 

files are accessed in predictable locations, the GIEF functions require that file 

paths either be absolute (i.e., start with a '/') or be relative to a directory 

specified by the function GRDSetWorkingDir. The above message is an 

indication that the GIEF loading/writing code was given a relative path and the 

GRDSetWorkingDir function was not called. 

"' path ' is not an absolute path. The path must begin with a '/' 

prefix."  

"Path is more than 4096 characters: directory_name ."  
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The length of a path is limited. 

"Non - absolute path and working directory is not set. Call 

GRDSetWorkingDir(pathname) first."  

The user specified a filename that didn't begin with '/' and there was no working 

directory established. 
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Appendix A: Complete List 

of BCS Grid Extension 

User -Defined Routines 

(UDRs)  

The following table lists, in alphabetical order, the user-callable SQL functions 

that are included in the BCS Grid Extension. S-expression parameters are 

described in a subsequent table (see page 202). 

Function  Page 
function GRDBox(grid GRDValue)  145  

function GRDClone(grid GRDValue)  65 

function GRDContains(grid1 GRDValue, grid2 GRDValue)  145  

function GRDExtend(original GRDValue, sexpr char)   149  

function GRDExtract(source GRDValue, spec GRDSpec)   100  

function GRDExtractAsBytes(source GR DValue, spec 

GRDSpec) 

100  

function GRDExtractRaw(grid GRDValue, gridStart0 

integer, gridStart1 integer, gridStart2 integer, 

gridStart3 integer, gridEnd0 integer, gridEnd1 

integer , gridEnd2 integer, gridEnd3 integer, stride0 

integer, stride1 integer, stride2 integer, stride3 

integer, fill_value float, filename char)  

125  

function GRDExtractRawAppend(grid GRDValue, gridSt art0 

integer, gridStart1 integer, gridStart2 integer, 

gridStart3 integer, gridEnd0 integer, gridEnd1 

integer, gridEnd2 integer, gridEnd3 integer, stride0 

integer, stride1 integer, stride2 integer, stride3 

integer, fill_value float, filename char)  

127  

function GRDExtractRawSpatial(grid GRDValue, xs double 

precision, ys double precision, zs double precision, 

ts double precision, xe double precision, ye double 

prec ision, ze double precision, te double precision, 

strideX double precision, strideY double precision, 

strideZ double precision, strideT double precision, 

fill_value float, filename char)  

127  

Appendix  

A 
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function GRDExtractRawSpatialAppend(grid GRDValue, xs 

double precision, ys double precision, zs double 

precision, ts double precisio n, xe double precision, 

ye double precision, ze double precision, te double 

precision, strideX double precision, strideY double 

precision, strideZ double precision, strideT double 

precision, fill_value float, filename char)   

127  

function GRDFromGIEF(fileName char,  

                      tableName char)   

65 

function GRDFromGIEFMem(binaryGIEFContents bytea,  

                     tablename char)    

65 

function GRDFromNC(fileName char,  

                    table Name char,  

                    netcdfArgs char)   

68 

function GRDFromRadial(radialSet GRDValue, resX 

double, resY double)  

134  

function  GRDFuse(fs GRDFuseState, sexpr char)  139  

function GRDFuseCollect(pgrid GRDPriorityGrid)  138  

function GRDGenSrid(srtext char)  105  

function GRDGetAffineTransform(grid GRDValue)  98 

function GRDGetAffineTransformFlat(grid GRDValue) )  98 

function GRDGetBlobspace()  168  

function GRDGetCurrentBlobspace()   168  

function GRDGetDimNames(grid GRDValue)   98 

function GRDGetDimSizes(grid GRDValue)   98 

function GRDGetFieldNames(grid GRDValue)   98 

function  GRDGetID(grid GRDValue)   98 

function GRDGetNonuniform(grid GRDValue, dimNum 

integer)  

98 

function GRDGetNumFields(grid GRDValue)   98 

function GRDGetResolution(grid GRDValue, dimNum 

integer)   

99 

function GRDGetSrid(grid GRDValue)   99 

function GRDGetStartPoint(grid GRDValue)   99 

function GRDGetTileSize(grid GRDValue)   99 

function  GRDGetVersion()   104  

function GRDGetWorkingDir ()  104  

function GRDGetWraps(grid GRDValue)   99 

function GRDIsWholeSphere(grid GRDValue)  105  

function GRDlo_garbage_collect(minage integer)  170  

function GRDOverlap(grid1 GRDValue, grid2 GRDV alue)   145  

function GRDPriorityGrid(grid GRDValue, priority 

double_precision)  

138  

function GRDPurgeSrCache()  105  

function GRDRadialSetExtract(srcGrid GRDValue, sexpr 

char)  

132  

function  GRDRadialSp ec(sexpr char)  131  

function GRDRadialSpecCell(srcGrid GRDValue, sexpr 

char)   

134  

alias GRDRadialCellSpec  for function 

GRDRadialSpecCell(srcGrid GRDValue, sexpr char)    

134 

function GRDRowToGIEF(  

 fileName char, tableName char,  

 objectID oid,gridSpec GRDSpec)   

108  
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function GRDRowToGIEFMem( 

  tableName char, obje ctID oid,  

  gridSpec GRDSpec)  

108  

function GRDSecsToTime(timeInSeconds integer)   105  

function GRDSecsToTime(startTime integer, endTime 

integer)   

106  

function GRDSetBlobspace(groupname char)   168  

function GRDSetDefaultBlobspace (groupname char)  169  

function GRDSetWorkingDir(workingDir char)  104  

function  GRDSpecFromBinary(specAsBy tes bytea)  100  

function  GRDSpecToBinary(spec GRDSpec)  100  

function GRDSridFromText(srtext char, x1 double 

precision, y1 double precision, x2 double precision, 

y2 double precision)   

106  

function GRDTestProject(srcSrid integer, destSrid 

integer, coord char)  

106  

function  GRDTestProject(srcGrid GRDValue, destSrid 

integer, coord char)  

106  

function  GRDTestProject(srcSrid integer, destGrid 

GRDValue, coord char)  

106  

function GRDTrim(blankPaddedText char)  105  

function  GRDValueFromBinary(gridData bytea)  100  

function GRDValueFromSExpr(explicitSpec char)  146  

function GRDValueOutputData(grid GRDValue)   99 

function GRDValueOutputData(grid GRDValue, maxsize 

integer)   

99 

function  GRDValueSetLongForm()  100  

function  GRDValueSetShortForm()   100  

function  GRDValueToBinary(grid GRDValue)  100  

function GRDValueUpdate(target GRDValue, source 

GRDValue)  

154  

function GRDWithin(grid1 GRDValue, grid2 GRDValue)   145  
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Function Name  S- expression terms allowed  
char::GRDValue cast  see page 146  

char::GRDBox  cast  see page 144  

function GRDExtend(original 

GRDValue, sexpr char)   

see page 149  

function GRDExtract(source 

GRDValue, spec GRDSpec)   

see page 100  

function GRDFromNC(fileName 

char, tableName char, args 

char)   

see page 68 

function  GRDFuse(fs 

GRDFuseState, sexpr char)  

see page 139  

function 

GRDRadialSetExtract(srcGrid 

GRDValue, sexpr char)  

see page 132  

function  GRDRadialSp ec(sexpr 

char)  

see page 131  

function 

GRDRadialSpecCell(srcGrid 

GRDValue, sexpr char)   

see page 134  

fun ction GRDRowToGIEF(  

fileName char, tableName char,  

rowID integer,gridSpec 

GRDSpec)  

see page 108  

function GRDRowToGIEFMem( 

tableName char, objectID oid,  

gr idSpec GRDSpec)  

see page 108  

function 

GRDValueFromSExpr(explicitSpec 

char)  

see page 146  
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Appendix B: Exam ples of 

Grid -to -Real -World 

Coordinate 

Transformations  

As explained earlier (see Components of a GRDValue on page 45), the 

metadata portions of a GRDValue determine the mapping between grid 

positions and real-world coordinates. This appendix shows how each metadata 

component influences the mapping. 

In the following examples, the data stored in the 2-D source grid is the 

sequence 1, 2, 3, é, 28. The grid dimensions are 4x7x1x1 (4 in the x 

dimension, 7 in the y dimension) as shown below: 

 

7 14 21 28 

6 13 20 27 

5 12 19 26 

4 11 18 25 

3 10 17 24 

2 9 16 23 

1 8 15 22 

 

Note that the first element is at the bottom left, and that grid positions increase 

vertically (to be consistent with spatial coordinates, which are usually 

represented this way). 

Appendix  
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Default Grid Metadata  

The default GRDVALUE metadata values are as follows: 

startPt: 0 0 0 0 

basis0: 1 0 0 0 

basis1: 0 1 0 0 

basis2: 0 0 1 0 

basis3: 0 0 0 1 

The corresponding S-expression is: '((translation 0 0 0 0)(affine_transformation 

1 0 0 0 0 1 0 0 0 0 1 0 0 0 0 1)(srid -1))' 

The interpretation of this grid is: 

a value of 1 at location (0, 0, 0, 0) in real-world coordinates 

a value of 2 at location (0, 1, 0, 0) 

a value of 3 at location (0, 2, 0, 0) 

... 

a value of 8 at location (1, 0, 0, 0) 

... 

a value of 15 at location (2, 0, 0, 0) 

... 

a value of 28 at location (3, 6, 0, 0) 

X

Y
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Translated Grid  

By setting the start point, we translate the spatial (real-world) coordinates of the 

grid points. The following metadata offsets the x coordinates by 100 and the y 

coordinates by 200: 

startPt: 100 200 0 0 

basis0: 1 0 0 0 

basis1: 0 1 0 0 

basis2: 0 0 1 0 

basis3: 0 0 0 1 

The corresponding S-expression is: '((translation 100 200 0 

0)(affine_transformation 1 0 0 0 0 1 0 0 0 0 1 0 0 0 0 1)(srid -1))' 

The interpretation of this grid is: 

a value of 1 at location (100, 200, 0, 0) in real-world coordinates 

a value of 2 at location (100, 201, 0, 0) 

a value of 3 at location (100, 202, 0, 0) 

... 

a value of 8 at location (101, 200, 0, 0) 

... 

a value of 15 at location (102, 200, 0, 0) 

... 

a value of 28 at location (103, 206, 0, 0) 

X

Y

100

2
0

0
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Scaled Grid  

A scaling of 1.2 along the x coordinates (the first dimension) and 3.5 along the 

y coordinates can be done by changing the first two diagonal elements of the 

BASIS vector from 1 to 1.2 and 3.5, respectively. The new version is: 

startPt: 0 0 0 0 

basis0: 1.2 0 0 0  

basis1: 0 3.5 0 0 

basis2: 0 0 1 0 

basis3: 0 0 0 1 

The corresponding S-expression is: '((translation 0 0 0 0)(affine_transformation 

1.2 0 0 0 0 3.5 0 0 0 0 1 0 0 0 0 1)(srid -1))' 

The interpretation of this grid is: 

a value of 1 at location (0, 0, 0, 0) in real-world coordinates 

a value of 2 at location (0, 3.5, 0, 0) 

a value of 3 at location (0, 7, 0, 0) 

... 

a value of 8 at location (1.2, 0, 0, 0) 

... 

a value of 15 at location (2.4, 0, 0, 0) 

... 

a value of 28 at location (3.6, 21, 0, 0) 

X

Y
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Column Major Scan Order  

The x and y coordinates can be flipped by swapping the first two basis vectors. 

The new version is: 

startPt: 0 0 0 0 

basis0: 0 1 0 0  

basis1: 1 0 0 0 

basis2: 0 0 1 0 

basis3: 0 0 0 1 

The corresponding S-expression is: '((translation 0 0 0 0)(affine_transformation 

0 1 0 0 1 0 0 0 0 0 1 0 0 0 0 1)(srid -1))' 

The interpretation of this grid is: 

a value of 1 at location (0, 0, 0, 0) in real-world coordinates 

a value of 2 at location (1, 0, 0, 0) 

a value of 3 at location (2, 0, 0, 0) 

... 

a value of 8 at location (0, 1, 0, 0) 

... 

a value of 15 at location (0, 2, 0, 0) 

... 

a value of 28 at location (6, 3, 0, 0) 

X

Y
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Scan Direction  

By adjusting the startPt and the direction of the BASIS vectors, different scan 

directions can be achieved. In this example, negating the first two basis vectors 

results in the data being stored top to bottom, right to left instead of bottom to 

top, left to right.  

startPt: 3 6 0 0 

basis0: -1 0 0 0 

basis1: 0 -1 0 0 

basis2: 0 0 1 0 

basis3: 0 0 0 1 

The corresponding S-expression is: '((translation 3 6 0 0)(affine_transformation 

-1 0 0 0 0 -1 0 0 0 0 1 0 0 0 0 1)(srid -1))' 

The interpretation of this grid is: 

a value of 1 at location (3, 6, 0, 0) in real-world coordinates 

a value of 2 at location (3, 5, 0, 0) 

a value of 3 at location (3, 4, 0, 0) 

... 

a value of 8 at location (2, 6, 0, 0) 

... 

a value of 15 at location (1, 6, 0, 0) 

... 

a value of 28 at location (0, 0, 0, 0) 

X

Y

 



B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

209  

 

Rotation  

Rotation can be done by setting the BASIS vectors to the appropriate sine and 

cosine values. The example below rotates 30 degrees from the positive side of 

dimension 0 to the positive side of dimension 1. (This is a counterclockwise, or 

negative, rotation if dimension 0 is mapped to x, and dimension 1 is mapped to 

y, and plotted.) 

startPt: 0 0 0 0  startPt: 0 0 0 0 

basis0: 0.866 -0.5 0 0  basis0: cos(-30) sin(-30) 0 0 

basis1: 0.5 0.866 0 0  basis1: -sin(-30) cos(-30) 0 0 

basis2: 0 0 1 0   basis2: 0 0 1 0 

basis3: 0 0 0 1   basis3: 0 0 0 1 

The corresponding S-expression is: '((translation 0 0 0 0)(affine_transformation 

.866 -.5 0 0 .5 .866 0 0 0 0 1 0 0 0 0 1)(srid -1))' 

The interpretation of this grid is: 

a value of 1 at location (0, 0, 0, 0) in real-world coordinates 

a value of 2 at location (-0.5, 0.866, 0, 0) 

a value of 3 at location (-1.0, 1.732, 0, 0) 

... 

a value of 8 at location (0.866, 0.5, 0, 0) 

... 

a value of 15 at location (1.732, 1.0, 0, 0) 

... 

a value of 28 at location (-0.402, 6.696, 0, 0) 

X

Y
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Nonuniform Grid Spacing  

The key point of nonuniform grid spacing is that (in the absence of distorting 

basis vectors) the resulting region remains rectilinear since each axis is 

stretched independently.  

startPt : 0 0 0 0 

basis0: 1 0 0 0 

basis1: 0 1 0 0 

basis2: 0 0 1 0 

basis3: 0 0 0 1 

nonunisample1: 0 1 5 10 

nonunisample2: 0 3 4 5 9 10 12 

nonuniflags: 1 1 0 0 

 

The corresponding S-expression is: '((translation 0 0 0 0)(affine_transformation 

1 0 0 0 0 1 0 0 0 0 1 0 0 0 0 1)(nonuniform dim0 0 1 5 10)(nonuniform dim1 0 

3 4 5 9 10 12)(srid -1)(dim_names dim0 dim1 dim2 dim3)(dim_sizes 4 7 1 1))' 

The interpretation of this grid is: 

a value of 1 at location (0, 0, 0, 0) in real-world coordinates 

a value of 2 at location  (0, 3, 0, 0) 

a value of 3 at location (0, 4, 0, 0) 

... 

a value of 8 at location (1, 0, 0, 0) 

... 

a value of 15 at location (5, 0, 0, 0) 

...  

a value of 28 at location (10, 12, 0, 0) 

X

Y
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Combining Nonuniform Grid Spacing with Rotation  

When combining nonuniform grid spacing with non-Identity basis vector 

transformations, note that nonuniform spacing is processed before the basis 

vector transformations. Among other effects, this allows data to be extracted at 

specified points along a line of any desired orientation. The following metadata 

combines the earlier rotation with the above grid spacing. 

startPt: 0 0 0 0 

basis0: 0.866 -0.5 0 0 

basis1: 0.5 0.866 0 0 

basis2: 0 0 1 0 

basis3: 0 0 0 1 

nonunisample1: 0 1 5 10 

nonunisample2: 0 3 4 5 9 10 12 

nonuniflags: 1 1 0 0 

 

The corresponding S-expression is: '((translation 0 0 0 0)(affine_transformation 

.866 -.5 0 0 .5 .866 0 0 0 0 1 0 0 0 0 1)(nonuniform dim0 0 1 5 10)(nonuniform 

dim1 0 3 4 5 9 10 12)(srid -1) (dim_sizes 4 7 1 1))' 

The interpretation of this grid is: 

a value of 1 at location (0, 0, 0, 0) in real-world coordinates 

a value of 2 at location  (-1.5, 2.598, 0, 0) 

a value of 3 at location (-2.0, 3.464, 0, 0) 

... 

a value of 8 at location (0.866, 0.5, 0, 0) 

... 

a value of 15 at location (4.33, 2.5, 0, 0) 

... 

a value of 28 at location (2.66, 15.392, 0, 0) 

X

Y  
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Combining Nonuniform Grid Spacing with Rotation and 

Translation  

The key point in combining other effects with translation is to remember that 

the translation is the last step in the processing. In this case the startPt is 

applied after the nonuniform spacing and the rotation. 

startPt: 100 200 0 0 

basis0: 0.866 -0.5 0 0 

basis1: 0.5 0.866 0 0 

basis2: 0 0 1 0 

basis3: 0 0 0 1 

nonunisample1: 0 1 5 10 

nonunisample2: 0 3 4 5 9 10 12 

nonuniflags: 1 1 0 0 

The corresponding S-expression is: '((translation 100 200 0 0) 

(affine_transformation .866 -.5 0 0 .5 .866 0 0 0 0 1 0 0 0 0 1)(nonuniform 

dim0 0 1 5 10)(nonuniform dim1 0 3 4 5 9 10 12)(srid -1)(dim_sizes 4 7 1 1))' 

The interpretation of this grid is: 

a value of 1 at location (100, 200, 0, 0) in real-world coordinates 

a value of 2 at location  (98.5, 202.598, 0, 0) 

a value of 3 at location (98.0, 203.464, 0, 0) 

...  

a value of 8 at location (100.866, 200.5, 0, 0) 

... 

a value of 15 at location (104.33, 202.5, 0, 0) 

... 

a value of 28 at location (102.66, 215.392, 0, 0) 

X

Y  
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Appendix C: Grid Import ð 

Export Format (GIEF)  

GIEF, a dialect of netCDF, is the import/export format used by the BCS Grid 

Extension. External conversion programs are employed to convert grid files 

between other formats (e.g., GeoTIFF, GRIB, and dialects of netCDF) and one 

or more GIEF files.  

GIEF is general enough to represent most 4D grids of primitive scalar data 

elements (e.g., 1, 2 or 4-byte integers, 4 or 8-byte floating-point values). It 

allows source grid files of various formats to have one internal uniform 

representation. 

An essential feature of GIEF is that there is a simple mapping from GIEF files 

to database tables. This mapping ensures that any database programmer/DBA 

will be able to verify that GIEF file importing and exporting is error-free, 

simply by inspecting the database contents. 

Features of GIEF  

¶ Supports industry-standard mapping projections. 

¶ Supports affine transformations (i.e., translation, scaling and rotation). 

¶ Supports 4D grids (with 1D, 2D, and 3D grids as special cases). 

¶ Supports global attributes (scalars and text strings). 

¶ Supports grid-specific variable attributes (scalar or 1D vector; e.g., a fill 

value). 

¶ Integer values can be mapped to floating-point values. 

¶ One or more axes may have nonuniform spacing. 

Appendix  
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Limitations  

¶ All grids in a GIEF file must have the same number of dimensions, the 

same dimension names, the same individual dimension sizes, and the 

same ordering of dimension names. 

¶ A maximum of 10 grids may be stored in a single GIEF file. 

Note:  A simple strategy for overcoming these limitations is for the GRDValue-

to-GIEF conversion programs to generate multiple GIEF files from a single 

source file. 

Conventions  

Grid Size  

Every GIEF file has exactly four dimensions declared. To support 1D, 2D or 

3D grids, one or more of these dimensions will have a value of 1. 

The dimensions must be listed in the same order in all grid variable declarations 

in a particular GIEF file. 

Supporting Grids that Wrap  

Grid dimensions that should wrap around (e.g., columns in a grid expressed in a 

geographic reference system that spans the range 0° ï 360°) should be denoted 

by a global attribute called grid_wraps_in. The grid_wraps_in attribute should 

have as a value a comma-separated list of dimension names that can wrap. For 

example, if the ñcolumnò dimension should wrap in a particular GIEF file, the 

GIEF file should contain the line: 

 :grid_wraps_in = ñcolumnò; 

Mapping Projection ( srtext  Global Attribute)  

Each GIEF file has a special global attribute called ñsrtextò whose value is the 

OGC well-known-text form of a spatial reference system, hereafter referred to 

as ñspatial reference textò. A formal description of spatial reference text can be 

found on page 3-28 of http://www.opengeospatial.org/docs/99-049.pdf. The 

following is the spatial reference text for a Lambert Conformal projection: 

PROJCS["Madrid 1870 (Madrid) / Spain",GEOGCS["Madrid 1870  

(Madrid)",DATUM["Madrid_1870",SPHEROI D["Struve1860",6378298.3,29  

4.73]],PRIMEM["Madrid", - 3.68793888888889],UNIT["degree",0.017453  

2925199433]],PROJECTION["Lambert_Conformal_Conic_1SP"],PARAMETER  

["latitude_of_origin",40],PARAMETER["central_meridian",0],PARAME  

TER["scale_factor",0.9988085293], PARAMETER["false_easting",60000  

0],PARAMETER["false_northing",600000],UNIT["Meter",1]]  

http://www.opengis.org/docs/99-049.pdf
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The following coordinate systems can be used with GIEF: 

Albers, Bonne, Cassini, Eckert_I, Eckert_II, Eckert_III, Eckert_IV, Eckert_V, 

Eckert_VI, Equidistant_Conic, Equidistant_Cylindrical, Gall_Stereographic, 

Gnomonic, Lambert_Azimuthal_Equal_Area, Lambert_Conformal_Conic, 

Mercator, Miller_Cylindrical, Mollweide, Orthographic, Plate_Carree, 

Polyconic, Quartic_Authalic, Robinson, Sinusoidal, Stereographic, 

Transverse_Mercator,Winkel_I. 

A list of sample spatial reference text for each of these projections is given 

below in the ñSample Spatial Reference Textò section (page 244). 

translation  Global Attribute  

Each GIEF file must have a global attribute called ñtranslationò that has four 

double-precision values. The translation attribute denotes the location of the 

first grid element in the spatial projection.  

To support projection transformations, the first and second of the four double-

precision values defining the translation must be the x (or longitude) and y (or 

latitude) values, respectively. The third value generally represents z (or 

equivalent), while the fourth value normally represents time. (To support 

geodetic indexing, this convention must be followed.) 

The translation attribute is equivalent to the startPt attribute in the C and Java 

APIôs. 

Conventions  Global Attribute  

Each GIEF file has a global attribute called ñConventionsò that contains the 

string ñGIEF.ò 
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Affine Transformation  

Each GIEF file may have an affine transformation expressed by a global 

attribute called ñaffine_transformationò in the form: 

:affine_transformation = a0,a1,a2,a3,  

b0,b1,b2,b3,  

c0,c1,c2,c3,  

d0,d1,d2,d3;  

 

An affine transform is equivalent to the set of four basis vectors used in the C 

and Java API. 

Grid locations will be mapped to spatial (real-world) coordinates in the 

projection by the expressions: 

spatial[0] = a0*gridloc[0] + a1*gridloc[1] + a2*gridloc[2] +  

a3*gridloc[3] + transla tion[0]  

 

spatial[1] = b0*gridloc[0] + b1*gridloc[1] + b2*gridloc[2] +  

b3*gridloc[3] + translation[1]  

 

spatial[2] = c0*gridloc[0] 1*gridloc[1] + c2*gridloc[2] +  

c3*gridloc[3] + translation[2]  

 

spatial[3] = d0*gridloc[0] + d1*gridloc[1] + d2*gridloc[2] +  

d3*gridloc[3] + translation[3]  

 

Spatial[0] and spatial[1] will be treated as holding the x (or longitude) and y (or 

latitude) values, respectively, during any changes in projections. 

If the affine_transformation attribute is not present, it will be assumed to have 

the value 

1,0,0,0,  

0,1,0,0,  

0,0,1,0,  

0,0,0,1  

 

which can be viewed as an identity matrix. The BCS Grid Extension requires 

that the affine_transformation be invertible. 



B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

217  

 

Nonuniform Axes  

Nonuniform axes (i.e., those in which the sample positions are not uniformly-

spaced) may be specified by 1D coordinate variables. The name of the variable 

should be the same as the name of the dimension to which it is associated. The 

values are declared as single or double-precision values and must be 

monotonically increasing. They effectively modify the gridloc[i] value in the 

equations described in the preceding section on affine transformations; i.e., the 

following statement: 

 double gridDim2(gridDim2);  

 gridDim2= 1,2,3,6,7,8,10,120,200;  

 

results in the equations: 

spatial[0] = a0*gridloc[0] + a1*gridloc[1] +  

a2*gridDim2[gridloc[2]] + a3*gridloc[3] + translation[0]  

 

spatial[1] = b0*gridloc[0] + b1*gridloc[1] +  

b2*gridDim2[gridloc[2]] + b3*gridloc[3] + translation[1]  

 

spatial[2] = c0*gridloc[0] + c1*gridloc[1] +  

c2*gr idDim2[gridloc[2]] + c3*gridloc[3] + translation[2]  

 

spatial[3] = d0*gridloc[0] + d1*gridloc[1] +  

d2*gridDim2[gridloc[2]] + d3*gridloc[3] + translation[3]  

 

A more complete example is: 

dimensions:  

time = 4;  

level = 3;  

  row = 2;  

  column = 2;  

variables:  

  f loat time(time);  

  float level(level);  

  float wind_u(time,level,row,column);  

  ...  

data:  

  time = 1,4,10,11;  

  level = 10,11,29;  

  wind_u =  

1.2,2.3,3.4,4.5,5.6,6.7,7.8,8.9,9.8,8.7,7.6,6.5,  

5.4,4.3,3.2,2.1,1.2,2.3,3.4,4.5,5.6,6.7,7.8,8.9,  

9.8,8.7,7.6,6.5, 5.4,4.3,3.2,2.1,1.2,2.3,3.4,4.5,  

5.6,6.7,7.8,8.9,9.8,8.7,7.6,6.5,5.4,4.3,3.2,2.1;  

 

To support geodetic indexing, the time units must be in Unix time (notional 

seconds since the beginning of January 1, 1970, UTC). Typically the start time 

of the grid itself is 0, and the absolute epoch time for each time interval is 
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stored in a nonuniform axis. This simplifies storing an ongoing sequence of 

records, since the application does not have to keep track of the start time of the 

grid (for computing relative values). 

Another dimension that often uses a nonuniform axis is altitude. Meteorologists 

are often interested in particular isobaric levels ï ones that are not uniformly-

spaced. 

Dimensions on the horizontal plane are usually uniformly-spaced and hence 

representable without a nonuniform axis. Note that extracting data from a grid 

with uniform axes is generally faster than extracting data from a grid with 

nonuniform axes, since less work is needed to convert spatial (real-world) 

coordinates to grid coordinates. 

Var iable -Specific Attributes  

The standard netCDF _FillValue attribute is used to denote missing values. It is 

the only variable-specific attribute that the BCS Grid Extension will act on (as 

opposed to just passing through). All other attributes are simply passed through 

to appropriately-named columns in the database. (See the section Mapping 

Names from GIEF to the Database on page 219 below.) 

Grid Variables  

The only variables that may be present in the GIEF file are those described 

above (e.g., the coordinate variables representing nonuniform axes) and those 

holding the actual gridded data. All variables holding gridded data must have 

the same set of dimensions. The names of the grid variables are preserved in the 

database. Missing grid values are handled by netCDFôs _FillValue convention. 
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Mapping Names from GIEF to the Database  

When a GIEF file is loaded into a row of a database table, the information 

contained in the GIEF fileôs variables and attributes must be mapped to 

columns in the database. Database administrators need to know this mapping 

so they know what columns to include when defining a table. Database clients 

need to know this mapping so that they can search a table for rows based on 

particular attributes. Programmers writing converter programs must be aware 

of the name mappings to avoid producing names that inadvertently clash with 

each other. 

This section defines the mapping used by the GRDFromGIEF function (see 

page 65); GRDFromNC (see page 68) uses the same mapping by default, but it 

allows much of the mapping to be over-ridden by an S-expression parameter.  

This mapping is as follows: 

1. The destination table must contain a single GRDValue column named 

ñgridò. 

2. Dimensions: GIEF dimensions are mapped to the GRDValue 

dimensions. The file must define exactly 4 dimensions. 

3. Coordinate variables: GIEF coordinate variables are 1D variables that 

have the same name as a dimension. Coordinate variables are mapped 

to nonuniform axes of the GRDValue. 

4. Any other variables must be 4D grid variables and they will get stored 

as similarly-named fields in the GRDValue. There can be at most 10 of 

these variables. 

5. GIEF global variables called srtext, translation, and 

affine_transformation are used to define the SRID, start point and 

basis vector attributes of the GRDValue in the grid column. They do not 

get stored in any other columns. For GIEF files read by GRDFromGIEF 

(page 65), these three global variable must be present. For GIEF files 

read by GRDFromNC (page 68), values from these three variables must 

be present in the geo term of the S-expression parameter if they are not 

present in the GIEF file. 

6. If the destination table has a column called field_names, 

GRDFromGIEF will attempt to store in that column a list of the names 

of the GIEF grid variables. 
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7. If the destination table has a column called dim_names, 

GRDFromGIEF will attempt to store in that column a list of the names 

of the GIEF dimensions. 

8. If the destination table has a column called fillvalues, the function will 

attempt to store in that column a list of the GIEF _FillValue attributes of 

all 4D variables. The column (if present) must have type 

ñdouble  precision[] ò. 

9. GIEF global attributes (other than srtext, affine_transformation, and 

translation) are stored in columns with names derived from the GIEF 

names (if such columns exist). A global attribute named t is mapped to a 

database column called g_t. For example, a global attribute called 

center_id  would be mapped to a column called g_center_id . 

10. GIEF variable attributes (other than _FillValue) are stored in columns 

with names derived from the GIEF names (if such columns exist). An 

attribute called t of a variable called v is mapped to a column called 

l_v__t (note that the first letter is a lower case L and that there are two 

underscores separating v and t). For example, an attribute called range  

of a variable called depth  would be mapped 

to a column called l_depth__range . 

As an example, consider the following CDL37 representation of the GIEF file: 

netcdf giefMultiVarExample  {  

dimensions:  

time = 1 ;  

level = 1 ;  

row = 2 ;  

column = 4 ;  

variables:  

int b(time, level, row, column) ;  

b:_FillValue = 199 ;  

b:isforblue = 100 ;  

double g(time, level, row, column) ;  

g:_FillValue = 9.96920996838687e+36 ;  

g:isforgreen = "hello" ;   

g:isforgreener = "howdy" ;  

float r(time, level, row, column) ;  

r:_FillValue = 9.96921e+36f ;  

r:isforred = 3904 ;  

// global attributes:  

:Conventions = "GIEF";  

:keytext = "world8k" ;  

                                                                        

37 CDL = network Common Data form Language ï see 

http://www.unidata.ucar.edu/content/software/netcdf/guide_4.html#SEC18.  

Example:  

http://www.unidata.ucar.edu/content/software/netcdf/guide_4.html#SEC18
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:srtext = "GEOGCS[ \ "GCS_WGS_1984\ ",DATUM[ \ "D_WGS_1984\ ",SPHEROID  

[ \ "WGS_1984\ ",6378137,298.257223563]],PRIMEM[ \ "Greenwich \ ",0],UN  

IT[ \ "Degree \ ",0.0174532925199433]]" ;  

:affine_transformation = 0., 0., 0., 1., 0., 0., 1., 0., 0., 1.,  

0., 0., 1., 0., 0., 0. ;  

:translation = - 180., - 90., 0., 0. ;  

data: b = 200, _, 201, _,  

198, 198, 196, 196 ;  

g = 100, 100, 201, 199,  

198, 198, 196, 10 ;  

r = 34, 199, 201, 199,  

198, 198, 196, 196 ;  

}  

 

It can be loaded into a table with the following schema:  

CREATE TABLE testmultivartab(  

grid GRDValue,  

dim_names varchar(100),  

field_names v archar(200),  

fillvalues double precision[],  

g_keytext varchar(200),  

l_b__isforblue int,  

l_g__isforgreen varchar(30),  

l_g__isforgreener varchar(30),  

l_r__isforred int );  

 

or into a table as simple as:  

CREATE TABLE testmultivartab2 (  

grid GRDValue ) ;  
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An Example GIEF File (Expressed Using CDL)  

netcdf GIEF - 2002031312 - 000 - air_temp - NOGAPS { 

dimensions:  

        time = 1;  

        level = 4 ;  

        row = 4 ;  

        column = 3 ;  

variables:  

        float air_temp(column,row,time,level) ;  

        double level(level);  

        double time(time);  

 

// global attributes:  

        :Conventions = "GIEF";  

        :dtg = "2002031312" ;  

        :model_name = "NOGAPS" ;  

        :geom_name = "global_4x6" ;  

        :lvl_type = "isbr_lvl" ;  

        :unit_name = "K" ;  

        :translation = 3000.0,3032.0,5.0,0.0;  

        :affine_transformation =  

1.0,0.0,0.0,0.0,0.0,1.0,0.0,0.0,0.0,0.0,1.0,0.0,0.0,0.0,0.0,1.0;  

        :srtext =  

"PROJCS['Madrid 1870 (Madrid) / Spain',GEOGCS['Madrid 1870  

Madrid)',  

DATUM['Madrid_ 1870',SPHEROID['Struve1860',6378298.3,294.73]],  

PRIMEM['Madrid', -  

3.68793888888889],UNIT['degree',0.0174532925199433]],  

PROJECTION['Lambert_Conformal_Conic_1SP'],  

PARAMETER['latitude_of_origin',40],PARAMETER['central_meridian',  

0],  

PARAMETER['scale_factor' ,0.9988085293],PARAMETER['false_easting'  

,600000],  

PARAMETER['false_northing',600000],UNIT['meter',1]]";  

 

data:  

 level = 0, 5, 6, 10;  

 time = 1000300;  

 air_temp = 241.5278, 241.5278, 241.5278, 241.5278, 241.5278,  

241.5278, 241.5278, 241.5278, 241.5278, 24 1.5278, 241.5278,  

241.5278, 241.5278, 241.5278, 241.5278, 241.5278, 241.5278,  

241.5278, 241.5278, 241.5278, 241.5278, 241.5278, 241.5278,  

241.5278, 241.5278, 241.5278, 241.5278, 241.5278, 241.5278,  

241.5278, 241.5278, 241.5278, 241.5278, 241.5278, 241. 5278,  

241.5278, 241.5278, 241.5278, 241.5278, 241.5278, 241.5278,  

241.5278, 241.5278, 241.5278, 241.5278, 241.5278, 241.5278,  

241.5278;  

}  

Example:  



B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

223  

Appendix D: Using 

S-expressions in Grid 

Creation and Extraction  

This appendix describes a textual representation for GRDSpec values, the 

abstract data type used by the BCS Grid Extension to control what information 

is extracted from a GRDValue. The representation is based on S-expressions, 

which are a hierarchical text-based data structure in the style of LISP. 

Briefly, an S-expression consists of a set of zero or more terms enclosed by a 

pair of parentheses. Each term is either an atom or another S-expression. An 

atom can be any string of characters that does not include a parenthesis, white 

space, or a quote. Alternatively, an atom can be a string of characters 

surrounded by double quotes (ñ) or single quotes (ó). 

Terms in S -expressions Understood by the BCS Grid Extension  

The BCS Grid Extension understands the following terms (bold values are to be 

interpreted as literals):  

(fill_holes) 

(translation x y z t) 

(affine_transformation r1,1 r1,2 r1,3 r1,4 é r4,1 r4,2 r4,3 r4,4) 

(dim_sizes dim1_size dim2_size dim3_size dim4_size)  

(dim_names dim1_name dim2_name dim3_name dim4_name) 

(dim_unit  dim_name óunit_stringô) 

(coord_wraps_in (axisName minValue maxValue) (é)) 

(nonuniform  dimi_name position1 position2 é positionn) 

Appendix  

D 
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(nonuniforminherit  dim1_name é dimd_name) 

(interpolation  (src_dimi_name interpMethod) é) 

(variables  var1_name é varv_name) 

(variable_unit variable_name óunit_stringô) 

(srtext text) 

(srid srid) 

(id userDefinedIDValue) 

(tile_sizes dim1_val dim2_val dim3_val dim4_val) 

The srtext, translation, and affine_transformation terms have descriptions 

identical to the identically-named attributes in a GIEF file. The one exception is 

that srtext can use the @ character in place of double quotes (ñ) if desired. That 

simplifies embedding the srtext inside a string in a scripting file. Note that you 

can use an ñ(srid srid)ò entry in place of an ñ(srtext text)ò entry in the 

S-expressions, where srid is a valid SRID from the bcsgrid.spatial_references 

table. 

The dim_names term is a list of the names of the dimensions (in most major to 

least major order) of the grid to be extracted. This can be used to replace the 

dimension names in the extracted grid. 

The dim_unit  term specified the unit name for the specified dimension. 

The variables term lists the variables to be extracted from the source grid. 

These names must be drawn from the set of names of fields actually in the grid. 

The variable_unit term specified the unit name for the specified variable 

(field). 

The dim_sizes term specifies the number of samples in each dimension. 

The nonuniform  terms (there may be one for each dimension) allow one to list 

the values along a particular dimension where values should be sampled. 

The nonuniforminherit  term indicates that the extracted grid inherits the 

nonuniform sampling of the named dimensions dim1_name é dimd_name. 

Note that these names must be listed inside the dim_names term. 

The fill_holes term indicates that the extract should attempt to patch holes in 

the data with adjacent values. The resulting extracted grid may look more 

Notes:  
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complete without the holes, but the values at those positions will not reflect the 

data that would have been there if there had not been holes in the data. Note:  

fill_holes operates by replicating non-missing data in place of missing data, 

prior to interpolation. It has no effect when interpolation is not in effect. 

The interpolation  term controls which interpolation method is used to compute 

a value for a sample that is not exactly on a grid point. One (src_dim_name 

interpMethod) pair is specified for each dimension to be interpolated. The 

src_dim_name is a name of a dimension in the grid from which data is being 

extracted. There is a set of catch-all dimension names (dim0, dim1, dim2, 

dim3)38 that can be used when actual source grid dimension names are not 

known at the time of writing the query. Available interpolation methods are 

ñnearest_neighborò and ñlinearò. A separate module can be written to provide 

custom interpolation methods39. Two interpolation methods, ñquadraticò and 

ñlogarithmicò, are provided in a pre-written module. 

The coord_wraps_in term is used to denote which world dimensions wrap 

around, and at what values they wrap around. The allowed values for the 

axisName are x, y, z, and t. Note that geographic coordinates implicitly have the 

term:  (coord_wraps_in (x  -180  180)) to denote that longitude wraps around, 

and so it is not necessary to specify a coord_wraps_in term explicitly in this 

case.  

The id term is used to specify an id value to be inherited by any GRDValue that 

is extracted using the GRDSpec. 

The tile_sizes term is used in functions that create GRDValues (i.e., 

GRDFromNC ï see page 68  and GRDValueFromSExpr ï see page 146 ). 

The order of the terms is arbitrary. 

Example of an S -expression  

((srtext  

'PROJCS["Madrid 1870 (Madrid) / Spain",GEOGCS["Madrid  

1870",DATUM["Madrid_1870",SPHEROID["Struve1860",6378298.3,294.73  

]],PRIMEM["Madrid", -  

3.68793888888889],UNIT["degree",0.0174532925199433]],PROJECTION[  

"Lambert_Conformal_Conic_1SP"],PARAMETER ["latitude_of_origin",40  

],PARAMETER["central_meridian",0],PARAMETER["scale_factor",0.998  

8085293],PARAMETER["false_easting",600000],PARAMETER["false_nort  

hing",600000],UNIT["Meter",1]]')  

(dim_sizes 50 30 4 3)  

                                                                        

38 The name dim0 corresponds to the most major dimension, and dim3 to the most minor dimension. 

39  See Appendix F: Writing Custom Interpolation Schemes (page 225)  for details on writing this module. 

Example:  
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(dim_names column row level time)  

(translation  10 30 5 1000)  

(variables air_temp)  

(affine_transformation 1 0 0 0  

   0 1 0 0  

   0 0 1 0  

   0 0 0 1)  

(nonuniform time 3.0 4.5 9.2)  

(nonuniform level 100 1000 2000 3000))  

 

Alternatively, employing @ symbols instead of double quotes: 

((srtext  

'PROJCS[@Madri d 1870 (Madrid) / Spain@,GEOGCS[@Madrid 1870  

Madrid)@,DATUM[@Madrid_1870@,SPHEROID[@Struve1860@,6378298.3,294  

.73]],PRIMEM[@Madrid@, - 3.68793888888889],  

UNIT[@degree@,0.0174532925199433]],PROJECTION[@Lambert_Conformal  

_Conic_1SP@],PARAMETER[@latitude_of_or igin@,40],PARAMETER[@centr  

al_meridian@,0],PARAMETER[@scale_factor@,0.9988085293],PARAMETER  

[@false_easting@,600000],PARAMETER[@false_northing@,600000],UNIT  

[@meter@,1]]')  

(dim_names column row level time)  

(translation 10 30 5 1000)  

(variables air_temp)  

(d im_sizes 50 30 4 3)  

(affine_transformation 1 0 0 0  

   0 1 0 0  

   0 0 1 0  

   0 0 0 1)  

(nonuniform time 3.0 4.5 9.2)  

(nonuniform level 100 1000 2000 3000))  

 

Formal S -expression Definition  

Formally, S-expressions are specified as either: 

Tokens. The following is a specification of how tokens are built out of 

characters. 

< token > Ą < identifier > | < boolean > | < number > | < string > | ( | ) | ' | , | . 

< delimiter > Ą < whitespace > | ( | ) | " | ;  

< whitespace > Ą < space or newline >  

< comment > Ą ; < all subsequent characters up to a line break or EOF >  

< atmosphere > Ą < whitespace > | < comment >  

< intertoken space > Ą < atmosphere > * 

< identifier > Ą < initial > < subsequent > *  
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< initial > Ą < letter > | < special initial >  

< letter > Ą lower and uppercase letters: a-z A-Z  

< special initial > Ą ! | $ | % | & | * | / | : | <  | = |  > | ? | ^ | _ | ~  

< subsequent > Ą < initial > | < digit > | < special subsequent >  

< special subsequent > Ą + | - | . | @  

< digit > Ą 0 | 1 | 2 | 3 | 4 | 5 | 6 | 7 | 8 | 9 

< boolean > Ą #t | #f 

< number > Ą whatever is accepted by sscanf with %lf and %ld formats. 

< string > Ą "< string element > *" 40 

< string element > Ą < any character other than " or \ > | \" | \\ 

Note:  < intertoken space > may occur on either side of any token, but not 

within a token. Tokens that require implicit termination (identifiers, numbers, 

and the dot symbol) may be terminated by any < delimiter >, but not 

necessarily by anything else. 

S-expressions. These are made of tokens in the following way: 

< expression > Ą < identifier > | < literal > | < compound > 

< literal > Ą < boolean > | < number > | < string > 

< compound > Ą (< expression > < expression > *) 

                                                                        

40 We have extended the notation for strings to allow for inner double quotes. The end effect is that srtext 

can be delimited with single quotes, and any double quotes will be temporarily translated to '@' 

characters.  
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Appendix E: Generating 

S-expressions with Java  

The com.barrodale.grid package includes a set of Java classes for generating 

the S-expressions used by various server functions. The primary benefit of 

these classes is strong typing: a programmer can expect that any S-expression 

generating object will have the clauses properly structured and that the data 

types are correct. 

S-expression -Generating Classes  

Each S-expression generating class has the same format:  an argument-less 

constructor, a set of methods to set its properties, and a toString method that 

returns the corresponding S-expression. The following example illustrates the 

use of the GRDExtendText method: 

 

 

// construct  

GRDExtendText sexprGenerator = new GRDExtendText();    

 

// set attributes  

sexprGenerator.setDiscardData(true);    

sexprGenerator.setDimSizes(new int[] { 100,200,30,5});  

sexprGenerator.setNonUniform("time", new double[] {0, 1, 4, 5,  

6});  

 

String extendString =   

"INSERT INTO final_tab SELECT GRDExtendText(grid,?) FROM  

temp_tab;"  

PreparedStatement pstmt =  

connection.prepareStatement(extendString);  

 

// c onvert to sexpression using toString method  

pstmt.setString (1,  sexprGenerator.toString());  

 

pstmt.executeUpdate();  

pstmt.close();  

Appendix  
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The value returned by sexprGenerator.toString() in the above example is: 

((discard_data)(dim_size 100 200 30 5)(nonuniform time 0.0 1.0 4.0 5.0 6.0)) 

The following sections list the S-expression generating classes and their 

corresponding server functions. More detailed descriptions can be found in the 

Javadocs for these classes. 

GRDExtendText 

The GRDExtendText class produces S-expressions for use with the 

GRDExtend server function.  

GRDFuseText 

The GRDFuseText class produces S-expressions for use with the GRDFuse 

server function. 

GRDRadialSpecText 

The GRDRadialSpecText class produces S-expressions for use with the 

GRDRadialSpec server function. 

GRDRadialSetSpecText 

The GRDRadialSetSpecText class produces S-expressions for use with the 

GRDRadialSetExtract server function. 

GRDRadialCellSpecText 

The GRDRadialCellSpecText class produces S-expressions for use with the 

GRDRadialSpecCell server function (and its alias, GRDRadialCellSpec). 
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Appendix F: Writing 

Custom Interpolation 

Schemes  

This appendix describes the steps required to write and incorporate custom 

interpolation schemes into the BCS Grid Extension. 

Code Requireme nts  

One data structure and two functions are required to use custom interpolation. 

The data structure is a collection of InterpType C structs. This collection 

represents a table of custom interpolation schemes to be provided. The 

InterpType C struct has the following form: 

typedef struct {  

char *name;  

double (*interpFunc)(void *samples,  

double *nonUniformStep,  

int offset,  

 double interpCoord,  

 int samplesTaken);  

 int numSamplesRequired;  

} InterpType;  

 

¶ The name member contains the identifying name of the interpolation 

scheme. 

¶ The double (*interpFunc ) member is a function pointer to the 

interpolation function. 

¶ The numSamplesRequired  member contains the number of 

samples required to perform the interpolation. 

Appendix  
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The following example shows an array of InterpType  structs. The functions 

shown are user-defined interpolation functions that need to be defined earlier in 

the file. 

InterpType interpFuncLookup[] = {  

 {"quadratic", QuadInterp, 3},  

 {"logarithmic", LogarithmicInterp, 2}  

};  

 

The following functions provide the BCS Grid Extension methods to find and 

use the custom interpolation schemes. The implementations of these depend on 

the previous data structure. 

 

/*  

 * Name: GRDLookupInterpFunc  

 * Purpose: performs a lookup on the Interpolation Function  

 *          Loo kup Table to retrieve the  

 *          custom interpolation method.  

 * Arguments:  

 *  interpType: this is where the pointer to the interpolation     

 *                  function is stored (out param)  

 *  interpName: name of the interpolation method to looku p 

 */  

int GRDLookupInterpFunc(InterpType **interpType, char  

*interpName);  

 

/*  

 * Name: GRDGetInterpFunc  

 * Purpose: retrieves the custom interpolation method from the    

 *          Interpolation Function  

 *          Lookup Table at the specified index.  

 * Arguments:  

 *  interpType: this is where the pointer to the interpolation  

 *              function is stored (out param)  

 *  index: index of the interpolation method to lookup  

 */  

void GRDGetInterpFunc(InterpType **interpType, int index);  

 

Another requirement is on the signature of the interpolation functions. A 

custom interpolation function must have the following signature: 

double MyInterpFunction(void *samples,  

double *nonUniformStep,  

int offset,  

double interpPoint,  

int samplesTaken);  

 

¶ samples  is an array of samples used for interpolation. 
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¶ nonUniformStep  is an array of axis coordinates that may be 

nonuniformly-spaced. 

¶ offset  is an offset into the nonUniformStep array. This indicates 

where the first sample lies on the axis. 

¶ interpPoint  is the axis coordinate where interpolation is required. 

¶ samplesTaken  is the number of samples taken for interpolation. 

Compiling and Linking  

The example below can be found in the <POSTGRESQLDIR>/examples/interp  

directory. A makefile (psql_interp.mak ) has been provided to help in 

compiling the custom interpolation schemes. This file will need to be 

customized. 

Three components need to be linked together to create the BCS Grid Extension. 

The first component is the BCS Grid Extension core libraries, gridbladeCore.a. 

The second component is the Proj.4 Cartographic Projections Library, libproj.a. 

The third component is the set of custom interpolation schemes. A makefile 

(psql_gridext.mak ) has been provided to perform the linking. This will 

produce a file called Grid.so. Copy this file to the <POSTGRESQLDIR>/lib  

directory of the PostgreSQL server to make the BCS Grid Extension with 

custom interpolation available.  Restart the PostgreSQL server. 

Example Custom Interpolation  

The following is a small example of the code required. 

cu stomInterpExample.h  

#include "grdInterpSupport.h"  

 

#define INTERP_TABLE_SIZE  2 

 

double LogarithmicInterp( void *samples,  

                          double *nonUniformStep,  

                          int offset,  

                          double interpPoint,  

                          int samplesTaken );  

 

double RandomInterp( void *samples,  

                     double *nonUniformStep,  

                     int offset,  

                     double interpPoint,  

                     int samplesTaken );  

 

InterpType in terpFuncLookup[] = {  
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 {"logarithmic", LogarithmicInterp, 2},  

 {"random", RandomInterp, 2}  

};  

 

 

customInterpExample.c  

#include <math.h>  

#include <string.h>  

#include <stdlib.h>  

 

#include "customInterpExample.h"  

#include "grdMalloc.h"  

#include "grdTypes.h"  

#i nclude "grdError.h"  

 

/*  

* Performs logarithmic interpolation between 2  

* points.  

 */  

double LogarithmicInterp( void *samples,  

                          double *nonUniformStep,  

                          int offset,  

                          double interpPo int,  

                          int samplesTaken )  

{  

 double result;  

 double *s = (double*)samples;  

 double xa, ya, xb, yb, tmp;  

 

 if( samplesTaken < 2 )  

  return 0;  

  

 if( s[0] <= 0 || s[1] <= 0 )  

 {  

  GRDUserError( "Both samples MUST be "  

"positive to pe rform "  

                  "logarithmic interpolation." );  

  return 0;  

 }  

  

 /*  

  * (xa, ya) and (xb, yb), at intermediate  

 * point xi.  

  * Note that both ya and yb MUST be positive.  

  * yi = ya *  

exp( (xi - xa) / (xb - xa) * (log(yb) ï  

log(ya)) )  

  */  

 xa = nonUniformStep[offset];  

 ya = s[0];  

 xb = nonUniformStep[offset+1];  

 yb = s[1];  

  

 tmp = (interpPoint -  xa) / (xb -  xa) *  
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(log(yb) -  log(ya));  

 result = ya * exp( tmp );  

  

 return result;  

}  

 

/*  

 * Performs random interpolation between 2 points.  

 * The int erpolated result is a random value between  

 * bracketed by the values of the points.  

 * eg. valueA = 1, valueB = 10, 1 <= result <= 10  

 */  

double RandomInterp( void *samples,  

                     double *nonUniformStep,  

                     int offset,  

                     double interpPoint,  

                     int samplesTaken )  

{  

 double result;  

 double *s = (double*)samples;  

 double diff, randNum;  

 int r;  

  

 if( samplesTaken < 2 )  

  return 0;  

 

 diff = fabs(s[1] -  s[0]);  

 r = rand();  

 if( diff == 1 )  

 {  

  diff = (double)r / 100000;  

  randNum = diff -  floor(diff);  

 }  

 else  

  randNum = r % (int)diff;  

 result = s[0] + randNum;  

  

 return result;  

}  
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int GRDLookupInterpFunc( InterpType **interpType,  

char *interpName )  

{  

 int i;  

 InterpType *it;  

  

 for( i = 0 ; i < INTERP_TABLE_SIZE; i++ ) {  

  it = &interpFuncLookup[i];  

  if( strcmp(it - >name, interpName) == 0 )  

   break;  

 }  

 if( i == INTERP_TABLE_SIZE )  

  return - 1;  

 *interpType = &interpFuncLookup[i];  

 return i;  

}  

 

void GRDGetInterpFunc( InterpType **interpTyp e, int index )  

{  

 *interpType = &interpFuncLookup[index];  

}  
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Appendix G: Representing 

Spatial Reference 

Systems  

This appendix discusses the role of spatial reference systems in representing the 

Earthôs surface for the purposes of defining locations on the Earth. It then 

defines how the BCS Grid Extension uses spatial reference systems. Finally, it 

defines each of the spatial reference systems that can be used with the BCS 

Grid Extension. 

Spatial Reference Systems ð Some 

Background  

The surface of the Earth is geometrically complex, encompassing mountains, 

valleys and surfaces of oceans. These irregularities complicate the process of 

making geodetic measurements. A Spatial Reference System (SRS) maps points 

on the Earth to coordinate tuples that can be used for computation. To 

accomplish this, the surface of the Earth has to be replaced by a mathematically 

tractable surface. This is typically done by using an oblate spheroid to define 

location, and a Geoid (an equipotential surface of the Earth gravity field that 

most closely approximates the mean sea surface) to handle elevation data. (See 

http://dgfi2.dgfi.badw-muenchen.de/geodis/WWW/geodis_geopotential.html.) 

Having selected a spheroid to define the size and shape of the Earth, a 

coordinate system has to be established on this surface; this is known as the 

datum. In the past, a 2D datum was used for location (Latitude and Longitude), 

and a separate datum was used for elevation (defining mean sea level). With the 

advent of GPS, 3D datums have become available. 

Specification of a datum and an associated spheroid defines a unique tuple 

(Latitude, Longitude, elevation) for every point on Earth. However, computing 

distance, area and direction using such frames of reference is complicated, and 

Appendix  

G 

http://dgfi2.dgfi.badw-muenchen.de/geodis/WWW/geodis_geopotential.html
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therefore it is often useful to introduce an additional mapping to a local 

Cartesian coordinate system (x, y, z). Such coordinate systems are known as 

map projections. There are thousands of defined map projections, but they can 

be grouped according to a number of different criteria. From a computational 

viewpoint, map projections are best grouped via the properties they preserve. 

The main properties that can be preserved are shape (conformal projections), 

area (equal area projections), or some compromise between different properties. 

Note that no projection can preserve distance in a general way; all map 

projections introduce some distortions. 

 

Another type of transformation often applied to gridded latitude/longitude data 

is the Rotated Grid. It is defined using three parameters: 

grid_north_pole_longitude: the longitude of the north pole of the rotated grid 

(in the real, non-rotated, world). 

grid_north_pole_latitude: the latitude of the north pole of the rotated grid 

(in the real, non-rotated, world). 

north_pole_grid_longitude: the meridian of the rotated coordinate system 

that points to the north pole in the real, non-

rotated, world. 

 

Rotated Grid 

Transformation  
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The following picture illustrates a grid with rotated-grid spatial extents 60° N 

(bottom) to 78° N (top) latitude and 0° (left) and 18° E (right) longitude. The 

north pole of the rotated grid, pointed to by the half-arrow, is located at 30° N 

latitude and 20° E longitude. This grid is translated but not rotated; 0° longitude 

in the rotated grid points in the direction of the real-world north pole. The three 

parameters for this particular transformation are therefore: 

grid_north_pole_longitude = 20, grid_north_pole_latitude = 30, and 

north_pole_grid_longitude = 0. 

 

Figure 30: "Rotated Grid" Transformation: with translation but no rotation. 
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The next picture illustrates a rotated, translated grid. The coordinates of the 

rotated coordinate systemôs north pole (in the real world) are still 30° N and 

20° W, but the 0° meridian in the rotated coordinate system no longer points to 

the north pole in the real world; instead it appears to be approximately -90° (as 

one can see by extending the grid from the 0° meridian down and to the left 

(i.e., counterclockwise). 

 

Figure 31: "Rotated Grid" Transformation: with both rotation and translation. 

 

Summarizing the above discussion, a spatial reference system is specified by: 

¶ a spheroid: a rough model of the size and shape of the Earth, 

¶ a datum: a coordinate system defined on the spheroid, and, optionally, 
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¶ projection / transformation information: a method along with location-

specific parameters. 

The most common representations of spatial reference systems are: 

¶ The European Petroleum Survey Group (EPSG) has compiled a 

comprehensive list of spatial reference systems whose parameters are 

stored in a distributed database. These parameters are accessed by an 

ñEPSG Codeò. Many systems use this code as their default SRS name. 

¶ The Open Geospatial Consortium (OGC) has developed a set of XML 

application schema for defining Coordinate Reference Systems (CRS). 

This standard uses the OGC mark-up language GML41.  

¶ Spatial reference systems can be represented by an XML-like string 

called the Well-Known-Text format, or srtext. The srtext for an SRS 

includes: the spheroid data; the name of the datum (as opposed to the 

datumôs actual parameters); the name of the projection; and the values 

for the projectionôs parameters. This is OGC-compliant42, and is 

commonly used by ESRI43 products. 

¶ A projection name and set of arguments. This scheme is used by 

Proj.444, an open-source projection library.  

¶ A factory id that references a table of published projections. This, of 

course, limits users in their choice of projection parameters. 

The approach used by the BCS Grid Extension is primarily the third approach, 

the srtext. However, rather than storing the srtext itself in every GRDValue, the 

BCS Grid Extension stores an integer key, the SRID, that is mapped to the 

srtext via a table named bcsgrid. spatial_references . The 

spatial_references  table also contains other values that control the precision 

with which data is stored. 

As the Grid Extension uses PROJ4 (version 4.5.0 currently) to provide its 

coordinate system transformations, it is occasionally useful to be able to 

provide parameters to PROJ4 directly to support specifications that can't be 

                                                                        

41 See http://www.opengeospatial.net/gml/. 

42 See http://www.opengeospatial.org/docs/01-009.pdf. 

43 See http://www.esri.com. 

44 See http://proj.maptools.org/, ftp://ftp.remotesensing.org/pub/proj/OF90-284.pdf.  

PROJ4  Library  

http://www.opengeospatial.net/gml/
http://www.opengeospatial.org/docs/01-009.pdf
http://www.esri.com/
http://proj.maptools.org/
ftp://ftp.remotesensing.org/pub/proj/OF90-284.pdf
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derived from standard srtext. The Grid Extension allows the embedding of 

PROJ4 (version 4.5.0) arguments inside of nonstandard srtext, using text of the 

form 

         GEOGS["coordsys_name", PROJ4["PROJ4 arguments"]]  

for geographic coordinate systems, and text of the form 

         PROJCS["coordsys_name", PROJ4["PROJ4 arguments"]]  

for projected coordinate systems. 

GEOGCS["nad83_geographic", PROJ4["+proj=latlong +datum=NAD83"]]  

 

PROJCS["nad27_utm10", PROJ4["+proj=utm +zone=10 +datum=NAD27"]]  

 

 

Note that the PROJ4 term applies to the entire coordinate system; the use of 

mixed forms like:  

PROJCS["coordsys_name ",GEOGS[" geo_name ", PROJ4[" PROJ4 

arguments "]], ... ]  

 

is not supported. 

However, do not include the "+to argument" as this is added behind the scenes 

by the Grid Extension. You can find more information about PROJ4 coordinate 

specifications at http://proj.maptools.org/gen_parms.html and 

http://www.remotesensing.org/geotiff/proj_list/ 

As of version 4.5, PROJ4 supports datum shifts, and hence so does the Grid 

Extension. Datum shifts can be explicitly selected using the +towgs84 

argument (along with a list of shift parameters, see the gen_parms.htm l link) in 

a PROJ4 string. For example:  

GEOGCS["explicit_transform", PROJ4["+proj=utm +zone=10  

+proj=latlong +ellps=WGS72  

+towgs84=0,0,4.5,0,0,0.554,0.219  

"]]  

 

Grid based datum adjustments can also be done. The grids are looked for in a 

directory called /usr/local/share/proj/. This directory should be installed 

automatically by the Grid Extension installer. If it is not, you can copy the 

directory from the bcs_grid_extension/proj directory that the installer left 

behind:  

root%   cp - r ./bcs_grid_extension/proj   /usr/local/share/proj  

 

These files only cover limited areas of the earth; outside of those areas no shift 

is performed. For example:  

--   

Examples  

Limitations:  

http://proj.maptools.org/gen_parms.html
http://www.remotesensing.org/geotiff/proj_list/
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--  Get the spatial reference systems into the spatial_reference 

--  system table  

--   

SELECT grdgensrid( 

'GEOGCS["NAD27",DATUM["D_North_American_1927",SP HEROID["clrk66",

6378206.4,294.9786932]],PRIMEM["Greenwich",0.0],UNIT["Degree",0.

0174532925199433]]');  

  

SELECT grdgensrid( 

'GEOGCS["NAD83",DATUM["D_North_American_1983",SPHEROID["GRS_1980

",6378137.0,298.257222101]],PRIMEM["Greenwich",0.0],UNIT["Degree

",0.0 174532925199433]]');  

 

--   

--  find out what the spatial reference systems were  

--   

SELECT grdsridfromtext( 

'GEOGCS["NAD27",DATUM["D_North_American_1927",SPHEROID["clrk66",

6378206.4,294.9786932]],PRIMEM["Greenwich",0.0],UNIT["Degree",0.

0174532925199433]]') ;  

  

 grdsridfromtext  

-----------------   

               2 

 

SELECT grdsridfromtext(  

'GEOGCS["NAD83",DATUM["D_North_American_1983",SPHEROID["GRS_1980

",6378137.0,298.257222101]],PRIMEM["Greenwich",0.0],UNIT["Degree

",0.0174532925199433]] ');  

  

 grdsridfromtext  

-----------------   

               5 

 

--   

--  Try projecting a coordinate pair within the area covered.  

--   

SELECT grdtestproject(2,5,' - 117 30');  

 

    grdtestproject       

-----------------------   

 - 117.000806 30.000113  

 

--   

--  Try projecting a coordinate pair outside the area covered.  

--   

select grdtestproject(2,5,'117 30');  

 

    grdtestproject      

----------------------   

 117.000000 30.000000  

 

Using the GRDTestProject function as shown above is a very easy way to see if 

a datum shift is capable of being applied to a particular area. 
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For convenience, when files are loaded using the GIEF server functions or 

extracted using a GRDSpec, srtext values are automatically converted to 

SRIDôs and entries are automatically added to the 

bcsgrid. spatial_references  table as needed. However, users inserting 

grids outside of the GIEF mechanism will need to make explicit use of certain 

server functions to manage the translation of srtext values to SRIDôs. 

The following functions manipulate or otherwise make use of the 

sp atial_references  table: GRDExtract (page 100), GRDFromGIEF (page 

65), GRDFromNC (page 68), GRDGenSrid (page 105), GRDRowToGIEF 

(page 108), GRDSridFromText (page 106), GRDPurgeSrCache (page 105), 

GRDIsWholeSphere (page 105), and GRDTestProject (page 106). 

Sample Spatial Reference Text For Projections  

The following is a list of the spatial reference text for the projections supported 

by the BCS Grid Extension. A table below summarizes the parameters that 

pertain to each of these projections. 

Albers   

PROJCS["Africa_Albers_Equal_Area_Conic",GEOGCS["GCS_WGS_1984",DA  

TUM["D_WGS_1984",SPHEROID["WGS_1984",6378137.0,298.257223563]],P  

RIMEM["Greenwich",0.0],UNIT[" Degree",0.0174532925199433]],PROJEC  

TION["Albers"],PARAMETER["False_Easting",0.0],PARAMETER["False_N  

orthing",0.0],PARAMETER["Central_Meridian",25.0],PARAMETER["Stan  

dard_Parallel_1",20.0],PARAMETER["Standard_Parallel_2",23.0],PAR  

AMETER["Latitude_Of_Origi n",0.0],UNIT["Meter",1.0]]  

 

Bonne  

PROJCS["World_Bonne",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984",SP  

HEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["Greenwich",0  

.0],UNIT["Degree",0.0174532925199433]],PROJECTION["Bonne"],PARAM  

ETER["False_Easting",0.0], PARAMETER["False_Northing",0.0],PARAME  

TER["Central_Meridian",0.0],PARAMETER["Standard_Parallel_1",60.0  

],UNIT["Meter",1.0]]  

 

Cassini  

PROJCS["World_Cassini",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984",  

SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["G reenwich"  

,0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["Cassini"],P  

ARAMETER["False_Easting",0.0],PARAMETER["False_Northing",0.0],PA  

RAMETER["Central_Meridian",0.0],PARAMETER["Scale_Factor",1.0],PA  

RAMETER["Latitude_Of_Origin",0.0],UNIT["Meter",1.0] ]  

 

Eckert_I   

PROJCS["World_Eckert_I",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984"  
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,SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["Greenwich  

",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["Eckert_I"]  

,PARAMETER["False_Easting",0.0],PARAMETER["Fals e_Northing",0.0],  

PARAMETER["Central_Meridian",0.0],UNIT["Meter",1.0]]  

 

Eckert_II  

PROJCS["World_Eckert_II",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984  

",SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["Greenwic  

h",0.0],UNIT["Degree",0.0174532925199433]] ,PROJECTION["Eckert_II  

"],PARAMETER["False_Easting",0.0],PARAMETER["False_Northing",0.0  

],PARAMETER["Central_Meridian",0.0],UNIT["Meter",1.0]]  

 

Eckert_III  

PROJCS["World_Eckert_III",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_198  

4",SPHEROID["WGS_1984",6378137.0,2 98.257223563]],PRIMEM["Greenwi  

ch",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["Eckert_I  

II"],PARAMETER["False_Easting",0.0],PARAMETER["False_Northing",0  

.0],PARAMETER["Central_Meridian",0.0],UNIT["Meter",1.0]]  

 

Eckert_IV  

PROJCS["World_Eckert_IV", GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984 

",SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["Greenwic  

h",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["Eckert_IV  

"],PARAMETER["False_Easting",0.0],PARAMETER["False_Northing",0.0  

],PARAMETER["Central_ Meridian",0.0],UNIT["Meter",1.0]]  

 

Eckert_V  

PROJCS["World_Eckert_V",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984"  

,SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["Greenwich  

",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["Eckert_V"]  

,PARAMETER["Fal se_Easting",0.0],PARAMETER["False_Northing",0.0],  

PARAMETER["Central_Meridian",0.0],UNIT["Meter",1.0]]  

 

Eckert_VI   

PROJCS["World_Eckert_VI",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984  

",SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["Greenwic  

h",0.0],UN IT["Degree",0.0174532925199433]],PROJECTION["Eckert_VI  

"],PARAMETER["False_Easting",0.0],PARAMETER["False_Northing",0.0  

],PARAMETER["Central_Meridian",0.0],UNIT["Meter",1.0]]  

 

Equidistant_Conic  

PROJCS["World_Equidistant_Conic",GEOGCS["GCS_WGS_1984",DATUM ["D_  

WGS_1984",SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["  

Greenwich",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["E  

quidistant_Conic"],PARAMETER["False_Easting",0.0],PARAMETER["Fal  

se_Northing",0.0],PARAMETER["Central_Meridian",0.0],PARA METER["S 

tandard_Parallel_1",60.0],PARAMETER["Standard_Parallel_2",60.0],  
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PARAMETER["Latitude_Of_Origin",0.0],UNIT["Meter",1.0]]  

 

Equidistant_Cylindrical   

PROJCS["World_Equidistant_Cylindrical",GEOGCS["GCS_WGS_1984",DAT  

UM["D_WGS_1984",SPHEROID["WGS_1984" ,6378137.0,298.257223563]],PR  

IMEM["Greenwich",0.0],UNIT["Degree",0.0174532925199433]],PROJECT  

ION["Equidistant_Cylindrical"],PARAMETER["False_Easting",0.0],PA  

RAMETER["False_Northing",0.0],PARAMETER["Central_Meridian",0.0],  

PARAMETER["Standard_Parallel_1" ,60.0],UNIT["Meter",1.0]]  

 

Gall_Stereographic  

PROJCS["World_Gall_Stereographic",GEOGCS["GCS_WGS_1984",DATUM["D  

_WGS_1984",SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM[  

"Greenwich",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["  

Gall_Stereogr aphic"],PARAMETER["False_Easting",0.0],PARAMETER["F  

alse_Northing",0.0],PARAMETER["Central_Meridian",0.0],UNIT["Mete  

r",1.0]]  

 

Gnomonic  

PROJCS["North_Pole_Gnomonic",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_  

1984",SPHEROID["WGS_1984",6378137.0,298.257223563]],P RIMEM["Gree  

nwich",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["Gnomo  

nic"],PARAMETER["False_Easting",0.0],PARAMETER["False_Northing",  

0.0],PARAMETER["Longitude_Of_Center",0.0],PARAMETER["Latitude_Of  

_Center",90.0],UNIT["Meter",1.0]]  

 

Lambert_Azimut hal_Equal_Area  

PROJCS["North_Pole_Lambert_Azimuthal_Equal_Area",GEOGCS["GCS_WGS  

_1984",DATUM["D_WGS_1984",SPHEROID["WGS_1984",6378137.0,298.2572  

23563]],PRIMEM["Greenwich",0.0],UNIT["Degree",0.0174532925199433  

]],PROJECTION["Lambert_Azimuthal_Equal_Area"] ,PARAMETER["False_E  

asting",0.0],PARAMETER["False_Northing",0.0],PARAMETER["Central_  

Meridian",0.0],PARAMETER["Latitude_Of_Origin",90.0],UNIT["Meter"  

,1.0]]  

 

Lambert_Conformal_Conic  

PROJCS["Africa_Lambert_Conformal_Conic",GEOGCS["GCS_WGS_1984",DA  

TUM["D_WGS_1984",SPHEROID["WGS_1984",6378137.0,298.257223563]],P  

RIMEM["Greenwich",0.0],UNIT["Degree",0.0174532925199433]],PROJEC  

TION["Lambert_Conformal_Conic"],PARAMETER["False_Easting",0.0],P  

ARAMETER["False_Northing",0.0],PARAMETER["Central_Meridian",25.0  

],PA RAMETER["Standard_Parallel_1",20.0],PARAMETER["Standard_Para  

llel_2",3.0],PARAMETER["Latitude_Of_Origin",0.0],UNIT["Meter",1.  

0]]  

 

Mercator  

PROJCS["World_Mercator",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984"  
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,SPHEROID["WGS_1984",6378137.0,298.257223563]],PRI MEM["Greenwich  

",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["Mercator"]  

,PARAMETER["False_Easting",0.0],PARAMETER["False_Northing",0.0],  

PARAMETER["Central_Meridian",0.0],PARAMETER["Standard_Parallel_1  

",0.0],UNIT["Meter",1.0]]  

 

Miller_Cylindrical   

PROJCS["World_Miller_Cylindrical",GEOGCS["GCS_WGS_1984",DATUM["D  

_WGS_1984",SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM[  

"Greenwich",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["  

Miller_Cylindrical"],PARAMETER["False_Easting",0.0],PARAMET ER["F  

alse_Northing",0.0],PARAMETER["Central_Meridian",0.0],UNIT["Mete  

r",1.0]]  

 

Mollweide  

PROJCS["World_Mollweide",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984  

",SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["Greenwic  

h",0.0],UNIT["Degree",0.017453292 5199433]],PROJECTION["Mollweide  

"],PARAMETER["False_Easting",0.0],PARAMETER["False_Northing",0.0  

],PARAMETER["Central_Meridian",0.0],UNIT["Meter",1.0]]  

 

Orthographic  

PROJCS["North_Pole_Orthographic",GEOGCS["GCS_WGS_1984",DATUM["D_  

WGS_1984",SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["  

Greenwich",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["O  

rthographic"],PARAMETER["False_Easting",0.0],PARAMETER["False_No  

rthing",0.0],PARAMETER["Longitude_Of_Center",0.0],PARAMETER["Lat  

itude_Of_Center",90 .0],UNIT["Meter",1.0]]  

 

Plate_Carree  

PROJCS["World_Plate_Carree",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1  

984",SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["Green  

wich",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["Plate_  

Carree"],PARAMETER["Fal se_Easting",0.0],PARAMETER["False_Northin  

g",0.0],PARAMETER["Central_Meridian",0.0],UNIT["Meter",1.0]]  

 

Polyconic  

PROJCS["World_Polyconic",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984  

",SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["Greenwic  

h",0.0],UN IT["Degree",0.0174532925199433]],PROJECTION["Polyconic  

"],PARAMETER["False_Easting",0.0],PARAMETER["False_Northing",0.0  

],PARAMETER["Central_Meridian",0.0],PARAMETER["Latitude_Of_Origi  

n",0.0],UNIT["Meter",1.0]]  

 

Quartic_Authalic   

PROJCS["World_Quartic_Aut halic",GEOGCS["GCS_WGS_1984",DATUM["D_W  

GS_1984",SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["G  
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reenwich",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["Qu  

artic_Authalic"],PARAMETER["False_Easting",0.0],PARAMETER["False  

_Northing",0.0],PARAM ETER["Central_Meridian",0.0],UNIT["Meter",1  

.0]]  

 

Robinson  

PROJCS["World_Robinson",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984"  

,SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["Greenwich  

",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["Robinson"]  

,PARAMETER["False_Easting",0.0],PARAMETER["False_Northing",0.0],  

PARAMETER["Central_Meridian",0.0],UNIT["Meter",1.0]]  

 

Rotated Grid 

ROTATEDPOLECS["Rot80_0",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984" 

,SPHEROID["WGS_1984",6378137,298.257223563]],PRIMEM["Greenw ich",  

0],UNIT["Degree",0.0174532925199433]],param["grid_north_pole_lon  

gitude",20],PARAM["grid_north_pole_latitude",30],PARAM["north_po  

le_grid_longitude",90],UNIT["DecimalDegree",0.01745329251994330]  

 

Sinusoidal  

PROJCS["World_Sinusoidal",GEOGCS["GCS_WGS_ 1984",DATUM["D_WGS_198  

4",SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["Greenwi  

ch",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["Sinusoid  

al"],PARAMETER["False_Easting",0.0],PARAMETER["False_Northing",0  

.0],PARAMETER["Central_Meridian",0.0], UNIT["Meter",1.0]]  

 

Stereographic  

PROJCS["World_Stereographic",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_  

1984",SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["Gree  

nwich",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["Stere  

ographic"],PARAMETER["Fal se_Easting",0.0],PARAMETER["False_North  

ing",0.0],PARAMETER["Central_Meridian",0.0],PARAMETER["Scale_Fac  

tor",1.0],PARAMETER["Latitude_Of_Origin",0.0],UNIT["Meter",1.0]]  

 

Transverse_Mercator  

PROJCS["WGS_1984_UTM_Zone_2N",GEOGCS["GCS_WGS_1984",DATUM["D_WGS 

_1984",SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["Gre  

enwich",0.0],UNIT["Degree",0.0174532925199433]],PROJECTION["Tran  

sverse_Mercator"],PARAMETER["False_Easting",500000.0],PARAMETER[  

"False_Northing",0.0],PARAMETER["Central_Meridian", -  

171.0] ,PARAMETER["Scale_Factor",0.9996],PARAMETER["Latitude_Of_O  

rigin",0.0],UNIT["Meter",1.0]]  

 

Winkel_I   

PROJCS["World_Winkel_I",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984"  

,SPHEROID["WGS_1984",6378137.0,298.257223563]],PRIMEM["Greenwich  

",0.0],UNIT["Degree",0.0 174532925199433]],PROJECTION["Winkel_I"]  
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,PARAMETER["False_Easting",0.0],PARAMETER["False_Northing",0.0],  

PARAMETER["Central_Meridian",0.0],PARAMETER["Standard_Parallel_1  

",50.4597762521898],UNIT["Meter",1.0]]  

  

Sample Spatial Reference Text For Rotated Gr id 

Transformations  

As described above, rotated pole grids are defined by the use of a rotated pole 

coordinate system, defined by a new type of spatial reference text. The spatial 

reference text has the type "ROTATEDPOLECS", the coordinate system name 

as a quoted string, followed by a geographic coordinate system, followed by 

three parameters that indicate the nature of the rotation.  

The first of the two examples shown above has the following associated spatial 

reference text: 

ROTATEDPOLECS["Rot80_0",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984" 

,SPHEROID["WGS_1984",6378137,298.257223563]],PRIMEM["Greenwich",  

0],UNIT["Degree",0.0174532925199433]],param["grid_north_pole_lon  

gitude",20],PARAM["grid_north_pole_latitude",30],PARAM["north_po  

le_grid_longitude",0.00],UNIT["DecimalDegree",0.0174532925199433  

0]]  

 

The second example has this spatial reference text: 

ROTATEDPOLECS["Rot80_0",GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984" 

,SPHEROID["WGS_1984",6378137,298.257223563]],PRIMEM["Greenwich",  

0],UNIT["Degree",0.0174532925199433]],param["grid_north_pole_lon  

gitude",20],PARAM["grid_north_pole_latitude",30],PARAM["north_po  

le_grid_longitude",90.0 0],UNIT["DecimalDegree",0.017453292519943  

30]]  

 

DATUM Aliases  

The value specified in the DATUM portion of the spatial reference text can be 

either one of the standard values ï ñWGS84ò, ñGGRS87ò, ñNAD27ò, 

ñNAD83ò, ñPotsdamò, ñcarthageò, ñhermannskogelò, or ñire65ò ï or one of the 

aliases defined in the following table: 

Standard Alias 

WGS84 WGS_84, WGS1984, WGS_1984, D_WGS_1984, 

WorldGeodeticSystem1984 

GGRS87 D_GGRS_1987 

NAD27 D_North_American_1927, North_American_Datum_1927, 

NAD27(ContinentalUS) 
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NAD83 D_North_American_1983, 

D_North_American_1983_HARN, 

NAD83_High_Accuracy_Regional_Network, 

potsdam D_Potsdam_Rauenberg_1950_DHDN 

carthage D_Carthage 

hermannskogel D_Hermannskogel 

ire65 D_Ireland_1965 

 

Projection /Transformation  Parameters  

The following table lists the projection parameters that are specific to each of the 

projections and transformations listed in the previous sections. Note that all of 

these projections (but not the Rotated Grid transformation) include a 

ñFalse_Northingò and a ñFalse_Eastingò parameter, so for the sake of brevity 

those two parameters have been omitted from each of the entries in this table. 

Name of Projection /Transformation  Parameters  

Albers  Central_Meridian  

Standard_Parallel_1  

Standard_Parallel_2  

Latitude_Of_Origin  

Bonne Central_Meridian   

Standard_Parallel_1   

Cassini  Central_Meridian   

Scale_Factor   

Latitude_Of_Origin  

Eckert_I  Central_Meridian  

Eckert_II  Central_Meridian  

Eckert_III  Central_Meridian  

Eckert_IV  Central_Meridian  

Eckert_V  Central_Meridian  

Eckert_VI  Central_Meridian  

Equidistant_Conic  Central_Meridian   

Standard_Parallel_1   

Standard_Parallel_2   

Latitude_Of_Origin  

Equidistant_Cylindrical  Central_Meridian   

Standard_Parallel_1   

Gall_Stereographic  Central_Meridian  

Gnomonic  Longitude_Of_Center   

Latitu de_Of_Center  

Lambert_Azimuthal_Equal_Area  Central_Meridian   

Latitude_Of_Origin  

Lambert_Conformal_Conic  Central_Meridian  

Standard_Parallel_1  
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Standard_Parallel_2  

Latitude_Of_Origin  

Mercator  Central_Meridian   

Standard_Parallel_1  

Miller_Cylindrical  Central_Meridian  

Mollweide  Central_Meridian  

Orthographic  Longitude_Of_Center   

Latitude_Of_Center  

Plate_Carree  Central_Meridian  

Polyconic  Central_Meridian   

Latitude_Of_Origin  

Quartic_Authalic  Central_Meridian  

Robinson  Central_Meridian  

Rotated Grid  grid_north_pole_latitude  

grid_north_pole_longitude  

north_pole_grid_longitude  

Sinusoidal  Central_Meridian  

Stereographic  Central_Meridian   

Scale_Factor   

Latitude_Of_Origin  

Transverse_Mercator  Central_Meridian  

Scale_Factor  

Latitude_Of_Origin  

Winkel_I  Central_Meridian   

Standard_Parallel_1  
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Appendix H: Description 

of Demo Programs  

The directory tree 

<POSTGRESQLDIR>/examples  

 

contains many programs that can be used as a resource for learning about the 

BCS Grid Extension. 

The directory tree consists of the following subdirectories: 

¶ cone: Files used in the Geometric Shapes Tutorial (Appendix I). See 

page 255. 

¶ datafiles: Data files used by the demo programs. 

¶ gief: Examples of using SQL to load and unload GIEF files. These 

examples supplement the material in Inserting Grids Using 

netCDF/GIEF and SQL, Retrieving Data Using GIEF and SQL, 

Updating Data Using the SQL API on pages 65, 108, and 149, 

respectively.  

¶ c/api: Examples of using the C API to insert, retrieve, and update 

GRDValueôs. These examples supplement the material in Inserting 

Grids Using the C API, Retrieving Data Using the C API, and Updating 

Data Using the C API on pages 74, 110, and 157, respectively. 

¶ c/fusion: Grid Fusion example, supplementing the material in 

Aggregating Grids: Grid Fusion on page 137. 

¶ c/geolocate: These examples supplement the material in Geolocating 

Grids: Finding Grids that Are in a Particular Spatio-Temporal Location 

on page 143. 

Appendix  

H 
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¶ c/interp: These examples illustrate interpolation using a custom 

method. They must be run after the Extension package has been 

modified as discussed below (see interp  directory comments). The 

examples supplement Appendix F on page 231.  

¶ c/radial : These examples supplement the material in Radial Extraction 

on page 130. 

¶ c/results: This directory contains output files generated from running 

the examples. 

¶ interp : These examples illustrate how to modify the BCS Grid 

Extension package to include custom interpolation methods. The 

examples supplement Appendix F on page 231. 

¶ java: These examples supplement the material in Inserting Grids Using 

the Java API, Retrieving Data Using the Java API, and Updating Data 

Using the Java API on pages 78, 112, and 161, respectively. 

¶ satellite: These examples deal with satellite imagery.  See Appendix L 

for more information. 

The directories gief , c , and java  contain makefiles. Issuing the Linux 

command ñmake all ò in the psql  directory will result in the C programs in 

that directory being built. Issuing the Linux command ñmake run ò in the gief , 

psql , or java 45 directories will result in the commands or programs in that 

directory being run and their results compared to saved results in the results  

directory.  

The directory interp  contains makefiles called psql_gridext.mak  and 

psql_interp.mak . Issuing the command ñmake ïf psql_interp.mak ò will 

create a library of custom interpolation routines; the command 

ñmake - f  psql_gridext.mak server ò will incorporate that library into a 

replacement Grid.so  file. The created Grid.so  file should be copied into the 

directory <POSTGRESQLDIR>/lib , replacing the existing Grid.so  file located 

there. 

                                                                        

45 The makefile in the java subdirectory has to be modified before the make command is issued ï see the 

README.TXT file in that directory. 
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Appendix I: A Tutorial 

Based on a Geometric 

Shape Example  

This appendix illustrates GRDValue loading and extraction functions using an 

easy-to-visualize 4-dimensional (4D) object, stored in a GIEF file. At the 

starting and ending time values in the netCDF file (300 seconds and 310 

seconds, respectively), the object has different cone shapes, as shown in the 

following pictures:   

 

Figure 32: Cone at time 300. 

At time 310, the cone is inverted, as shown in this picture: 

Appendix  

I  
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Figure 33: Cone at time 310. 

The cone is built by assigning a value of 0 to each grid point that is located 

outside the cone, and a value of 100 to each grid point that is inside the cone. 

The sections in this appendix illustrate the generation and the loading of the 

Cone dataset, and the extraction of various 2D and 3D grids. The resulting grids 

are visualized using the BCS-IDV program discussed in Appendix K (page 

275).  

Generating the Cone GIEF File  

The Cone GIEF netCDF file is included in the BCS Grid Extension distribution 

in directory cone as described on page 253. Alternatively, the file can be 

generated by following the instructions in this section. 

The following C program generates the CDL for the Cone GIEF file. The C 

source is supplied in the cone directory. 

#include <stdio.h>  

#include <math.h>  

#include <stdlib.h>  

#include <glib.h>  

 

#define HEIGHT (9)  

#define DIAMETER (27)  

#define RADIUS (13)  
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#define CENTER (13)  

#define INSIDE_VALUE (100.0)  

 

static int first = 1;  

 

static void GenSlice(double rlower, double rupper)  

{  

    int x, y;  

    double gap = rupper  -  rlower;  

    for( y = 0; y < DIAMETER; y++ ) {  

        double dy = y -  CENTER; 

        for( x = 0; x < DIAMETER; x++ ) {  

            double r , val;  

            double dx = x -  CENTER; 

            if( dx > 0 ) {  

                r = MAX( ABS(dx), ABS(dy));  

            }  

            else {  

                r = sqrt(dx*dx + dy*dy);  

            }  

 

            if( r <= rlower ) {  

                val =  INSIDE_VALUE;  

            }  

            else if( r >= rupper ) {  

                val = 0;  

            }  

            else {  

                val = INSIDE_VALUE * (rupper - r)/gap;  

            }  

            if( first == 1 ) {  

                first = 0;  

            }  

            else {  

                printf(",");  

            }  

            printf("%f", val);  

        }  

        printf(" \ n");  

     }  

}  

 

 

main() {  

    int z;  

    double desiredR;  

    double upperR;  

    double gap;  

 

    printf("netcdf giefSingleVarExam ple { \ n");  

    printf("dimensions: \ n");  

    printf("        time = 2 ; \ n");  

    printf("        level = %d ; \ n", HEIGHT);  

    printf("        row = %d ; \ n", DIAMETER);  

    printf("        column = %d ; \ n", DIAMETER);  
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    printf("variables: \ n");  

    printf( "        double time(time) ; \ n");  

    printf("        float air_temp(time,level,row,column) ; \ n");  

    printf("              air_temp:_FillValue = 9.96921e+36f  

; \ n");  

    printf("// global attributes: \ n");  

    printf("     :Conventions = \ "GIEF \ ")";  

    printf("     :srtext =  

\ "GEOGCS[\ \ \ "GCS_North_American_1927 \ \ \ ",DATUM[ \ \ \ "D_North_Ameri  

can_1927 \ \ \ ",SPHEROID[ \ \ \ "Clarke_1866 \ \ \ ",6378206.4,294.9786982]  

],PRIMEM[ \ \ \ "Greenwich \ \ \ ",0],UNIT[ \ \ \ "Degree \ \ \ ",0.017453292519  

9433]] \ " ; \ n");  

    printf("     :affin e_transformation = 0.,0.,0.,1.,  

0.,0.,1.,0., 0.,1.,0.,0., 1.,0.,0.,0.; \ n");  

    printf("     :translation = 30., 32., 0., 0. ; \ n");  

    printf("data: \ n");  

    printf(" time = 300, 310; \ n");  

    printf(" air_temp = \ n");  

 

    /* first time slot */  

    for(  z = 0; z < HEIGHT; z++ ) {  

        double notZ = HEIGHT -  z - 1;  

        desiredR = RADIUS *((double)notZ/HEIGHT);  

        upperR = RADIUS *((double)(notZ+1)/HEIGHT);  

        GenSlice(MIN(desiredR, upperR), MAX(desiredR, upperR));  

    }  

 

    /* second time  slot */  

    for( z = 0; z < HEIGHT; z++ ) {  

        desiredR = RADIUS *((double)z/HEIGHT);  

        upperR = RADIUS *((double)(z+1)/HEIGHT);  

        GenSlice(MIN(desiredR, upperR), MAX(desiredR, upperR));  

    }  

    printf("; \ n");  

    printf("} \ n");  

}  

 

The netCDF file cone.nc can be generated as follows: 

gcc ïlm gencone.c ïo gencone  

gencone > cone.cdl  

ncgen ïo cone.nc cone.cdl  

 

The program ncgen is a CDL-to-netCDF converter, available at 

http://www.unidata.ucar.edu/downloads/netcdf/index.jsp.  

http://www.unidata.ucar.edu/cgi-bin/man-cgi?ncgen
http://www.unidata.ucar.edu/downloads/netcdf/index.jsp
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Loading the Cone GIEF File  

Use the following SQL to create a table in which to store the original Cone 

GRDValue and the extractions: 

CREATE TABLE cones(description varchar(50), grid GRDValue);  

 

The following statements can be used to load the Cone netCDF file: 

SELECT GRDFromNC(  

' <POSTGRESQLDIR>/e xamples /cone/cone.nc',  

'cones','((values (description char "initial value")))');  

 

and display the resulting GRDValue metadata component: 

bcsgrid=# SELECT * FROM cones;  

 

initial value |  

header=350;=1;version=50331648;id=0;numFields=1;hasSatParms=0;bl  

endType=0;storage=0;support_missing=1;srid=1;tile=1,1,1,27;sampl  

es=2,9,27,27;finalDims=2,9,27 ,27;gridWrap=0,0,0,0;blendValue=0;s  

tartPt=30,32,0,0;basis0=0,0,0,1;basis1=0,0,1,0;basis2=0,1,0,0;ba  

sis3=1,0,0,0;fieldIds=0;fieldTypes=8;dimNames="time","level","ro  

w","column";fieldNames="air_temp";nonuniflags=1,0,0,0;nonunisamp  

le1=300,310;epilog=111,22 2;blob=0;file=134 ;filelen=0;  

 

(1 row)  
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Generating Slices  

The SQL presented in this section can be used to generate 3D and 2D slices. 

3D Extracts at Fixed Times  

The following SQL commands create and load two GRDValueôs ï one for time 

= 300 and one for time = 310. 

bcsgrid=# SELECT '3D Cone at time 300'::VARCHAR(50) AS 

description, GRDExtract(grid, '((dim_sizes 1 9 27 27) 

(nonuniform dim0 300))') AS grid INTO TEMP tempcones FROM cones;  

SELECT 

 

bcsgrid=# INSERT INTO tempcones SELECT '3D Cone at time 310',  

GRDExtract(grid, '((dim_sizes 1 9 27 27) (nonuniform dim0  

310))') FROM cones;  

INSERT 208936 1  

 

bcsgrid=# INSERT INTO cones SELECT * FROM tempcones;  

bcsgrid=# SELECT * FROM cones;  

 

     description     |  grid                                                                                                              

--------------------- +-------  

initial value       |  

header=350;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid=1;tile=1,1,1,27  

;samples=2,9, 27,27;finalDims=2,9,27,27;gridWrap=0,0,0,0;blendVal  

ue=0;startPt=30,32,0,0;basis0=0,0,0,1;basis1=0,0,1,0;basis2=0,1,  

0,0;basis3=1,0,0,0;fieldIds=0;fieldTypes=8;dimNames="time","leve  

l","row","column";fieldNames="air_temp";nonuniflags=1,0,0,0;nonu  

nisample1 =300,310;epilog=111,222;blob=0;file=140 ;filelen=0;  

 3D Cone at time 300 |  

header=342;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid=1;tile=1,1,1,27  

;samples=1,9,27,27;finalDims=1,9,27,27;gridWrap=0, 0,0,0;blendVal  

ue=0;startPt=30,32,0,0;basis0=0,0,0,1;basis1=0,0,1,0;basis2=0,1,  

0,0;basis3=1,0,0,0;fieldIds=0;fieldTypes=8;dimNames="time","leve  

l","row","column";fieldNames="air_temp";nonuniflags=1,0,0,0;nonu  

nisample1=300;epilog=111,222;blob=0;file=141 ; filelen=27558;  

 3D Cone at time 310 |  

header=342;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid=1;tile=1,1,1,27  

;samples=1,9,27,27;finalDims=1,9,27,27;gridWrap=0,0,0,0;blendVal  

ue=0;startPt=30,32,0,0 ;basis0=0,0,0,1;basis1=0,0,1,0;basis2=0,1,  

0,0;basis3=1,0,0,0;fieldIds=0;fieldTypes=8;dimNames="time","leve  

l","row","column";fieldNames="air_temp";nonuniflags=1,0,0,0;nonu  

nisample1=310;epilog=111,222;blob=0;file=142 ;filelen=27558;  

(3 rows)  
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2D Slice a t Fixed Time and Level (Horizontal Slice)  

The following SQL commands create and load a GRDValue for time = 305 and 

level = 5. 

bcsgrid=# SELECT 'Horizontal slice at time 305 and level  

5'::VARCHAR(50) AS description, GRDExtract(grid, '((dim_sizes 1  

1 27 27) (nonuniform dim0 305) (nonuniform dim1 5)(interpolation  

(time linear) (level linear)))') AS grid INTO TEMP tempcones  

FROM cones WHERE description = 'initial value';  

 

SELECT 

 

bcsgrid=# INSERT INTO cones SELECT * FROM tempcones;  

 

INSERT 208946 1  

 

bcsgrid=# S ELECT * FROM cones WHERE description LIKE  

'Horizontal%';  

 

description                              |               grid                                                                                                                                                                                                                                      

----------------------------------------------------------------   

Horizontal slice at time 305 and level 5 |  

header=350;prolog=1;version=50331648;id=0;numFields= 1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid=1;tile=1,1,1,27  

;samples=1,1,27,27;finalDims=1,1,27,27;gridWrap=0,0,0,0;blendVal  

ue=0;startPt=30,32,0,0;basis0=0,0,0,1;basis1=0,0,1,0;basis2=0,1,  

0,0;basis3=1,0,0,0;fieldIds=0;fieldTypes=8;dimNa mes="time","leve  

l","row","column";fieldNames="air_temp";nonuniflags=1,1,0,0;nonu  

nisample1=305;nonunisample2=5;epilog=111,222;blob=0;file=154  

;filelen=3374;  

 

(1 row)  



B C S  G R I D  E X T E N S I O N  F O R  P O S T G R E S Q L  ( L I N U X  V E R S I O N )  

P R O G R A M M E R õ S  G U I D E 

262  

 

The following is a visualization of this slice: 

 

Figure 34: Horizontal slice of cone. 
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2D Slice at Fixed Time and Row (Vertical Slice)  

The following SQL commands create and load a GRDValue for time = 305 and 

row = 14. 

bcsgrid=# SELECT 'Vertical slice at time 305 and row  

14'::VARCHAR(50) AS description, GRDExtract(grid, '((dim_sizes 1  

9 1 27) (nonuniform dim0 305) (nonuniform dim2 14)(interpolation  

(time linear) (row linear)))') AS grid INTO TEMP tempcones FROM  

cones WHERE description = 'initial value';  

 

SELECT 

 

bcsgrid=# INSERT INTO cones SELECT * FROM tempcones;  

INSERT 208954 1  

 

bcsgrid=# SELECT * FROM cones WHERE description LIKE 

'Vertical%';  

 

description                            | grid                                                                                                                                                                                           

--------------------------------------- +------  

 Vertical slice at time 305 and row 14 |  

header=350;prolog=1;version=50331648;id=0;numFields=1;hasSatParm  

s=0;blendType=0;storage=0;support_missing=1;srid=1;tile=1,1,1,27  

;samples=1,9,1,27;finalDims=1,9,1,27;gridWrap=0,0,0,0;blendValue  

=0;startPt=30,32,0,0;basis0=0,0,0,1;basis1=0,0,1,0;basis2=0,1, 0,  

0;basis3=1,0,0,0;fieldIds=0;fieldTypes=8;dimNames="time","level"  

,"row","column";fieldNames="air_temp";nonuniflags=1,0,1,0;nonuni  

sample1=305;nonunisample3=14;epilog=111,222;blob=0;file=155  

;filelen=1358;  

 

(1 row)  
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The following is a visualization of this slice: 

 

Figure 35: Vertical slice of cone. 
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Appendix J: Loading 

External Files Using the 

BCS Grid Extension  

The Grid Import Client is a Java program for importing gridded datasets, stored 

in various formats, into a BCS Grid Extension-enabled PostgreSQL database.  

System Requirements  

The Grid Import Client requires a minimum of Java 1.4.0 JRE. The amount of 

memory needed depends on the property settings used to drive it. 

Installing the Grid Import Client  

The Grid Import Client program install files can be fetched from 

http://www.barrodale.com/software/gridClients/. Transfer the Grid Import 

Client zip file to your workstation and unzip it to some convenient directory, 

say C: \ Program Files \ GridImportClient  if your client machine is running 

Windows XP. 

Two scripts for running the Grid Import Client are provided: 

1. For Unix/Linux client platforms, the script is gridImport.sh. 

2. For Windows client platforms, the script is gridImport.bat. 

Edit the script for your platform with your preferred text editor and then modify 

the line that reads: 

JRE - jar gridImport.jar  

 

The text ñJREò should be replaced by the path to your java runtime engine. On 

a Windows XP platform, that might be  

Appendix  
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c: \ "program files" \ java \ j2re1.4.2 \ bin \ java  

 

while on a Unix platform that might be something like 

/usr/java/j2sdk1.4.2_01/bin/java  

 

You should now be able to run the Grid Import Client program by executing 

the run script. You may want to set up a shortcut or symbolic link to the run 

script to simplify running it in the future. 

Conceptual Background  

To be generally useful, the Grid Import Client program must be able to operate 

on data that is too large to fit into memory. The program accomplishes this by 

reading and storing data in pieces small enough not to overload memory. These 

pieces are called tiles. The reading of tiles is handled by internal objects called 

tile producers, and the storing of tiles is handled by tile consumers. Each tile 

consumer is responsible for storing data in a single GRDValue, that is, say, a 

single column of a single row of a single table. Each tile producer is responsible 

for providing the tiles needed by a single tile consumer. Both tile producers and 

tile consumers are directed by configuration parameters stored in property files. 

Tile Producers  

The operation of tile producers is determined by the source properties file. 

Some of the properties in the source properties file apply to the entire dataset 

being read in, while others are specific to individual tile producers. 

Properties that pertain to the dataset as a whole include: 

¶ srtext: the Open Geospatial Consortium (OGC) well-known-text 

representation of a spatial reference system. Currently, the Grid Import 

Client program does not infer this automatically from the dataset. 

¶ inputDim : for each source dimension there should be a property that is 

of the form: 

inputDim. source_dim_name  = standard_dim_name   

 

where standard_dim_name is one of ñtimeò, ñlevelò, ñrowò, ñcolumnò.  

For example, if the dimensions in the input file were ñlonò, ñlatò, ñzò 

and ñtò, then the properties file should contain the following entries: 

inputD im.lon = column  

inputDim.lat = row  
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inputDim.t =time  

inputDim.z = level  

 

The program uses this mapping, along with the order of the dimensions 

found in the dataset, to help build the affine transformation needed by 

the BCS Grid Extension. The program assumes that "column" can be 

mapped to "column", "row" to "row", etc., if not otherwise mapped. 

Properties that pertain to individual tile producers have the prefix producerN, 

where N ranges from 0 to the number of TileProducers -1.  

These properties include: 

¶ producerN.variables = list_of_variables_handled_by_the_tile 

This property specifies which grid variables are handled by the N
th
  Tile 

Producer.  

For example, if the dataset contains the variables: TEMPERATURE, 

SALINITY, PH, and you want tile producer producer0 to get 

TEMPERATURE and SALINITY, and producer1 to get PH, the 

properties file would contain properties of the form: 

producer0.variables = TEMPERATURE,SALINITY  

producer1.variables = PH  

 

¶ producerN.tileRows = number_of_rows_in_a_single_tile 

¶ producerN.tileColumns = number_of_columns_in_a_single_tile 

These two properties specify the size of a tile, in terms of rows and 

columns. If the properties are not present, the tile size defaults to the 

number of rows and columns in the grid variables. Note that each tile 

served by a Tile Producer represents a separate read operation; therefore 

having many small tiles can adversely affect I/O speed. 

¶ producerN.clipGrid = dim_range, dim_range, dim_range, dim_range 

This property, if present, causes the input grids to be clipped. The 

ranges are listed in the same order as they are found in the dataset, and 

are in terms of grid coordinates, not real-world coordinates. Each range 

can either be in the format min_index:max_index or simply be the literal 

ñanyò. 

The following set of source properties accepts a dataset containing 

variables ñtempò, ñhumidityò, ñwinduò and ñwindvò, with dimensions 

ñtimeò, ñlatò, and ñlonò. The temp variable will be handled by producer0; 

Example:  

Example:  
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windu and windv variables will get handled by producer1, and humidity by 

producer2. Notice that there is no inputDim.time item because time maps to 

itself by default. 

srtext=GEOGCS["GCS_WGS_1984",DATUM["D_WGS_1984",SPHEROID["WGS_19  

84",6378137,298.257223563]],PRIMEM["Greenwich",0],UNIT["Degree",  

0.017453 2925199433]]  

producer0.variables=temp  

producer0.tileRows=100  

producer0.tileColumns=100  

producer1.variables=humidty  

producer1.tileRows=90  

producer1.tileColumns=90  

producer2.variables=windu windv  

producer2.clipGrid=any,any,1:2,any  

inputDim.lat=row  

inputDim. lon=column  

 

Tile Consumers  

The operation of tile consumers is determined by the destination properties file. 

The properties in the destination properties file fall into three categories: 

1. properties that apply to the database, 

2. properties that apply to each table/row being stored, and 

3. properties that apply to a particular Tile Consumer. 

The database-specific items are 

¶ databaseType = database_type   

Identifies the flavor of the database, either PostgreSQL or IBM 

Informix. 

¶ host = host_name 

Identifies the machine that the database is running on.  

¶ port = port_number 

Identifies the port number the database server uses. The field is 

initialized to the default value used by PostgreSQL. 

¶ database_name   

Identifies the name of the database on the server. 
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¶ username = user_name  

The name of the account to use for connecting to the database. 

¶ password = password 

The password used for the above user name. 

Any of the above items can be supplied through the Grid Import Client program 

GUI, removing the need to place them in the properties file. 

The row-specific properties have a prefix that identifies the particular row to 

which the property belongs. The first prefix is row0, followed by row1, and so 

on. The row-specific properties are: 

¶ rowN.tablename = destination_table_name 

The database table in which to load this row of information. 

¶ rowN.serialcolumn = column_name 

The serial or oid column used to identify this row. This column 

can either be a serial type or the built-in oid column. 

¶ rowN.nongrid.destination_column_name = attribute_name 

This assigns an attribute value from the dataset to a column in 

the row. Variable attribute names have the form 

variable_name.attribute_name while global attributes have the 

form _.attribute_name. For example, if the source data 

contained the global attribute history, and the destination table 

(associated with row1) contained a column called herstory, the 

following item would route the value from the history attribute 

to the herstory database column: 

row1.nongrid.herstory = .history  

 

¶ rowN.consumers = consumer_numbers 

This is a listing of the consumers to be used for this row. One 

consumer corresponds to one GRDValue database column. For 

example, if row1 held grids for TileConsumers[2] and 

TileConsumers[3], the property would be: 

¶ row1.consumers = 2, 3 
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Each of the tile consumer-specific properties is preceded by a prefix that 

identifies the tile consumer. The prefix of the first tile consumer is consumer0, 

the next is consumer1, etc. The tile consumer-specific properties are: 

¶ consumerN.columnname = grid_column_name 

This is the name of the GRDValue table column in which to 

load the consumed data. 

¶ consumerN.tilesize =  size0 size1 size2 size3 

This is the tile size of the GRDValue the consumer is managing. 

Size0 refers to the most major dimensions; size3 refers to the 

most minor dimension. 
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Running the Grid Import Client  

Once you execute the run script, you should see the following window appear: 

 

Figure 36: Grid Import Client main screen. 
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Enter the path to the source properties and the destination properties, as shown 

below: 

 

Figure 37: Grid Import Client main screen with connection information filled in. 
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Next, specify the files or URLôs (but not both) that should be loaded. URL's are 

used for OpenDAP connections, while data accessed via the local file system 

should be treated as a file. The Grid Import Client will not accept a mix of files 

and URLôs. Afterwards, the window will look like the one below: 

 

Figure 38: Source Files filled in. 

Next, press the "Begin Load" button. At this point, the "Status" field at the 

bottom of the window will work its way through a sequence of messages 

culminating in ñcompleted import.ò 

If an error occurs, a dialog box will open to alert you to the problem. Errors can 

be caused by trying to load data into columns of the wrong type, trying to load 

data into a column or table that doesn't exist, insufficient blobspace, insufficient 

privileges, or incorrect database connection parameters.   
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Appendix K: Using the 

BCS Grid Extension with 

the Integrated Data 

Viewer (IDV)  

The Integrated Data Viewer (IDV) from Unidata is a Java-based software 

framework for analyzing and visualizing geoscience data. The IDV brings 

together the ability to display and work with satellite imagery, gridded data, 

surface observations, balloon soundings, NWS WSR-88D Level II and Level 

III RADAR data, and NOAA National Profiler Network data, all within a 

unified interface. 

Barrodale Computing Services Ltd. has created a plug-in for IDV, giving IDV 

the ability to read gridded data directly from a BCS Grid Extension-enabled 

database. This plug-in is called BCS-IDV. 

System Requirements  

BCS-IDV requires a minimum of Java 1.4.0 JRE with an installed version of 

Java3D (OpenGL or DirectX as supported by your graphics card). IDV uses 

Java3D for its rendering, and without Java3D installed, you will get Class Not 

Found exceptions referring to classes in the AWT package. 

We recommend using SUN's Java distribution. The site 

http://java3d.j3d.org/download.html lists the software ports for Java 3D. 

You should also have at least 768MB of memory on your client machine, with 

1GB of memory recommended.  

The plug-in requires that a version of IDV, at version 2.2 or later, be installed 

on your workstation. IDV itself can be downloaded from 

http://www.unidata.ucar.edu/software/idv/.  
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Installing BCS -IDV  

The BCS-IDV plug-in can be downloaded from the BCS web site at 

http://www.barrodale.com/software/gridClients/. Transfer the .jar file to your 

workstation and store it in some convenient location that can be referenced 

later. 

Next, start IDV and register the plug-in, as described in the next section. 

Running IDV  

When you invoke IDV, you should see a small progress window appear for 

some moderate period, less than a minute, as IDV loads its classes.  

Once the class load finishes, you'll see two windows, as follows: 

 

Figure 39: Primary IDV Window. 
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